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del PAS de la Facultad de Ciencias, que durante estos años han tenido que
lidiar con un administrador de sistemas distraido por la investigación y la
docencia.

Finalmente quisiera dar la gracias a mi familia. A mis padres, que
supieron ver en mi el potencial de lo que soy ahora, aunque no siempre les

v



“thesis” — 2015/9/22 — 13:11 — page vi — #6

vi

hiciera caso. Y a Carmen que comparte conmigo las alegrias y frustraciones
de esta y otras aventuras.

A todos, muchas gracias.



“thesis” — 2015/9/22 — 13:11 — page vii — #7

Resumen

Las redes de interconexion son una parte fundamental de los computadores
modernos, independientemente de su marco de aplicación. El diseño de
monoprocesadores esta actualmente limitado por varias barreras tecnológicas
y f́ısicas. Por ello los diseñadores actuales recurren al paralelismo para satis-
facer las demandas de la sociedad actual. Gracias al esfuerzo de investigación
que se ha dedicado a las redes de interconexión, el rendimiento de los com-
putadores continúa creciendo. Dependiendo del tamaño de la máquina, una
red de interconexión puede ser implementada con cables, ópticos o eléctricos,
que conectan los nodos de un equipo multi-rack. O puede consistir en pistas
microscópicas dentro de un chip que integra varios procesadores.

Esta tesis presenta una nueva idea para las redes de interconexión futuras.
Consiste en una nueva topoloǵıa y varios algoritmos de enrutamiento. La
topoloǵıa esta basada en las mallas y toros convencionales, a las que agrega
enlaces diagonales en dos direcciones. De manera que permiten el movimiento
en ocho direciones, como el rey en un tablero de ajedrez. Este hecho es el
que les da el nombre de topoloǵıas king.

El desarrollo de un análisis topológico ha permitido la extracción de un
conjunto de expresiones para varios parámetros de redes cuadradas con di-
agonales. Comparando con las mallas y toros estándar, las topoloǵıas king
triplican el throughput. Esto permite el flujo de mayores volúmenes de tráfico.
Además, los enlaces diagonales añadidos tienen el efecto de reducir la distan-
cia media entre nodos. Como consecuencia, la información circula por la red
de manera más rápida. Por otro lado, las topoloǵıas king tienen unas exce-
lentes propiedades que permiten hacer particionados y distribución perfecta
de recursos escasos.

Los algoritmos de enrutamiento descritos en esta tesis aprovechan los re-
cursos topológicos de estas redes para proporcionar un alto rendimiento en
diferentes contextos. Hay propuestas para enrutamiento de distancia mı́nima
y no minima, aśı como un algoritmo de enrutamiento tolerante a fallos. La
primera es aconsejable para situaciones en las que se requieran latencias
cortas y las condiciones de tráfico no sean excesivamente adversas. En cam-
bio, para situaciones de tráfico adverso, es preferible recurrir al algoritmo
de enrutamiento no minimo propuesto. Este da mejores resultados que el
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algoritmo de Valiant, ya que reduce la latencia y no requiere un aumento de
recursos de almacenamiento.

Las redes king estan particularmente bien dotadas para sistemas grandes
en donde se requiere tolerancia a fallos. Esto es debido a la gran cantidad
de rutas alternativas que aparecen cuando se relaja la condición de distancia
mı́nima. Estas redes pueden usarse con algoritmos conocidos tolerantes a
fallos, pero en esta tesis también se propone uno, llamado KFT, que da un
rendimiento similar con un coste inferior.

La posibilidad de poder implementar una malla king en un plano de
manera sencilla, hace que éstas se adapten bien a redes dentro del chip.
Esta tesis concluye con un análisis de coste y rendimiento que da lugar a una
propuesta para una red king integrada en chip, cuyo coste es equivalente al de
una malla convencional mientras que mantiene las virtudes de las topoloǵıas
king.
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Abstract

Interconnection networks are a fundamental part of modern computers, re-
gardless of their field of application. Increasing the performance of single
processors is limited by several physical and technological barriers. There-
fore designers rely on parallel hardware to meet the performance demanded
by society. It is with the help of extensive research on interconnection net-
works that the performance of modern computers is continually rising. De-
pending on the phisical size of the machine, interconnection networks can be
implemented with electrcal or optical wires connecting the nodes of a multi-
rack computer, or they can consist of microscopic wires whithin a single chip
containing several processor cores.

This thesis presents a new offering for future interconnection networks. It
consists on a novel topology and several routing algorithms. The topology is
based on the well known standard meshes and tori. To these it adds diagonal
links in both directions to allow movement in eight directions, like the king
on a chessboard. Therefore they are named king topologies.

A thorough topological analysis has allowed the formulation of a set of
expressions for several parameters of square topologies with diagonals. Com-
pared to standard meshes or tori, king topologies triple the throughput, thus
allowing for larger ammounts of traffic to flow through them. Furthermore,
the extra links of these topologies also shorten the average distance between
nodes. As a consequence, information can be delivered faster. In addition,
king topologies present excelent properties that allow perfect partitioning
and resource distribution schemes.

The routing algoritms proposed take advantage of the added links to
achieve high performance in different contexts. A great effort has been made
to find routing algorithms that can satisfy the most applications. There are
proposals for minimum distance routing, misrouting and fault-tolerant rout-
ing. The first is suitable for applications demanding low latency and benign
traffic conditions. In the presence of highly uneven traffic it is advisable to
use the proposed misrouting algorithm, as it improves on the classic Valiant
approach by considerably reducing the latency and using less resources.

For large systems where, failure-safety is a concern, the king networks
are particularly well suited. As they boast a large ammount of alternative
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routes, when the minimum distance constraint is removed. Fault-tolerance
can be achieved with well known approaches, like Immunet and Immucube,
but the thesis also proposes a fault-tolerant routing algorithm, called KFT,
with similar performance and less resource requirements.

King meshes are particularly suited to the network-on-chip environment
as they can be naturally laid out on a plane. The thesis concludes with a
cost-performance analysis that leads to the proposal of a king network-on-
chip with a cost equivalent to a standard mesh, but retaining the virtues of
king topologies.
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Chapter 1

Introduction

1.1 Motivation

Since the beginning of computing history computer architects have been try-
ing to create faster and more capable machines. This passionate search for
higher processing power was spurred by the need to resolve ever more com-
plicated problems with higher volumes of data. If in those days the pressure
came from the military and research institutions [Str06, SSSF13], today it
is the whole of society that is hungry for computing power. In fact in the
late years, new players are demanding increasing amounts of power. The
market of hand-held devices, like phones or tablets, is pressing the engi-
neers for ever more powerful gadgets [Tra07]. The latest phones are already
requiring more than one processor core in order to meet market demands.
These devices are giving people the chance to access on-line services from
anywhere, at any time. Thus, companies are compelled to acquire immense
computing resources, or data centres, to keep up with the requirements of
their clients. These data centres, once conceived as specialised rooms to con-
tain a few different machines, are now thought of as a singular computing
facilities composed by thousands of machines [HB09]. In fact our society is
relying on information technology so much, that obscene volumes of data are
generated. The management of the knowledge buried in these data has given
birth to a new industry. What is known as Big Data is presenting computers
with new challenges that differ greatly from the number-crunching demands
seen in the past [MWBA10, And13].

In early computer history, engineers would strive to make the process-
ing units of their computers as fast as possible [HP11]. In the last decades,
the technology developments have allowed computer architects to duplicate
the performance of their machines every 24 months, following Moore’s Law
[Sch97]. Nevertheless, when the speed did not meet their current expecta-
tions, they would resort to joining the power of several processors to obtain

1
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a faster computer. Despite the challenges that this brings on to computer
architects, parallel machines are very popular nowadays, if not omnipresent.
The cause is that although Moore’s Law is still valid with the latest techno-
logical advances, computer architects are faced with several problems that
are hindering the development of faster processors. These problems are often
pictured as four walls, although some of them are related. The frequency wall
dictates the maximum frequency at which a processor can operate [AHKB00].
The performance gap between the memory subsystem and the processor is
called the memory wall [WM95, Jac09]. The power wall restricts energy dis-
sipation on a chip [Goe00]. And the instruction level parallelism (ILP) wall
is defined by the difficulty of extracting parallelism out of sequential code, at
an instruction level of granularity [MGC08]. Despite the different views on
the wall metaphor, computer architects are struggling to increase the speed
of their processors at the same rate as did in the past. For this reason, the
increase in the research and development effort devoted to parallel computers
is so notorious in the last years [DS97].

The key idea behind parallel computers is workload sharing. Often a
problem can be divided into independent parts that may be solved by sepa-
rate processors. In these cases parallel computers are able to process a large
problem in a fraction of the time required by a single processor. The process
of creating parallel applications is complex, as problems do not always let
themselves be divided into any number of parts easily [AGK03, HS08]. Most
parallel programs require that the processors exchange information as fast as
possible throughout the computation. Otherwise, parts of the machine stall
in order to wait for data from others more than strictly necessary. There-
fore, the interconnection network that allows the processors to share data is
a fundamental part of any parallel computer.

These networks are implemented at different levels in the parallel ma-
chine. From those placed far from the processor to provide computer-to-
computer connectivity, usually found in big high-performance computers,
and supporting a message passing interface. To others that are an intricate
part of the memory hierarchy, allowing a number of processors to share cache
or memory banks. These are currently being implemented together with the
processors and cache in a single chip, which are known as Networks-On-Chip
(NoC). In any of these, the properties of the interconnection network heavily
condition the performance of the parallel machine. For instance, the scala-
bility of the network dictates the maximum number of processors that can
be connected together.

All these reasons have caused an increase in the research and development
effort devoted to interconnection networks in the last years. And have also
inspired the pursuit of this thesis.



“thesis” — 2015/9/22 — 13:11 — page 3 — #21

1.2. INTERCONNECTION NETWORKS 3

1.2 Interconnection Networks

Due to their growing popularity, the field of interconnection networks has
developed into a large body of knowledge. It shares concepts with com-
munication technology, digital design and computer architecture, as well as
including topics particular to itself. For this reason, a brief description of
some basic topics of interconnection networks is necessary to set the founda-
tion on which to build the rest of this thesis.

An interconnection network is a programmable system that allows proces-
sors to exchange information. It is composed of different parts, like switches,
buffers, wires or control modules. To travel through the network, the in-
formation needs to be structured as messages, or a sequence of packets of
a given size. Then, when a processor sends a message to another, the net-
work system is programmed to perform the necessary actions on the different
components to deliver the message at its destination. The way in which the
different parts are connected and the way the programming is done conditions
the performance of the interconnection network. For instance, bus networks
(Fig. 1.1a) would not be able to transfer more than one piece of information
at a given time between any two processors, as the wire connecting all of
them must be shared. On the other hand, with a crossbar (Fig. 1.1b), all
the processors can send messages at the same time, as long as they do not
choose the same destination [DT03].

0 1 2 3 4 5 6 7

(a)

0 1 2 3

4 5 6 7

(b)

Figure 1.1: Example of (a) bus and (b) crossbar interconnects.

To achieve the best results, the designers must consider the performance
requirements of a given problem to be solved, or application, as well as the
limitations of the technology in which the interconnection network is to be
implemented. With this information, they must choose the right topology,
routing and flow control for the network. The routing can be designed with
different goals in mind. At the bare minimum, it must be able to guide mes-
sages from any source to any destination through minimum distance paths.
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Depending on traffic distributions, some areas may be more intensely used
than others. In these high traffic areas, or hot-spots, messages will be stalled
until the necessary resources become available, causing congestion. The de-
velopment of hot-spots can be reduced with a routing algorithm that sends
messages through a longer path, and takes advantage of unused areas of the
network. Finally, the design of a routing algorithm might take into account
that links can fail over time, and still guarantee that messages reach their
destination.

The measure of performance of an interconnection network is tightly cou-
pled to the performance of the parallel machine it belongs to. So better
networks will improve the execution time of applications run on the ma-
chine. However, predicting this is very complicated and usually only possi-
ble through the use of complex simulation environments. For this reason, in
the field of interconnection networks, two figures of merit are used instead.
First, the delay of the messages, usually referred to by latency. And sec-
ond, the maximum data rate, or throughput. These are useful to compare
the performance of interconnection networks isolated from the complexity of
the parallel machine. Although ideally it would be desired that the latency
would remain constant, as the amount of traffic increases, contention occurs
rising the latency of messages. When the traffic intensity, also known as load
is low, it said that the network operates in the linear zone. This is character-
ized by a linear increase of the latency and the throughput, as can be seen in
Figure 1.2. As load rises beyond this point, the amount of contention peaks
causing an exponential growth of the latency and the throughput to plateau.
In general, it is undesirable that networks operate in this saturation zone.
However, this is inevitable when applications enter intense communication
phases, like collective calls. Therefore, networks must perform reliably in
both zones.
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Figure 1.2: Evolution of (a) latency and (b) throughput with increasing
traffic load.
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1.2.1 Network topology

In general, an interconnection network is composed by a set of routers con-
nected to each other, and to the processors, with communication links in a
particular pattern. This pattern is said to be the topology of the intercon-
nection network. Designers must take care to adapt their topologies to the
characteristics of the technology, as some topologies are more suited for a
given environment than others. Notwithstanding, not all topologies might
give the performance required by the application. Ideal values for both, the
throughput and the latency, can be deduced from the topology using graph
theory. Associating graph vertices to the routers of a network, and edges to
the communication links, allows a systematic analysis of most topologies.

For instance, the maximum or saturation throughput is obtained by find-
ing the bottleneck of the network. This must be done considering also the
traffic pattern, as different patterns might stress different parts of the net-
work. In the context of computer interconnection networks a widely es-
tablished traffic pattern is uniform, where each time a message is sent, the
destination is chosen at random with uniform probability. With this pattern
the bottleneck is the network bisection, which is the smallest set of links
that divide the network in two equal parts. Knowing the bandwidth of each
of these links, the network bisection bandwidth can be calculated. This is
the maximum data rate at which information can flow through the network
under uniform traffic.

On the other hand, some applications are highly dependant on short
latencies. Considering that a packet takes one cycle to travel from a router
to its closest neighbour, the latency of each message, when no contention
occurs, is equal to the number of links it must traverse. Then, the average
latency is also related to the average distance between routers of the network.
This can usually be determined analytically with graph methods. Also the
maximum latency is bounded by the diameter of the network, which is the
distance between the two farthest apart routers.

Another consideration to take into account is the number of links leaving
or entering a router, which in graph theory this is known as the degree of
the vertex. In router design forums it is also called radix, and has profound
implications in the internal design of the router.

The purpose of interconnection networks is to communicate a set of el-
ements, these can be CPU cores, memory modules, computers, file servers,
etc. The way these elements are connected to the network separates the
parallel machines into two large groups. The first uses direct networks, also
known as distributed networks, where there are equal number of computing
elements as routers1, and each of the former is connected to one of the latter.

1This assertion implies that the network does not present concentration, meaning the
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Figure 1.3a shows an example of a mesh network, the routers are shown as
circles and the computing elements as squares. The routers are intercon-
nected to each other as dictated by the topology. Direct networks can allow
a concentration factor which states the number of processing elements that
share a single router.

The other group employs indirect networks, which are characterized by
having routers that are not connected to any computing element. Logically,
these networks typically arrange the routers in layers. Figure 1.3b shows a
fat tree topology with three layers, note that only the first is connected to
computing elements. But physically, these networks accumulates the routers
of the upper layers in a single spatial point, like a rack, and therefore are
also named concentrated networks.
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Figure 1.3: Example of (a) mesh and (b) fat tree interconnects.

1.2.2 Routing

Once the topology is set, the next step towards a functioning interconnection
network is finding a routing mechanism. This determines the path followed
by messages in order to traverse the network from source to destination.
It is common to consider only the paths of minimum distance between the
routers, thus performing minimal routing. Some topologies have a single path
connecting any two routers, but usually networks with more than one path
are used. In this case, some routing mechanisms always use the same path for
each pair of routers, this is known as deterministic routing or static routing.
But a good routing mechanism must balance the use of all the available paths
regardless of the traffic pattern. This can be done by using oblivious routing,
which selects a random path, from the set of minimum distance ones, every
time a message is sent. Or it can also be achieved by allowing messages to

concentration factor is 1.
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find the most appropriate path as it advances, based on the congestion it
encounters, which is then called adaptive routing or dynamic routing.

Routing might appear simple at first, but the consequences of using a bad
mechanism can be worse than just a lack of efficiency. The moment there is
more than one message in the network, looped dependencies might appear
that will render the network unusable. These so called deadlocks are caused
by a set of messages that can not advance as each one is in the way of another
in a cyclic manner. In Figure 1.4 the four messages are unable to make a
left-hand turn because the required link is used by another message. This
cycle will cause other messages to stop and these, in turn, will block others
until the whole network is flooded. Once a deadlock cycle appears, it can
only be broken by removing a message from the network, but this approach is
widely considered unacceptable in the context of interconnection networks.
Therefore, deadlocks must be prevented instead of resolved, which can be
done to a certain extent by an appropriate design of the routing algorithm.

Figure 1.4: Illustration of a deadlock situation.

In contrast to minimal routing, where all messages must use minimum
distance paths, misrouting permits messages to make detours in order to
avoid localised congestion. This has the effect of increasing the latency of
the messages in general, but can be beneficial in seriously unbalanced traffic
patterns. With misrouting, care must be taken to avoid messages wandering
the network indefinitely and never reaching their destination, which is known
as livelock.

To allow routers to guide messages through the network, these must carry
some routing information with them. This information can be their destina-
tion, which could allow routers to look up routing tables in order to decide
the next hop for the packet. Or it can be a different piece of information. For
instance, some systems with grid-like topologies use a routing record, which
is a vector of integers that specifies the number of jumps the corresponding
packet needs to make in each dimension of the grid. The sign of each integer
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determines the travel direction. Each time a packet is sent through one di-
mension, the absolute value of the corresponding component of the routing
record is decremented. And, when all of the components are zero, it means
that the packet has reached its destination.

1.2.3 Fault-tolerant routing

As in any engineering discipline, interconnection network designers have to
face the fact that any system can fail. In fact, the larger the network, the
higher the probability of one of its components failing. And in the event
of a single failure, the whole network will fail catastrophically because the
successful operation of a network relies on all parts being in good working
condition. For large systems this is unacceptable, as the Mean Time Between
Failures (MTBF) could be comparable, or even shorter, than the average
application execution time.

Typically, fault-tolerant routing algorithms are designed to cope with one
or more link failures. It is accepted that if a whole router fails the application
will fail regardless of the capabilities of the routing algorithm. This is because
when network loses one of its routers, the connectivity to the corresponding
computing nodes is broken, and these become isolated from the rest of the
network. Ideally a fault-tolerant routing algorithm will give a performance
close to an ordinary routing algorithm when the network is fully operational,
and it will allow the least degradation possible in the presence of failures. In
addition, the algorithm should require the least extra hardware to perform
acceptably when in failure operation.

Despite the above, fault tolerance is typically achieved by redundancy.
This does not necessarily mean the addition of extra hardware, as networks
usually have more than one path to connect any two routers. However, from
the routing algorithm’s perspective, harnessing this redundancy can be far
from trivial. Designers usually apply one of the following two techniques.

If the detection of a failure triggers a reorganization of the network re-
sources, the algorithm relies on reconfiguration. This reorganization can
mean that the network enters a self-discovery process in which it gathers
knowledge of how to avoid faulty links. The drawback of this approach is
that during the reconfiguration period, the application traffic is stalled. In
contrast, with some topologies, when the routing algorithm detects a faulty
link, traffic can be forwarded using a simple set of rules that avoid the failure
areas. These are denoted deflection routing algorithms.

As with any routing algorithm, great care must be taken to avoid commu-
nication anomalies, like deadlock and livelock. But the ways in which these
are dealt with in normal routing algorithms can not normally be applied to
fault tolerance.
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1.2.4 Flow control

Another topic a network designer must deal with is the way messages progress
from router to router. The flow control specifies how two fundamental re-
sources of any network are used. The links, that transport messages from a
router to the next, and the buffers, that store the messages within the router
until the required link is available. Messages are be divided into more man-
ageable pieces called packets, as having arbitrarily long messages traveling
through the network can be inefficient. In this way, the network resources
are easier to share among the different messages. The packets are further
divided into fixed-sized flits, which are the smallest data units that the flow
control can manipulate. Beyond this, each flit can be actually transmitted
as one or more phits, which is the amount of information that can be sent in
one cycle. Sometimes, and it is the case of this thesis, the flits and phits are
the same size.

This structuring of the messages has the advantage of permitting realistic
router designs, where the buffer space is known to have room for a number
of packets or flits, and the clock cycle can be dimensioned according to the
transmission time of a phit. But it also has the effect of increasing the
latency. If packets could be transferred between two routers in one cycle, in
the absence of contention the average network latency would be equal to the
average distance. But as in reality, the packets are sent as a set of flits, their
latency is necessarily increased by the number of flits in them. This increase
is known as spooling or serialization latency.

Originally packets would traverse the network one router at a time. With
this strategy called store-and-forward, a packet can not be sent to the next
router until all its phits have been received from the previous one. This
implies that the best-case delay of the packet will be proportional to the
product of the number of phits and the number of visited routers. Modern
interconnection networks usually apply more aggressive flow control meth-
ods to improve performance. For instance, cut-through flow control allows
routers to forward the header phit of the packet as soon as it is received, thus
reducing the best-case latency to the sum of packet length and hop count
minus one. For a packet to progress from one router to the next, there must
be a reservation of buffer space on the receiving router. So that in case of the
packet not being able to progress further, it can be stored completely. On
contrast, in order to reduce the buffer requirements, wormhole flow control
makes reservations on a flit basis, instead of packets.

Flow control must manage the links and buffers efficiently, making sure
they do not go unused when a packet could advance through it. This hap-
pens when a packet is heading towards a highly congested router and can
not advance, thus blocking the way for the packets following it that are
bound for free parts of the network. Such a phenomenon is known as Head-
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of-Line(HoL) blocking and can be reduced by using virtual channels. By
adequately dividing the buffer space associated with a link, several packets
can be ready to use it and, if properly organised, packets that can advance
are not hindered by others waiting due to congestion. In essence, the divi-
sion of the buffer space allows more than one stream of packets to use the
same physical link in an independent manner, thus the name virtual chan-
nels. The reduction of HoL blocking is not the only advantage of virtual
channels. They can be used to break cyclic dependencies to avoid deadlocks,
or successfully combine different routing mechanisms to benefit from all their
virtues. Nevertheless, the use of virtual channels is not without dangers. As
a control unit must decide which of the buffers is going to occupy the chan-
nel in each cycle, this unit must ensure that a fair chance of success is given
to every buffer. Otherwise, the network incurs in starvation, and can not
guarantee that all packets will eventually reach its destination.

1.3 Objectives

The field of interconnection networks is in constant development. The pres-
sure from the users spur computer architects to devise ever faster machines.
This is never an easy task as the designers have to face the reality of tech-
nological limitations. In the context of interconnection networks, the size of
the routers and the length of the links are constrained by energy and delay
issues. Therefore, the choice of topology is of great importance.

In system networks there is a wide variety of topologies with different
degree. This is allowed by the high speeds attained by modern signaling
cables. However, on-chip networks operate on a tighter energy and delay
budget. Furthermore, as they are confined in a two-dimensional substrate,
the choice of topologies is much more restricted. Current designs are using
low degree topologies, like rings [RH13] or meshes [Mor15], that can easily
be laid out on a flat surface minimizing wire length. However, aiming for a
latency reduction, some authors propose higher degree solutions, like the flat-
tened butterfly [KDA07], in which routers are arranged in a two-dimensional
grid. This solution makes the length of the wires depend on the number of
routers, which might lead to scalability issues.

Keeping the idea of a bi-dimensional router arrangement, this thesis of-
fers new topologies that have higher degree than traditional on-chip networks
while keeping the length of the links bounded, regardless of the number of
nodes. This new family of networks doubles the number of links of standard
2D topologies, like meshes or tori, connecting routers in a diagonal fash-
ion. This permits packets to travel in eight directions, like the king on a
chessboard. Thus their name, king networks.

The main objective of this thesis, which is to prove that king networks
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are a viable substrate on which to base forthcoming chip multiprocessors
(CMP), can only be met with a thorough study of the topology from three
different points of view. The first takes advantage of graph theory to provide
topological facts and figures about the networks, laying the scope of work
for the other two. The second allows the proposal of routing algorithms
that take advantage of the topological characteristics, and to extract the
maximum performance of the networks. From the third point of view, the
cost aspects of the network are considered. These include both fabrication
and energy consumption during execution. When combining the learnings of
the three stages, it can be proved that the king topologies are an interesting
competitor in the field of interconnection networks, particularly for NoCs.
Not only due to their high performance and efficiency, but also because of
their singular characteristics, like scalability and ease of partitioning.

Following is a summary of the individual accomplishments of this thesis.

• Topological analysis

– A good understanding of the basic properties of king networks was
achieved through a theoretical approach, based on graph theory.

– Precise expressions were found for fundamental topological figures,
like diameter, average distance and bisection bandwidth.

– An evaluation of other interesting features of the topologies was
performed, leading to partitioning and folding schemes, as well as
an expression for the path diversity.

• Routing algorithm proposals

– Development of minimal routing algorithms. These take advan-
tage of the topological properties of king networks to reduce the
delivery time when used with static routing, and also to improve
the throughput in adaptive routing systems.

– Description of a misrouting algorithm that allows packets a fixed
detour, or divergence from the minimal path. This increases the
number of possible paths between routers, and gives a better per-
formance when the network encounters highly uneven traffic dis-
tributions.

– A proposal for a fault-tolerant routing algorithm is given, that
guides packets toward their destination, even in the presence of
one or more faulty links. The algorithm does not disturb the traffic
of areas distant to the faults, thus achieving high scalability.

– As information does not necessarily travel between pairs of nodes,
this work also presents specific algorithms for collective commu-
nications.



“thesis” — 2015/9/22 — 13:11 — page 12 — #30

12 CHAPTER 1. INTRODUCTION

• Cost analysis

– Basic fabrication and operation cost analysis, based on a modern
computational model of interconnection networks. This covered
silicon area, as well as static and dynamic energy requirements.

– Proposal of several strategies to match the cost of king networks
to other common topologies while achieving similar performance
levels.

1.4 Methodology

To successfully accomplish the above objectives, highly specialized tools have
been used, both analytical and computational. For the purpose of establish-
ing the topological advantages and limitations of the king networks, the use
of graph theory was fundamental. Based on this large body of work, as well
as the constant contributions to the field, it was possible to give precise ex-
pressions to most topological features and aspects of the king networks. Also,
a great effort has been put in adapting computational tools to the scope of
this work. This process is summarised below.

1.4.1 Routing algorithm design tools

Having a good knowledge of the topologies permits designers conceive ap-
propriate routing algorithms. However, although the algorithm might seem
correct, it might not work in all possible circumstances. For instance, net-
works can be easily driven into deadlocks by incorrect routing algorithms.
Assessing the correctness of such algorithms from an analytical point of view
is seriously complicated, and researches usually revert to software simulation
to test them [MMSAZ11].

Interconnection network simulators are built with different degrees of de-
tail. Again, to ensure the highest level of detail, interconnection networks can
be simulated with VLSI design tools. However, this approach is extremely
time consuming, and only worth the effort for fine-tuning the internal opera-
tion of the routers themselves. Slightly more affordable are the cycle-accurate
simulators [JBM+13], that have a precise representation of the internal com-
ponents of the routers, but not as detailed as register transfer or gate level of
the VLSI tools. These simulators are adequate to compare different router
designs on small sized networks, but it faces serious scalability problems for
larger networks.

The last class of simulator is the functional simulator. These further
simplify the implementation of the router, to reduce the computing power
requirements, and therefore allow focusing on topological aspects of networks
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of medium or large size. The findings of this work are based on experiments
done with such a functional simulator, called Fsin [NMAPR11]. Although
a functioning version of the simulator is available on-line, it was necessary
to invest a large number of hours to implement the different networks and
routing algorithms shown in this work.

Interconnection network experiments are not only defined by the topology
and the details of the routers. These require the definition of a workload that
the networks must deal with. The workload is characterized by the traffic
that flows through the network. And the traffic can be presented to the
simulator with different degrees of precision. Ideally experimentation should
be done with the most precise source, which is derived from real execution
of applications. For this, the interconnection network simulator must be
coupled to a computer-system architecture simulator [BBB+11], that is able
of running a real application, and producing communication events which can
be processed by the network simulator. The applications used are usually
selected from a set of common benchmark suites. Needless to say that this
kind of experiment demands high computing power, and can take a long time
to conclude.

A less costly approach is trace driven simulation. Traces are lists of
timed events recorded from the execution of a real application. Feeding this
trace to an interconnection network simulator is a reasonable approach when
topology considerations are being researched. Apart from the large amount
of statistics that the network simulator can give, the most important figure
of merit is the number of simulation cycles required to process the trace.

The last traffic source is the synthetic traffic, which is often used in early
stages of network developments. This is a set of algorithms that try to emu-
late real applications. To this aim, they fabricate packets with a given rate,
and with a particular spatial distribution. The fact that these simulations
are reasonably fast, even with large networks, allows the exploration of broad
design spaces, as well as stressing routing algorithms with pathological traf-
fic patterns. In this scenario the simulations are run until a steady state is
reached, and then statistics are collected. The most important statistics are
the average latency and throughput.

In order to compare the different topologies presented, as well as to test
the algorithms devised for them, an iterative process has been adopted. Each
novel idea, topology or algorithm had to be implemented in the simulator.
These were validated by extensive use of synthetic traffic. Based on the re-
sults of the simulations, new ideas were proposed, or alterations were made,
in order to satisfy the objectives of this thesis. In the end, some final simu-
lations with traces were performed to further corroborate the findings of this
work.
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1.4.2 Cost analysis tools

Traditionally, cost analysis of digital systems has been confined to the tools
used for VLSI design. Making use of the precise descriptions of the systems,
these tools can give accurate cost estimations, both in area and energy. The
drawback is, however, that the time and skill required to use such tools is
enormous [GRR+08]. Furthermore, once a device is developed, even small
changes in the implementation can require a great effort. As a consequence
it is not worth using when in an early stage of development where the design
scope is still wide open, and numerous alternatives are evaluated.

In recent years several estimation models have appeared that are adapted
to single device classes. For instance, there are models that evaluate the
cost of processors [LAS+09], and allow comparing different implementations.
These models enable researchers to predict the cost of their designs with less
effort, and therefore, explore the design scope in shorter time. There are
several models for interconnection networks [SCK+12, KLN12], which are
available as source code so researchers can tune them to their needs. For this
work, the DSENT model was chosen [SCK+12] for its good balance between
complexity and precision. Although, some modifications were necessary to
include the new topologies.

Once the analysis tool was selected, a typical iterative research procedure
was adopted, in which phases of evaluation were interleaved with phases of
improvement proposal or tool refinement.

1.5 State of the Art

The main objective of this thesis is to propose a topology that could fill
the gap when considering the degree of the topologies used currently in the
on-chip network scene. Observing the high-performance computing machines
from TOP500 [Str06], it is easy to see that the fastests machines are designed
mainly around low or moderate degree topologies. Examples of these are
[CEH+11, BWM+12, ASS09], and [KDSA08, FBR+12].

However, technological and scalability constraints within the chip make
it difficult to increase the degree of the topology. This has favoured the
use of multi-ring networks [RH13] and 2D mesh networks. In recent years,
Tilera has proposed a 64 core chip [WGH+07], and Intel presented its Ter-
aflop Research Chip [VHR+08], both based on standard meshes. This trend
is continuing today as new players are making also mesh based proposals
[Zha15] to compete with the latests designs from Tilera [Gre15] and Intel
[Ant13].

Evolving from the current rings, 2D tori have been also considered, [MWLJ15].
On-chip networks with higher degree than traditional 2D meshes or tori have
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also been explored [KDA07, BD06]. In addition, multi-level trees are also
being considered for forthcoming many-core chips using up to thousands of
simple execution engines orchestrated by a much smaller number of control
engines, [CAB+13]. Such networks entail the use of long wires in which re-
peaters and link pipelining are needed. Forthcoming technologies such as
on-chip high-speed signaling and optical communications could favor the use
of higher degree on-chip networks [KAYC10].

The networks proposed in this thesis are direct, and although their degree
is higher than that of meshes, they still preserve a bi-dimensional layout
suitable for the on-chip network environment.

1.5.1 Topology

There have been several attempts to improve the characteristics of common
2D topologies by means of considering diagonal links. Without increasing
the degree, [TP94] proposed diagonal tori and meshes, and their correspond-
ing routing algorithms, that could be described as rotated versions of the
common 2D topologies. Increasing the degree, adding diagonal links in one
direction to a 2D torus has been proposed by [SD90, Shi91], the resulting
network had an hexagonal shape, in contrast to the square networks pro-
posed here. Square, degree six tori were studied by [NLMA+09], which were
tuned to run neural network applications with particular timing constraints.
There have also been proposals of degree eight interconnection networks. In
[HLB08] the authors present a degree eight mesh-like topology. However,
one of the directions has duplicate links, thus being in practice a degree
ten network. This duplication permitted deadlock-free, adaptive routing. In
contrast, the topologies proposed in this thesis do not require extra links to
be deadlock-free. Also, [NSLK14] propose a mesh based topology with extra
links allowing diagonal movement of packets. The resulting networks would
be similar to the ones proposed in this work, if not for the extra switches that
are placed in the crossings of the diagonal links, and the mesh sub-network
that joins these switches.

Most of the proposals mentioned above are based on square networks,
that is, the routers can be arranged in a square shape if the router sep-
aration is constant. However, they are particular cases of larger families
of networks, that share the same link connectivity pattern, yet can have
a different shape. There are some papers that analyse generalisations of
these topologies. Standard meshes and tori are well-known members of a
broader family named k-ary n-cubes. Their topological properties applied to
interconnection networks were presented in [Dal90] and [Aga91]. Generali-
sations of degree six and eight graphs have not been considered in the field
of interconnection networks. However, some papers from coding theory do
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study these topologies, and some of their findings are applicable to inter-
connection networks. In [FB10], the authors analyse interesting aspects of
Eisenstein-Jacobi graphs, like distance distributions. These have degree six
and the square restriction is removed. Also, [MSB+08] studies the topologi-
cal features of diagonal gaussian graphs. These are a generalisation of king
networks, as their connection pattern is equal, and their shape is defined by
two attached squares, one of which can have size zero.

From a technological point of view, the proposal of topologies using diag-
onal links has been considered in the past. In [IML+02], it is argued that if
VLSI tools allowed diagonal paths, tighter timing restrictions could be met.
To this aim they study the routing of the paths of a RISC processor.

1.5.2 Routing

Since the first machines using standard meshes [SBM62] [BBK+68], the rout-
ing algorithms for these topologies have not varied much. Although it is true
that generalization and enhancement efforts have been made. When the k-
ary n-cubes were proposed in [Dal90], a general routing algorithm for them
was presented. For the planar, higher degree networks cited above, each
proposal included its own routing. But due to the particularities of the
topologies, none were employed in this thesis.

Many interconnection networks have used source routing. Meaning that
source routers compute the path packets are going to take. This path is
calculated from the source and destination routers [DS86]. Yet some inter-
connection networks use source routing tables instead [SH94] [BCF+95]. This
is usually the case when it is difficult to determine the path arithmetically.
However these solutions lack efficiency in large networks, and router-table
routing is preferred. This is the case of [Gal96], [Pfi01] and the Internet,
where the intermediate routers decide which neighbour is the most conve-
nient destination for the packets they receive.

Deadlock safety is a key issue in interconnection networks, and although
some efforts have been made in deadlock detection and resolution [Pin04], the
preferred solution is deadlock avoidance. In mesh networks this is achieved
by applying Dimension-ordered Routing which selects a single path for each
pair of routers [DT03]. Other less restrictive methods include the turn model
[GN92] and o1turn [SAL+05]. However for tori, which is composed by rings,
an additional mechanism must be applied to avoid deadlocks in the lat-
ter. Some authors have used virtual channels to achieve this in wormhole
flow control networks [DS86]. While for cut-through flow control [KK79]
other authors, based on [Ros87, CO90] developed an injection restriction
method called bubble flow control [CBGV97], later used in the Bubble Router
[PBG+99], and in the BlueGene line of IBM supercomputers [A+02]. Re-
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cently, some efforts have been made to implement the bubble routing in
wormhole routers [CWP11, MWLJ15, WCP13, CP13].

Deadlock free routing can be very restrictive, and does not allow traffic to
take advantage of the topology. For this reason some authors have explored
the possibility of adaptive routing. This can be achieved with several vir-
tual channels. One manages traffic in a deadlock-free manner, called static,
while the others do not impose restrictions on the packets, called adaptive.
Satisfying a set of conditions, packets can change from the adaptive to the
static virtual channel if required, thus guaranteeing that the network remains
deadlock-free [Dua96].

Interconnection networks usually have to deal with highly uneven traffic
patterns that cause local congestion and loss of performance. Some situations
can be so severe that minimum distance adaptive routing is ineffective, and
some authors propose misrouting as a solution. For instance, in [VB81] the
authors balance any traffic pattern by selecting a random router for each
packet transmission, and forcing it to visit this intermediate router before
proceeding to its final destination. The drawback of such strategies is that
they impose a performance penalty when traffic conditions are favourable.
For this reason some authors combine minimal routing with misrouting in a
dynamic manner, based on traffic observation, like UGAL in [Sin05].

1.5.3 Fault tolerance

As the number of components in modern computers increases, fault-tolerance
becomes a key aspect in design. Despite the defects or faults that can ap-
pear in an interconnection network, it is likely that it can still be used with
an appropriate routing algorithm. The first ideas in fault tolerant intercon-
nection networks appeared in high performance computers at a system level
[DA93, CC01]. In these, when a packet encounters a fault on the way to
its destination, the routing algorithm tries to find an alternative path. A
particularly interesting technique that allows to minimize performance loss
without using many extra resources is [GNF+06]. Here, the alternate path is
constructed by selecting an intermediate router and sending the packet, first
to this router and then to the destination. This algorithm uses at least two
virtual channels, but it can require more in order to tolerate more than one
simultaneous fault.

In recent years many approaches have been specifically targeted to NoCs.
In [RFR+10], the authors propose an efficient routing mechanism to support
any irregular topology derived from 2D meshes. Although initially they aim
to offer full fault tolerance, the complexity of the routers grows with the
number of faults to handle, and a compromise must be reached.

Example of fault-tolerant routing algorithms based on deflection, rather
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than reconfiguration, have appeared. For instance, in [SD90], the authors
propose an algorithm that allows packets to circumvent faulty areas in hexag-
onal torus networks. For meshes, [KR09] proposes that when a package finds
a fault, it attempts to turn in the orthogonal direction. If not possible, it
returns to the previous router where the mechanism is applied again. This
is repeated until it succeeds.

Also, in [KMAMP08], a fault-tolerant mechanism that allows routers to
be bypassed is described. The routers are designed in a manner that if the
crossbar or other parts fail, packets can be forwarded to the next router.
These paths, along with a minimal subset of normal network links, form a
Hamiltonian ring that provides network-wide connectivity to all processor
cores. The mechanism is deadlock-free with only two virtual channels.

From the solutions that can deal with any topology with faults, and are
based on reconfiguration, [PGVB04] is able to cope with several faults by
finding in the healthy topology a hamiltionian ring, and use it as a safe,
deadlock-free subnetwork. A refinement of this algorithm for k-ary n-cubes
was presented in [PG07].

1.6 Document Structure

The reminder of this thesis is divided into chapters as follows:

• In Chapter 2 the king networks are defined from a topological point of
view, considering different aspects like distance related parameters or
path diversity. It analyses each feature comparing it with other related
topologies in order to extract conclusions about performance.

• The Chapter 3 is devoted to understanding the implications of rout-
ing in performance. Therefore, it presents a set of routing algorithms
that allow exploiting the topological features of the king networks in
different contexts. Like minimum-distance routing, misrouting or fault-
tolerant routing.

• Chapter 4 presents a study of the more technological aspects of router
design. Paying particular attention to area footprint and energy con-
sumption, it proposes several alternatives to implement king networks
on chip in an efficient configuration.

• Chapter 5 contains a summary of the achievements of this work, and
some future lines of work worth pursuing.
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Chapter 2

Topological analysis

This work proposes new topologies for interconnection networks. A good
starting point in their study is to conduct a thorough topological analysis.
As it is fundamental to assess the suitability of the topology as an intercon-
nection network at an early stage. The analysis considers different concepts
that determine the overall boundaries of the performance of the network.
This chapter summarises the findings and conclusions drawn by the topolog-
ical analysis.

2.1 Description of the topologies

The main requirement for the topological analysis is formally describing the
topologies under study. This section presents such a description of standard
2D topologies, as well as diagonal and king topologies. The combined study
of all these will provide interesting knowledge about them.

The best mathematical entity to model interconnection networks is the
graph [Har69]. The use of graph theory allows the analytical extraction of
general properties of the interconnection networks under study [HL08]. To
model these networks, it is straightforward to represent routing elements
as vertices, and communication links as edges. In this work only square
networks will be considered, as sometimes networks with sides of different
length exhibit an unbalanced link usage across dimensions [CMV+10]. The
adjective square will be assumed for the rest of the thesis. As a consequence,
the number of vertices of all the networks considered will be N = s2, for any
integer s > 1, which represents their side.

2.1.1 Mesh-like topologies

The standard mesh, or 2D mesh, of side s will be denoted as Ms. A depiction
of this topology is shown in Figure 2.1a. This is a very well-known topology

19
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Figure 2.1: Example of (a) a mesh, (b) a diagonal mesh and (c) a king mesh.

which has been deeply studied throughout the years, and continues to be
employed in modern on-chip designs (See Section 1.5). In a mesh all the
vertices that are not in the periphery have four different neighbours, that is,
they have degree four. Similarly, the vertices on the sides have degree three
while those at the corners have only two. Since mesh vertices have degrees
four, three and two, it is said that its maximum degree is four.

It is well known that a mesh encounters scalability problems with the size
of the network [AV94]. To address this, higher degree networks are required.
In the context of system networks this has usually been done with 3D meshes.
However, this work is focused on planar, or pseudo-planar, networks that can
be straightforwardly deployed on flat substrates, like silicon.

A first approach to increase the degree of a mesh without requiring an
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extra dimension is to add diagonal links. Initially, these will be added in
one direction, resulting in a topology which will be named diagonal mesh.
Note that there are two possible diagonal meshes, one with north-east links
and another with north-west links. In both cases these are denoted as DMs,
since both graphs are isomorphic. An example of a diagonal mesh is shown
in Figure 2.1b, where it can be seen that the maximum degree of a DMs is
six.

A mesh-based network of maximum degree eight can be obtained by
adding both diagonal links (north-east and north-west). This will be de-
noted as king mesh or KMs, and is shown in Figure 2.1c. In other words, a
KMs is obtained by adding both sets of diagonal links to a Ms. The next
definition gives a formal description of the three topologies.

Definition 1 Let V = {(x, y) ∈ Z × Z | x, y = 0, . . . , s − 1}, be the set
of vertices of the three topologies. To complete the definition of the network
each topology has a different rule to establish the edges. These rules define
which vertices are reachable from a given vertex (x, y) by applying jumps to
it in different directions:

• (x, y)± (1, 0),±(0, 1) in the Ms.

• (x, y)± (1, 0),±(0, 1),±(1, 1) (respectively ±(−1, 1)) in the DMs.

• (x, y)± (1, 0),±(0, 1),±(1, 1)± (−1, 1) in the KMs.

A condition applies to all rules. The destination vertex must belong to the
set of vertices V . Since some jumps will be invalid, some vertices will have
less neighbours than others.

Note that the jumps represent the coordinate changes that take place
when moving through an edge in one of the eight directions or orientations
that can occur. Throughout this thesis the four directions of edges are de-
noted by letters. They can be X or Y to represent the horizontal and vertical
directions, Z for the diagonal advancing in the north-east direction, or T for
the diagonal advancing in south-east direction. Depending on the way the
link is traversed, there can be eight orientations represented by the direction
letter followed by a plus (+) or minus (–) sign depending on if it is done
forwards or backwards.

2.1.2 Torus networks

The design of interconnection networks is in some ways simplified, if the
topologies meet two requirements. The condition of regularity is given to
graphs whose vertices all have the same degree. This allows a unified de-
sign of the router hardware, as all have the same number of ports. On the
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Figure 2.2: Example of (a) a torus, (b) a diagonal torus and (c) a king torus.

other hand, a graph can be vertex-symmetric. An informal definition of this
property is that all the vertices of these graphs share the same “view” of
the graph. As a consequence, observers situated on a vertex are unable to
identify their position based on the appearance of the graph. From a design
point of view, vertex symmetry means that the routing algorithms that guide
messages through the network can be shared by all vertices, as there is no
need to consider particular cases.

Note that all the previous mesh-based networks are neither regular nor
vertex-symmetric. A way to, make them satisfy these conditions is to add
wrap-around links. These complete the degree of the periphery vertices, so
that all have the same number of neighbours. As a consequence each mesh
is converted into a torus.
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The standard torus of side s will be denoted as Ts. Then, DTs will denote
the diagonal torus of side s, that is, the degree six graph obtained by adding
wrap-around links to the corresponding diagonal mesh. Such diagonal tori
can be seen as particular cases of Eisenstein-Jacobi graphs, which were intro-
duced in [MSBG08]. Finally, KTs will denote the king torus network, that
is, a king mesh with the wrap-around links required to obtain a degree eight,
vertex-symmetric and regular network. Another way to see this network is
as a torus with extra diagonal links that turn the degree four torus into an
degree eight network. All these topologies are illustrated in Figure 2.2, and
a formal description is given in the next definition.

Definition 2 Let V = {(x, y) ∈ Z×Z | x, y = 0, . . . , s−1} denote the set of
vertices of the three topologies. The definition of the topologies is completed
with the rule to determine the links between two vertices. Therefore, any
vertex (x, y) will be connected to the vertices:

• (x, y)± (1, 0),±(0, 1) (mod (s, s)) in the Ts
1.

• (x, y)±(1, 0),±(0, 1),±(1, 1) (mod (s, s)) (respectively ±(−1, 1)) in the
DTs.

• (x, y)± (1, 0),±(0, 1),±(1, 1)± (−1, 1) (mod (s, s)) in the KMs.

2.2 Distance related parameters

Once the formal definition of the topologies is presented, a study of the
distance relationship between vertices can be conducted. This allows deter-
mining key aspects of the topology that condition the performance of the
interconnection network.

In a simplistic network, with packets of unit length, base latency is pro-
portional to the number of links traversed. Hence, in a first approach, trans-
mission delays in the network can be inferred from distance properties. The
maximum packet delay is given by the diameter of the graph. The diame-
ter is the length of the minimum-distance path connecting the most distant
vertices. The average delay is proportional to the average distance, which is
computed as the average length of all minimum paths connecting every pair
of vertices in the network.

2.2.1 Standard meshes and tori

The diameter and average distance of standard meshes and tori are well-
known values, as these topologies have been used in early supercomputers

1The notation (mod (s, s)) means to take modulo in each component, that is, (4, 16)
(mod (8, 8)) = (4 (mod 8), 16 (mod 8)) = (4, 0).
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like [BBK+68]. To calculate their distance parameters, the concept of graph
product is of great use. In graph theory, it is possible to create complex
graphs by multiplying simpler ones. For example, the mesh originates from
the Cartesian graph product of two path graphs. Just as well, a torus can
be obtained by applying the same operation on two ring graphs. Further-
more, the distance properties of the graphs obtained through the Cartesian
graph product are the sum of those of the operand graphs. The details and
properties of different graph products are covered in [IK00].

Due to the above, it is important to know the distance properties of the
path and ring graphs. The diameter of a path Ps of s vertices is trivially
kPs = s−1. The average distance can be computed by individually averaging
the distance of every vertex to every other in the graph.

k̄Ps =
1

s2

s−1∑
j=0

( j−1∑
i=0

j − i+
s−1∑
i=j

i− j
)

=
1

3

(
s− 1

s

)
With these results, the distance properties of a square mesh Ms can be

obtained by adding those of two paths Ps of equal length, in other words:

kMs = 2kPs = 2s− 2 k̄Ms = 2k̄Ps =
2

3

(
s− 1

s

)
Similarly, the diameter and average distance of a ring Rs of s vertices are:

kRs =
⌊s

2

⌋
k̄Rs =

1

4

(
s− s (mod 2)

s

)
These expressions lead to the corresponding values of a square torus.

kTs = 2kRs = 2
⌊s

2

⌋
k̄Ts = 2k̄Rs =

1

2

(
s− s (mod 2)

s

)
When the side of the networks is sufficiently large, the above expressions

can be approximated for the following:

kMs ≈ 2s kTs ≈ s k̄Ms ≈
2s

3
k̄Ts ≈

s

2

Note that the values of kTs and k̄Ts are not approximations when s is
even.

2.2.2 Diagonal Meshes and Tori

A convenient way of generating a diagonal mesh or torus through the mul-
tiplication of paths of rings has not been found. Therefore, it is necessary
to find the diameter and average distance by applying the definitions on the
graphs themselves.
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The diameter of a graph is defined as the distance between the vertices
farthest apart, or the largest distance between any two vertices:

D = max
0≤i,j<N

d(ni, nj)

Where N is the number of vertices in the graph, and d(ni, nj) is the
distance between vertices ni and nj. Similarly, the average distance of a
graph is:

k̄ =
1

N

N−1∑
j=0

( 1

N

N−1∑
i=0

d(ni, nj)
)

=
1

N2

N−1∑
j=0

N−1∑
i=0

d(ni, nj)

If each vertex ni is defined by its Cartesian coordinates (nix , niy), the
distance in a diagonal mesh is defined as follows.

dDMs(ni, nj) =

{
max(|nix − njx|, |niy − njy |) if (nix − njx)(niy − njy) ≥ 0
|nix − njx|+ |niy − njy | if (nix − njx)(niy − njy) < 0

Note that if nj is in quadrants 2 and 4 relative to ni, the distance is the
same as in the standard mesh. Whereas if it lies in quadrants 1 or 3, the
distance is the same as in a king mesh, as will be shown later. With the aid
of a symbolic computation software package it is possible to operate on the
diameter and average distance expressions until the following are obtained
[MGH+05].

kDMs = 2s k̄DMs =
17s2 − 5s− 8

30s

For the diagonal torus the process of attaining these values is somewhat
simplified, as a formula for the distance distribution is available. This is an
expression of the number of vertices that can be found at a given distance
from a given vertex. The expression applies to any vertex, as diagonal tori
are vertex symmetric. The distance distribution of the diagonal torus is
obtained by particularizing the one appearing in [FB10]. In that paper the
authors presented several properties of the Eisenstein-Jacobi graphs, which
are known to be a generalization of the diagonal tori that are being analysed.
The Eisenstein-Jacobi graphs are vertex-symmetric tori defined from two
parameters a and b, where a > b ≥ 0. The number of vertices is N =
a2 + b2 + ab. For the particular case of a = s and b = 0, a diagonal torus of
side s is obtained. Then the distance distribution is:
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WDMs(d) =



1 if t = 0
6d if 1 ≤ d < T
3s− 3 if d = T
18(M − d) if T < d < M
2 if s (mod 3) = 0 and d = M
0 if d > M

Where T =
s

2
, M =

2s

3
, and s (mod 3) = 0 means that s is a multiple of 3.

In this case the diameter is the maximum distance for which the distribution

gives values above zero, that is kDTs = bMc =
⌊2s

3

⌋
. And the average

distance results of averaging the distance distribution:

k̄DTs =
1

N

kDTs∑
d=0

dWDMs(d) =
1

18(s2 − 1)


7s3 − 3s if s ≡ 0 (mod 3)
7s3 − 3s− 4 if s ≡ 1 (mod 3)
7s3 − 3s+ 4 if s ≡ 2 (mod 3)

For convenience, approximate values of the above expressions can be ob-
tained when a sufficiently large network is considered.

kDMs ≈ 2s kDTs ≈ s k̄DMs ≈
17

30
s k̄DTs ≈

7

18
s

2.2.3 King Meshes and Tori

To study king networks, it is useful to note that they can be obtained by
using the strong graph product on paths and rings. In [IK00], it is stated
that the distance in a graph obtained by this product is the maximum of the
distances in the operand graphs.

Then, making use of the expressions of the distance parameters of paths,
it is straightforward to obtain the same for king meshes. For instance, the
diameter is:

kKMs = max(kPs , kPs) = kPs = s− 1

However, it is not so simple for the average distance. Because of the
strong product, it can be said that the distance between vertices in a king
mesh is the maximum of the distance in the operand path graphs.

dKMs(a, b) = max(dPs(a, b), dPs(a, b)) = max(|ax − bx|, |ay − by|)

After substituting the above in the average distance expression, becomes
apparent that it can not be written in terms of the average distance of paths.



“thesis” — 2015/9/22 — 13:11 — page 27 — #45

2.2. DISTANCE RELATED PARAMETERS 27

k̄KMs =
1

N2

N−1∑
i=0

N−1∑
j=0

dKMs(ni, nj) =
1

N2

N−1∑
i=0

N−1∑
j=0

max(|nix−njx|, |niy−njy |) 6=

6= max(k̄Ps , k̄Ps) = k̄Ps

Therefore, to reach a simplified expression, it is required to evaluate the
average distance expression directly. Again, with a symbolic computation
package the following expression was obtained:

k̄KMs =
7s2 + 2

15s

In [MSB+08], the authors presented the diagonal gaussian graphs, denoted
here as DGa,b. These are a family of degree eight, vertex symmetric graphs
defined by two parameters a and b. The vertices of these graphs can be
arranged in two adjacent squares of sizes a and b. Thus, the number of
vertices is N = a2 + b2. The authors were able to determine the distance
distribution, and using it they derived the expressions for the diameter and
average distance when 0 ≤ a < b.

kDGa,b
=
⌊a+ b

2

⌋
k̄DGa,b

=


2a3 + b3 + 3ab2 − 2a+ 2b

6(N − 1)
if N is odd

2a3 + b3 + 3ab2 + a− b
6(N − 1)

if N is even

Knowing that a diagonal gaussian graph can degenerate to a square when
the a parameter is zero. Then, the expressions for square king tori can be
obtained by substituting a = 0 and b = s.

kKTs =
⌊s

2

⌋
k̄KTs =


s3 + 2s

6(s2 − 1)
if s is odd

s3 − s
6(s2 − 1)

if s is even

Considering sufficiently large values of s, the expression for the average
distance can be approximated by:

kKMs ≈ s kKTs ≈
⌊s

2

⌋
k̄KMs ≈

7

15
s k̄KTs ≈

s

3

For convenience and future reference, the Table 2.1 summarises the ap-
proximate values of the diameter and average distance of the six topologies
considered in this work. The table shows that the topologies with higher
degree have less diameter and average distance.
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Network Ms DMs KMs Ts DTs KTs

Diameter 2s 2s s s
⌊2s

3

⌋ ⌊s
2

⌋
Avg. Distance ≈ 2

3
s ≈ 17

30
s ≈ 7

15
s ≈ s

2
≈ 7

18
s ≈ s

3

Table 2.1: Distance parameters of different network topologies, where s is
the side of the network.

2.3 Bisection bandwidth

In addition to the maximal and average delays or latencies, the most impor-
tant figure of an interconnection network is its maximum throughput under
uniform traffic. This expresses the capacity of the network to send simulta-
neous packets to random destinations. Its value, under certain conditions,
can be inferred from the bisection bandwidth. This section presents the bisec-
tion bandwidth for the different topologies considered, and draws conclusions
around its impact on the maximum throughput under uniform traffic.

For uniform traffic, where routers send packets to random destinations
with uniform probability at a constant rate, the throughput is bounded by
the network bisection bandwidth. According to [DT03], in networks with ho-
mogeneous link bandwidth, as the ones considered here, the bisection band-
width is proportional to the link count across the smallest cut that divides
the network into two equal halves. This value represents an upper bound
for the maximum throughput under uniform traffic. It is assumed that the
bandwidth of a single link is one phit per cycle. In Table 2.2, bisection val-
ues for mesh and torus are shown. As an example, the links that belong to
the bisection of a mesh are shown in red in Figure 2.3a. If the mesh has
side s = 8, then the number of links in the bisection is BC = 2s = 16, this
corresponds with the figure as each line represents a bidirectional link.

The bisection bandwidth for diagonal and king meshes can be obtained
by counting the number of links that need to be removed to cut the network
in half. However, to obtain a general expression is not as simple as with the
mesh, as the degree of all the vertices is not equal. Then, a horizontal cut in
a king mesh of side s = 8 affects s vertical links and 2(s − 1) diagonals, as
can be seen in Figure 2.3b. So the bisection count, considering bidirectional
links, is BC = 6s − 4. Similarly, diagonal meshes have a bisection count of
BC = 4s− 2.

From a topological perspective, cutting a torus in two separate bodies
requires two cuts, as only one turns it into a cylinder. This has the conse-
quence that in a torus network the bisection links are found in two groups,
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and therefore torus networks have double as much bisection than their mesh
counterparts. In a king torus of side s = 6, as the one depicted in Fig-
ure 2.3c, each cut affects 3s bidirectional links, so the total bisection count is
BC = 12s. The figure shows both link groups in red and blue for clarity. The
same reasoning can be applied to diagonal tori to obtain that the bisection
count for these is BC = 8s.

Table 2.2 summarises these values for all the considered topologies. It
is noteworthy that a king network doubles the number of links of its degree
four counterpart but has three times the bisection bandwidth.
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Figure 2.3: Example of bisection cuts in various topologies.
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Network Ms DMs KMs Ts DTs KTs

Bisection Bw. 2s 4s− 2 6s− 4 4s 8s 12s

Table 2.2: Bisection counts of different network topologies.

2.4 Path diversity

It is known that interconnection networks must manage any kind of traffic,
not only uniform. The traffic patterns produced by real applications can
vary quickly in time and will stress different areas of the network. These
highly congested areas, or hot-spots, constitute bottlenecks that slow the
global execution of the application. It is important to estimate the ability of
a topology to provide peak performance, even in situations with very uneven
traffic. The susceptibility of a network to hot-spots is inversely proportional
to its path diversity. Which is the number of different paths connecting any
two vertices. This section determines this value for the different topologies.

2.4.1 Standard meshes and tori

These topologies have many different minimal paths connecting most pairs
of vertices. In fact their path diversity has been studied in the past [DT03],
and a closed expression of its value for a given pair of vertices has been
obtained. The value of |Rab|, the path diversity between vertices a and b, is
given in terms of ∆x and ∆y, which are the difference of the coordinates of
both vertices, i.e. the number of jumps in each dimension separating them.

a = (x0, y0), b = (x1, y1)

∆x = x1 − x0 ∆y = y1 − y0

|Rab| =
(
|∆x|+ |∆y|
|∆x|

)
This expression counts the number of different ways of choosing |∆x|

jumps in paths of length |∆x|+|∆y|. It shows that, in order to have |Rab| > 1,
both |∆x| and |∆y| must be greater than zero. In other words, the vertices
can not be in the same row or column. From the expression of |Rab| it can
be noticed that the greater the distance between the vertices, the larger the
path diversity.

2.4.2 Diagonal networks

The path diversity of diagonal networks is not as straightforward as that for
standard meshes and tori. It must be noted that depending on the relative
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angle of source and destination vertices, the path diversity can be very dif-
ferent, as illustrated in Figure 2.4. If the destination is in the first quadrant,
i.e. ∆x > 0 and ∆y > 0, the shortest path uses the diagonal links as well as
one of the orthogonals. In contrast, when the destination is in the second
quadrant, ∆x < 0, ∆y > 0, the diagonal links are of no use. In this last case,
the path diversity is the same as for the standard networks. But for the first,
the path diversity must be studied in detail.

Figure 2.4: Paths leading to different vertices depending on their relative
angle.

δo

∆y

∆x = δd

δo

δd

Figure 2.5: Equivalence of the path diversity using diagonal links.

By seeing Figure 2.5 it can be concluded that the path diversity when
using diagonal and one sort of orthogonal links can be obtained from the
same expression used for the standard networks above.

a = (x0, y0), b = (x1, y1)
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∆x = x1 − x0 ∆y = y1 − y0
If |∆x| < |∆y| the number of jumps in the orthogonal δo and the diagonal

δd is as follows:

δd = |∆x|, δo = |∆y| − |∆x|

|Rab| =
(
δd + δo
δd

)
=

(
|∆y|

|∆y| − |∆x|

)
Similarly, if |∆x| > |∆y|:

δo = |∆x| − |∆y|, δd = |∆y|

|Rab| =
(
δo + δd
δo

)
=

(
|∆x|

|∆x| − |∆y|

)
These two expressions can be combined in one that gives the path diver-

sity for any destination in quadrants 1 and 3, where ∆x and ∆y have the
same sign.

|Rab| =
(
max(|∆x|, |∆y|)∣∣|∆y| − |∆x|

∣∣
)

Table 2.3 summarises the expressions for any destination, as well as the
path length in each case. It reveals that, in quadrants 1 and 3, where the
diagonals are useful, the path length is shorter, but the path diversity is also
reduced.

Quadrant Path Length |Rab|

1, 3 max(|∆x|, |∆y|)

(
max(|∆x|, |∆y|)∣∣|∆x| − |∆y|

∣∣
)

2, 4 |∆x|+ |∆y|

(
|∆x|+ |∆y|
|∆x|

)
Table 2.3: Path diversity of diagonal networks.

2.4.3 King networks

To assess the path diversity in king networks the binomial coefficients are
not useful. In general, counting the number of paths that arrive at a given
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vertex can be done recursively by adding the paths reaching the previous
vertices. In standard networks the previous vertices are either one or two.
The binomial coefficients are well suited to perform this calculation, as shows
the next recursive formula:(

n

k

)
=

(
n− 1

k − 1

)
+

(
n− 1

k

)
This expression states that, the number of paths leading to a vertex (n, k)

is the sum of those leading to vertices (n−1, k−1) and (n−1, k). In contrast,
for king networks the previous vertices of a minimal path can be up to three.
For this reason, the trinomial coefficients are required [Com74]. These have
the following recursive formula:(

n

k

)
2

=

(
n− 1

k − 1

)
2

+

(
n− 1

k

)
2

+

(
n− 1

k + 1

)
2

For these coefficients there is also an explicit formula:(
n

k

)
2

=
n∑

j=0

(−1)j
(
n

j

)(
2n− 2j

n− k − j

)
With these it is straightforward to calculate the path diversity for any

pair of vertices in a king topology. As with the previous topologies, the
coordinates of the vertices are subtracted to obtain the number of jumps in
each dimension. Then the path diversity is the trinomial coefficient where n
is the largest number of jumps and k the smallest.

|Rab| =
(
n

k

)
2

=

(
max(|∆x|, |∆y|)
min(|∆x|, |∆y|)

)
2

Figure 2.6 shows an example for ∆x = 7 and ∆y = 4. The Figure
shows the source vertex at the left, and in the intermediate vertices, the
number of paths reaching them. This illustrates the recursive nature of the
trinomial coefficients, and gives an intuition of which destination vertices
have more path diversity. The largest will be found at orthogonal directions
from the source vertex, whereas vertices in diagonal directions will have no
path diversity at all.

This situation is exactly the reverse of the standard 2D networks. They
have large path diversity in the diagonals and none in the orthogonals. Due
to the large number of links in king networks, it might be thought that they
have larger path diversity than the standard networks. However this is not
true. To illustrate this fact, the Figure 2.7 shows the average path diversity of
tori of the three topologies considered. The average is taken to have a general
idea of the path diversity, and avoid comparing it in particular cases that
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Figure 2.6: Example of path diversity calculation for king topologies.

might benefit one over the others. The graph clearly shows that standard
tori have better average path diversity than the rest, and that the difference
increases exponentially with the side of the torus. It is also noticeable that
the diagonal tori have the least path diversity.

2.5 Graph density and resource placement

In order to build more powerful systems, the tendency nowadays is towards
small devices connected by large networks. This allows the creation of sys-
tems nearing the exaflop goal [RCG+13], even when processor design is
tightly limited by the effect of the different walls (Frequency, memory, energy
and ILP). However, the scalability of applications is also limited. Few are
the problems that lend themselves to be solved efficiently on any number
of cores [San89, GHR95]. Therefore, even though building bigger machines
is important, it is also vital to know how to conveniently divide them into
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Figure 2.7: Average path diversity of standard, diagonal and king tori of
different sizes.

smaller parts. Thus allowing several smaller applications to run efficiently,
as in IBM BlueGene machines [ABC+05]. Furthermore, a common problem
in large machines is the distribution of scarce hardware resources. These
could be hard-disks, memory controllers, power sources, gateway to other
networks, etc. In general it is wished that any router has a fair chance to
access these resources, so a set of special vertices are chosen such that any
vertex of the network can find a special one at a given distance or less. This
section gives a solution to the resource placement problem in king networks,
and shows that the partitioning scheme induced by it preserves most of the
properties of king networks.

However, before studying the resource placement problem on king topolo-
gies it is worth considering the idea of graph density. A graph is said to be
dense when the number of reachable vertices for a given diameter is max-
imum. This allows a dense graph to deliver a packet to more vertices, in
the same time, as one that is not dense. This is synonymous to saying that
in dense graphs the vertices are more tightly packed, and therefore reached
in less hops. For instance, a torus of side s, and diameter k = s where s
is even, consists of just k2 vertices. An example of this is depicted in Fig-
ure 2.8. Notwithstanding, in an infinite standard torus, 4d vertices can be
found at distance d from any given vertex. By adding the reachable vertices

at distances 1 through
k

2
the expression 2k2 + 2k + 1 is obtained, which

gives the number of vertices in the dense mesh-based graph of diameter k.
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Or, in other words, the ball of radius k in standard 2D networks contains
B2D(k) = 2k2 + 2k+ 1 vertices. Note that the number of vertices in a square
standard 2D torus is less than half B2D(k), meaning that it is far from being
dense. A more in-depth study of dense tori can be found in [BMI+03].

k

B2D(k) = 2k2 + 2k + 1

(a)

k

Bd(k) = 3k2 + 3k + 1

(b)

k

Bk(k) = 4k2 + 4k + 1

(c)

Figure 2.8: Representation of several graphs with the vertices reachable at
a given distance k. (a) standard networks, (b) diagonal networks, (c) king
networks.

The same conclusion can be reached when considering the square diagonal
networks, with degree six. As with a standard torus, a diagonal torus of
side s will have diameter k = s and k2 vertices. Again, considering an
infinite hexagonal grid, the maximum number of vertices reachable in k hops
is Bd(k) = 3k2 + 3k + 1, which is significantly larger than k2.

However, in the case of king topologies, all the square tori with odd side
s are dense. Note that, in these topologies, at any distance d, 8d different

vertices can be found. Therefore, for diameter k =
⌊s

2

⌋
, a king torus has the

following number of vertices:

Bk(k) = 1 +
k∑

d=1

8d = 4k2 + 4k + 1 = (2k + 1)2 = s2

Which is exactly the number of vertices in the network. Hence, in the case
of square king topologies, with odd side, the maximum achievable number of
vertices for a given diameter is always attained. The reason behind this is
the shape of the ball of the different topologies. For standard and diagonal
networks the ball shape is different to that of the network. Whereas the ball
in king topologies is square, like the network.

It is important to note that such vertex density is preserved across net-
work partitions for king networks of odd side. For example, consider a king
mesh of odd side s = 15. Its number of vertices will be s2 = 225 and its
diameter will be k = s = 15. Such network can be decomposed into 25 (5×5)
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equal dense sub-networks with diameter 1, each one composed of 9 vertices.
Conversely, the network can also be partitioned into 9 (3 × 3) equal dense
sub-networks with diameter 3, each one composed of 25 vertices. These two
partitions are depicted in Figure 2.9.

Such partitions of odd sided networks are especially interesting as the
network, as well as any partition, have center vertices that can be considered
the center of a ball with radius the sub-graph diameter. Furthermore, finding
these center vertices is straightforward, they are evenly distributed across the
network, and every vertex is closest to only one of the center vertices. The
graphical representation of a partitioned king mesh where the center vertices
are highlighted can be seen in Figure 2.9. This property is of great value for
hierarchical designs in which the center vertices represent a singular device
(memory controller, complex core, network bridge, I/O device, etc.) Current
examples of such designs are the Runnemede project from Intel [CAB+13] in
which the central vertices would be complex cores executing system code and
other CMP designs in which central vertices would be memory controllers,
[AEJK+09].

Figure 2.9: Depiction of KM15 partitioned into 25 KM3 or 9 KM5 with
highlighted center vertices.

2.6 Physical layout

The purpose of the topological analysis of an interconnection network goes
beyond the assessment of its performance limits. In fact, efficiently deploying
an interconnection network is not a simple matter. The topological knowl-
edge of the network is needed when the physical location of the various
elements of the network is considered. Regardless of whether the network
will be implemented as a system network or an on-chip network, the topology
has significant implications in the cost and performance of the final system.
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2.6.1 Mesh topologies

When considering the physical implementation of a topology, the ones under
study can be divided in two major groups. The first, mesh topologies, are
simpler to implement, whereas the second, tori, have an added complication.

System networks are implemented using different technologies depending
on their size and, therefore the length of their links. From longer to shorter,
these technologies include: optical links between racks, copper wires within
each rack and copper strips in backplane PCBs [DT03]. In order to keep the
network balanced, it is advisable to assign each dimension of the topology to
one technology. For instance, in a multi-rack system the Y dimension of a
mesh runs on optical links and the X on the copper wires within each rack.
Then all the wires on each dimension have similar delay. Implementing a king
mesh in this context means doubling the amount of links. Then, designers
must simply allow for the extra cables in the rack and off-rack cable ducting.

At the other end of the size spectrum are the on-chip networks [MHLS14,
GD25]. These implement the links between routers with the same metal wires
that connect the microscopic devices in any chip. As with PCBs, these wires
may not cross each other at the same level. Therefore chip technology allows
a number of metal layers in order to satisfy the connectivity requirements
of the average integrated device. In contrast to the system networks, all
metal layers have similar propagation properties, and from the delay point
of view can be considered equal. Ordinary meshes are trivially implemented
on a chip as they are drawn on paper. A single metal layer is enough to
accommodate the links of different dimensions, and all of them are the same
length. In contrast, the diagonal links of king meshes cross each other, then
an extra metal layer is required to achieve the connectivity. From a delay
perspective, normalizing the length of all links to one of the orthogonals, it
appears that the diagonal links will have a length of

√
2.

2.6.2 Toroidal topologies

Toroidal networks present significant advantages over meshes, due to their
added wrap-around links. However, they do present a problem when their
physical implementation is considered. Especially when this is done in a
bidimensional substrate, like tiles on a silicon die, or racks on the floor of a
room. If the routers a torus are straightforwardly placed on the substrate, the
wrap-around links will have a length proportional to the number of routers
on the side of the network. This is undesirable because the latency of these
links will be far larger than the rest, breaking the symmetry of the network,
and causing unnecessary congestion.

To overcome this problem, a well known technique is graph folding [DT03].
For tori, it consists on interspersing the routers of each dimension as shown
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in Figure 2.10. This breaks the dependence on the length of the links from
the size of the network. However, it has the cost of elongating each link,
increasing their delay. For a standard torus, normalizing the length of the
links to a non wrap-around one before the folding, the length of the links
after turns out to be double, [DT03]. For system networks this implies an
extra cost, both in delay and wire length. But for a folded on-chip torus,
the links in different dimensions cross, therefore a second layer of metal is
required.

Folding a king torus can be done in the same manner, but because of
the diagonal links, four metal layers are required. As a consequence of the
folding process, the length of the links is between two and

√
8. Figure 2.11

shows a 8× 8 folded king torus.

Figure 2.10: Folding of a standard 2D torus network.

Figure 2.11: Folding of king torus network. For the sake of clarity, the
orthogonal links are shown in gray.
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2.7 Concluding Remarks

This chapter presented an analysis of different topologies that can be imple-
mented in bi-dimensional substrates. It showed that the extra degree of the
king networks confers them better distance properties than the rest. Through
the expressions derived for various metrics, it suggests that these topologies
will exhibit shorter latencies and greater throughput.

It is worth noting that although a king mesh has twice as many links
as a standard torus, they both have the same diameter. Furthermore, the
average distance of the king mesh is 7% lower, which promises proportionally
shorter latencies at low load, and the bisection bandwidth is 50% higher,
consequently allowing it to handle higher traffic rates. And because it does
not have wrap-around links, it does not require a folding scheme, like the
standard torus.

The chapter also showed that the king networks do not have the best path
diversity. This is a direct consequence of them having less average distance
and higher density. The added diagonals, that initially were supposed to give
better path diversity, in reality reduce the average distance and also the path
diversity. As a consequence, it appears that the length of the paths and the
path diversity are directly related.

An interesting feature of the king topologies is that they can be easily
partitioned in shapes that resemble the original network. Furthermore, for
some network sizes, the partitioning can be made into tiles with a center
router. Scarce resources, like memory controllers, power sources, or gate-
way routers, can be placed on these center routers. As a consequence, the
resources are uniformly spread throughout the network, meaning that each
resource is available to a constant number of nodes, and they can reach it at
a given number of hops. This is a feature from which modern CMPs could
benefit.
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Chapter 3

Routing Algorithms

As a road network without signposts, an interconnection network without
routing is difficult to exploit. The routing algorithm is a key component
of any network as it guides packets through it. This can be done in an
efficient manner, considering alternatives and detours to avoid congestion, or
wastefully, by always using the same paths. And even worse, an inadequate
routing algorithm will render the network unusable due to deadlock or other
anomalous behaviour.

This chapter proposes different routing algorithms aimed at extracting the
maximum performance out of king networks. They are presented in growing
degree of complexity as more realistic considerations are taken. Starting with
minimal routing, and following through misrouting to fault tolerant routing.

3.1 Minimal routing

A first approach to routing packets through networks is to consider minimal
routing. Such algorithms impose the restriction that packets should not
advance to another router unless it is closer to the destination. They are the
typical initial strategy to routing as they are usually the most efficient with
low traffic, and they are less complex than others.

The aim of this section is to compare the performance of king networks
to that of other similar ones. Therefore, before delving in the matter of
finding an acceptable routing algorithm for king networks, this section first
presents minimal routing algorithms for the diagonal networks. The baseline
topologies for the comparison are the standard 2D networks, meshes and tori,
but their minimal routing algorithms have been deeply studied in the last
decades [DT03].

41
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3.1.1 Minimal routing in Diagonal networks

To devise a routing scheme for diagonal networks, it is important to notice
some differences and similarities with the standard bidimensional networks.
Like the latter, diagonal networks have their routers arranged in a square,
and each router can be addressed by its Cartesian coordinates. On the other
hand, standard networks have vertical and horizontal links corresponding to
the two dimensional plane in which they are contained. This contrasts with
diagonal networks, which are also contained in a plane, but have the extra
diagonal links. Then, it can be said that there are three link orientations but
only two spatial dimensions. Which is inconvenient, because so far routing
records have equal number of components as the dimension of the topology.
To allow packets to use the diagonal links, the routing records have to have
an extra component. For the remainder of this work, it is established that
routing records must have as many components as the different orientations
the links can take.

Once established that the routing record should have three components,
a mechanism must be found to derive them from the source and the des-
tination addresses of incoming packets. For standard meshes the routing
record (∆x,∆y) is found by subtracting the source address (Sx, Sy) from the
destination (Dx, Dy):

(∆x,∆y) = (Dx − Sx, Dy − Sy)

This routing record can be used as a basis for determining the three com-
ponent routing record (δx, δy, δz) required for diagonal networks. Considering
that a packet is due to a router in the first or third quadrants, that is ∆x

and ∆y have the same sign, then each pair of hops in x and y directions can
be swapped for a hop in the z direction in the following way:

(δx, δy, δz) =

{
(∆x −∆y, 0,∆y) |∆x| ≥ |∆y|
(0,∆y −∆x,∆x) |∆x| < |∆y|

In any other case, there is no benefit in using the diagonal links. There-
fore, when the destination is found in the second and fourth quadrants,

(δx, δy, δz) = (∆x,∆y, 0)

An interesting fact of this routing approach is that there is no routing
record that can have three non-zero components. This is a consequence of
the z direction being a linear combination of x and y.

Although this basic algorithm can be useful for diagonal tori, it can not be
directly applied. It can be seen that packets bound for the opposite router in
a standard torus can have four different minimal routing records. If one path
is always chosen over the other three, the network will not be well balanced
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under uniform traffic. The same happens for diagonal tori, but in this case
the opposite routers can not be trivially found, as with standard tori.

With this in mind, a proper routing mechanism for diagonal tori is shown
in Algorithm 1. It computes the length of the four candidate paths connecting
source and destination. Then, it finds which one of them is the shortest. In
the case of finding more than one, it selects one at random. Once the path is
chosen, it is just a question of applying the diagonal mesh algorithm on the
chosen one. Experimentation shows that the use of all directions is balanced.
That is, under uniform traffic, the average number of packets that traverse
the links in a given direction is independent of the direction itself. As with
the diagonal mesh routing algorithm, it is also impossible for any routing
record to have more than two non-zero components.

3.1.2 Minimal routing in King networks

The search for an acceptable minimal routing algorithm for king networks has
given several alternatives, each with their strengths and weaknesses. Con-
trary to an initial impression, routing on these topologies is not trivial. The
fact that the two diagonal links cross each other, makes the topology not
strictly planar, and this brings surprising consequences in the routing de-
sign. A description of the different minimal routing algorithms considered
most interesting is given below.

Knaive

The first approach is heavily based on the diagonal mesh routing algorithm.
The king topologies have diagonals in both orientations so, unlike the diag-
onal networks, there is no need to have substantially different algorithms for
king tori and for king meshes. Both of them start by obtaining the routing
record for the corresponding bidimensional counterpart (∆x,∆y). From then
on, both algorithms are identical. But as king networks have higher degree
than the diagonal networks, another extension of the routing record is nec-
essary. Because the links are set in four different orientations the routing
record will have four components (δx, δy, δz, δt). The computation of the dif-
ferent components is similar to the method proposed for diagonal meshes. If
the destination is in the first or third quadrants, that is ∆x and ∆y have the
same sign, an attempt will be made to use orientation z as much as possible:

(δx, δy, δz, δt) =

{
(∆x −∆y, 0,∆y, 0) |∆x| ≥ |∆y|
(0,∆y −∆x,∆x, 0) |∆x| < |∆y|

Whereas if the destination is located in the second or fourth quadrants,
∆x and ∆y have different sign, direction z is useless and it is direction t that
has to be exploited:



“thesis” — 2015/9/22 — 13:11 — page 44 — #62

44 CHAPTER 3. ROUTING ALGORITHMS

Input: s = (x0, y0):source, d = (x1, y1): destination, s: side
Output: r = (rX , rY , rZ): routing record
begin

(x, y)← d− s
if x < 0 then

x← x + s

if y < 0 then
y ← y + s

p0 ← max(x, y)
p1 ← max(s− x, s− y)
p2 ← s− x + y
p3 ← s− y + x
// Find index of minimum paths

I ← {i ∈ 0..3/pi = min(p0, p1, p2, p3)}
// Randomly select minimum path

s← randomelement(I)
if s = 0 then

if x > y then
rZ ← y
rX ← p0 − y

else
rZ ← x
rY ← p0 − x

if s = 1 then
if x > y then

rZ ← x− s
rY ← s− x− p1

else
rZ ← y − s
rX ← s− y − p1

if s = 2 then
rX ← x− s
rY ← y

if s = 3 then
rX ← x
rY ← y − s

end
Algorithm 1: Minimal routing algorithm for a diagonal torus of side s.

(δx, δy, δz, δt) =

{
(∆x + ∆y, 0, 0,∆y) |∆x| ≥ |∆y|
(0,∆x + ∆y, 0,−∆x) |∆x| < |∆y|

Due to its elegant simplicity and straightforward implementation, this
algorithm is denoted Knaive. Its main advantage is that, as experimentally
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reported later in this chapter, it perfectly balances the use of all directions
in uniform traffic.

Unfortunately, network traffic is not always uniform. There are other
traffic patterns that direct packets through a reduced set of links, therefore
congesting small areas of the network while leaving others unused. These
adverse situations cause a diminished performance with Knaive as will be
shown later. This effect is caused by the fact that Knaive does not exploit
the full path diversity available in the topology.

In Subsection 2.4.3 it was shown that king topologies did not have the best
path diversity. But to make matters worse, Knaive never has more than two
non-zero components. The path diversity expressed by such routing records
is always smaller than that of the king network. Then Knaive allows packets
to traverse the network only in a subset of the minimal paths available on the
underlying topology. In order to visualise this fact, observe Figure 3.1a. It
shows the path followed by packets traveling from a router (0,0) to another
(3,0). Computing the routing record is trivial (3,0,0,0), it represents a single
path. However the path diversity of the king network between these two
routers is 7. So Knaive is ignoring most of the minimal paths connecting
these two routers. The same conclusion can be drawn from Figure 3.1d,
that shows a router (0,0) and the paths leading to router (5,2). In this case
the Knaive routing record (3,0,2,0) also gives only a subset of the minimal
paths available in the topology. As a conclusion, it can be said that Knaive
would give good performance in uniform traffic, due to the balanced use of
directions, yet it would show poor performance in adverse traffic, because it
does not use all the path diversity.

(a) Knaive (b) EKnaive (c) Hop-by-hop

(d) Knaive (e) EKnaive (f) Hop-by-hop

Figure 3.1: Depiction of the number of paths connecting pairs of routers,
shown in gray, with different routing algorithms.
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EKnaive

After considering the shortcomings of Knaive, it is necessary to devise a
better routing algorithm. It should make use of more, if not all, the path
diversity to show a better behavior in adverse traffic. This proposal is a
refinement of Knaive and therefore named Enhanced Knaive, or EKnaive.

Observing Figures 3.1a and 3.1d, it becomes apparent that Knaive is
restricting the paths to a rhomboid defined by the source and destination
routers, with two sides in an orthogonal direction and the other two in a
diagonal direction. Notwithstanding, several minimal paths lie outside this
rhomboid. In fact, all minimal paths are contained by a rectangle rotated 45
degrees with opposite vertices on the source and destination routers. Thus
EKnaive needs to make use of both diagonals in order to increase the path
diversity. Note that a pair of orthogonal hops in the same orthogonal di-
rection can be converted to two diagonal hops in different directions. Using
this rule, the orthogonal portion of a Knaive routing record can be converted
to diagonal hops. As a consequence, the routing record will have at most
three non-zero components, one orthogonal and two diagonals. The question
remains as to how much of the orthogonal part is transformed to diagonals.
By means of an empirical study, it was determined that the best results were
given when converting two thirds of the orthogonal component into diago-
nals.

Of course, EKnaive gives more path diversity, as can be seen in Figures
3.1b and 3.1e, but it also tends to use the diagonal links more than the orthog-
onals. This breaks the balance of Knaive and justifies a reduced performance
on uniform traffic shown later, as forcing an increased use of diagonal links
causes them to become the network bottlenecks. In addition, the full path
diversity predicted in the topological analysis is not reached. Observe that
there are unused orthogonal links in Figures 3.1b and 3.1e. This means that
a routing algorithm with better path diversity is still to be found.

However, coming up with a routing record that covers all the path diver-
sity of the king network is impossible. As two directions are linear combi-
nations of the other two, the routing record can not express the variety of
paths connecting two routers. Any routing record can be transformed, using
the above rule, into others with the same destination and length. But all
of them will have at most three non-zero components and none will cover
the whole path diversity. Remember that two orthogonal hops can be con-
verted to diagonals, but the converse is not true. Two diagonals in the same
direction can not be substituted by any number orthogonals resulting in a
path with equal distance. Hence, using routing records with four non-zero
components means that misrouting is allowed. A thorough study of this kind
of algorithms is shown in Section 3.2.
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Hop-by-Hop

The algorithms presented above are all based on routing records computed
at injection time, similar (but not the same) to a source routing mechanism.
That is, the decision on which set of paths a packet can follow is predeter-
mined at the source router. This set of paths has been expressed as a routing
record, which is a vector holding the number of hops remaining in each di-
rection to reach the destination. But it has also been shown that, because
of the linear dependence of the different directions in the king networks, the
routing record can not express the full variety of paths connecting any two
routers. Then a new approach is going to be adopted in order to exploit the
topological richness of these networks.

This new approach abandons the concept of computing routing records
at the source and gives freedom to every router on how to direct the packets
they receive. This is similar to the way packets are routed across the Internet.
When a packet arrives at a router, regardless of it coming from a neighbour
or the computing element, the router reads the destination from the packet
header. Based on this, it decides to which neighbour it is sent or if it should be
consumed. In every hop, the packet always gets closer to its destination, thus
keeping the routing minimal. In contrast to the previous routing algorithms,
where the packet header carried the routing record, with this approach it
bears only the destination address.

In TCP/IP networks each router constructs a table to help it decide on
the way to send packets. But, because the topology of king networks is
regular, there is no need for this. An algorithm can be derived to calcu-
late the profitable directions for a packet in each hop, knowing the current
and destination routers. This algorithm returns a vector with eight integers
(x+, x−, y+, y−, z+, z−, t+, t−) which are set to one if the corresponding port
nears the packet to its destination. With this information the router can
apply the adaptive bubble routing mechanism easily [CBGV97, PBG+99].
If the packet is going to be adaptively routed, a port is selected at random
from those that are set to one in the vector. Whereas if the packet needs to
use the escape channels then the first port set to 1 is selected. This ensures
that DOR still governs the escape network.

Figure 3.2 shows the profitable port of each router of a king mesh, and
king torus, when they receive a packet bound for router (0,0) on the lower
left corner.

In the routing algorithms based on routing records, the number of non-
zero components of the routing record has been a concern, as it made a
distinction between the naturally balanced Knaive and the increased path
diversity of EKnaive. To make a similar analysis with the hop-by-hop algo-
rithm, the vector integers are grouped in pairs, one pair for each orientation.
Then it can be seen that, like EKnaive it has at most three non-zero pairs.
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(a) King mesh (b) King torus

Figure 3.2: Representation of the hop-by-hop vector at every router when
destination is (0,0).

But as the vector is calculated in each router, it does not exclude any path,
and the full path diversity is attained. Observe that in Figures 3.1c and 3.1f,
all the links leading to the destination are drawn.

Notwithstanding, the benefit of using two non-zero components was that
it could give the best results for uniform traffic as it perfectly balances net-
work resources. But this is forsaken in the hop-by-hop algorithm, and it
shows a diminished performance under such traffic. However, if the way
ports are selected could be prioritised, it could be possible to get the best
of both worlds. This new scheme requires that the integers in the vector
can take three values. Ports can be assigned 0 if they are not profitable, 1
if they are profitable and are in a direction the Knaive would have chosen,
lastly, they can be assigned 2 otherwise. A visualisation of this is shown
in Figure 3.2 noting that the black lines would represent ones and the gray
twos. Observe that only the diagonal links can have the value two.

Now, the behaviour of the router is slightly different. When a packet
arrives, the router checks the adaptive ports that have one in the vector. If
all are full, it looks into the adaptive ports marked with two. Should these
be also full, the escape port would be used, being the first one in the vector
marked with one. In a way, this algorithm makes the decision about which
adaptive channel is used in two steps. Therefore it is denoted 2S hop-by-
hop. With this strategy, packets tend to be routed with Knaive unless local
congestion occurs, point at which it falls back to full path diversity routing.
Thus this algorithm can give the best results, both in benign and adverse
traffic patterns.
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3.1.3 Evaluation

So far, a number of minimal routing algorithms have been proposed to take
advantage of the different topologies presented. For king networks in par-
ticular, there are several algorithms with different strengths and weaknesses.
This subsection describes a set of experiments that corroborate the hypothe-
ses of Chapter 2. Furthermore, it gives an experimental validation of the ar-
guments used in Subsection 3.1.2 to develop the different routing algorithms.
Lastly, it shows the performance of the different topologies and algorithms
running real applications.

This evaluation is supported by experimentation performed with Fsin
[NMAPR11], a functional interconnection network simulator. The architec-
ture of the simulated router corresponds to the Bubble Router, described
in [PBG+99], with two virtual channels. In general the simulations are fed
with synthetic traffic with typical spatial patterns. Statistics are only taken
when the network load reachs a steady state. Theoretically, the higher de-
gree of some topologies allows the throughput to rise above one phit per cycle
per router. Therefore each router may have more than one injector, where
necessary.

Experiments with synthetic traffic

The first experiment tries to validate the simulation infrastructure. This is
done by comparing the experimental results with the theoretical expressions
presented in Chapter 2. To this aim, Table 3.1 presents various performance
metrics corresponding to toroidal topologies of 16 × 16 under uniform traf-
fic. First, the theoretical average distance and the experimental minimum
latency. The latter has been obtained by computing the average packet
transmission times when the packets have one phit at minimum load. Under
these conditions the latency and the average distance should be the same,
and in fact Table 3.1 shows this similarity. On the other hand, the table
also presents the maximum throughput, both computed from the theoretical
expressions and measured experimentally. To reach the throughput bound of
each topology with multi-phit packets, the effect of the Head-of-Line(HoL)
blocking had to be minimised. Therefore a sufficient amount of virtual chan-
nels and injectors was used. It can be seen that the experimental results are
close to the theoretical limits, however they are not reached due to the effect
of the router architecture.

Throughout this chapter attention has been called on the way the dif-
ferent routing algorithms use the links in different directions under uniform
traffic. It has also been pointed out that a balanced use could show bet-
ter performance. Figure 3.3a shows the throughput of different algorithms
running on king tori, and the average use of the different directions in Fig-
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Network T16 DT16 KT16

Average distance 8 6.22 5.33

Minimum latency 8.13 6.34 5.48

Max. Throughput (Th) 0.5 1.0 1.5

Max. Throughput (Ex) 0.45 0.96 1.49

Table 3.1: Minimum latency and maximum throughput of toroidal networks
under uniform traffic.

ure 3.3b. This experiment was made with a KT16, but results are similar
with other sizes. It is noticeable that the two algorithms that have an equal
use of all channels give better results than the others. Therefore, for the
remainder of this Section, king networks will be used only with Knaive and
2S Hop-by-hop algorithms.
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Figure 3.3: Benefits of balanced use of different directions on a KT16.

Comparing the performance of different topologies is best done by observ-
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ing the saturation throughput and the evolution of the average latency, as
input stimuli are increased from minimum to medium traffic load. Figures 3.4
and 3.5 show the average saturation throughput of the different topologies,
network sizes, routing methods and traffic patterns.

As it has been mentioned in Subsection 3.1.2, the Knaive algorithm per-
fectly balances the use of all orientations, in uniform traffic, but does not
use the full path diversity available on the network. Notwithstanding, it
obtains the best results because the combination of traffic in different direc-
tions makes an even use of all the network’s links. On the other hand, the
2S hop-by-hop algorithm can use the full path diversity, but in a way that
is not detrimental to the direction balance, if the traffic pattern is uniform.
Therefore its performance is equivalent to that of Knaive.

In general, it can be seen that increasing the number of diagonals gives
better results than the standard 2D networks. The best overall performance
is given by the 2S Hop-by-hop routing algorithm that is able to exploit the
full path diversity of the king networks as can be seen in highly adverse
traffic patterns like tornado or shuffle. It is noteworthy that the performance
of networks with only one diagonal depends strongly on the mapping of
the application. As when the main direction of the traffic matches the added
diagonal, a better performance is observed. A good example of this behaviour
is the transpose traffic on mesh networks or the tornado traffic. In these
situations there is one diagonal network that reaches the same performance
as a king network, while the other hardly improves on the standard network
result.

On the other hand, an analysis of the average delay of packets can reveal
interesting facts about the networks presented. Figure 3.6 shows these results
for 8 × 8 meshes and tori. Those for 16 × 16 lead to the same conclusions
and therefore have been omitted.

Observing the results for uniform traffic, the base latencies for small loads
are slightly above the average distance of the topology plus the spooling
latency, due to the packet length. This further validates the expressions
presented in Chapter 2 for the average distance. Then, adding diagonals sig-
nificantly reduces the distance between routers, and consequently the packet
delay.

Looking at other traffic patterns, there are two extreme behaviours rep-
resented by the transpose and tornado patterns. The first obtained similar
throughput in all topologies, this is a consequence of all having the same
number of links crossing the diagonal of the network, therefore presenting
the same bottleneck. But at low loads, as the different topologies have dif-
ferent average distances this fact is reflected in the base latency. The diagonal
networks resemble the results of the standard or king networks depending on
the added diagonal, thus the aforementioned importance of the application
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Figure 3.4: Maximum throughput comparison for 8×8 networks.

mapping in these topologies.
The case of the tornado traffic is the opposite, the packets move mainly

along orthogonal directions and the added diagonals do not reduce the dis-
tance among routers. However they do add path diversity, so at high loads
the traffic should spread throughout more paths and improve the maximum
throughput. However this effect is only noticeable in the 2S Hop-by-hop
algorithm, as it was shown in subsection 3.1.2 that Knaive was not able to
exploit the full path diversity.

Experiments with trace-driven simulations

The use of synthetic traffic allows early evaluation of network performance by
continually stressing the network with well-known traffic patterns. However,
real parallel applications typically combine communication phases, in which
the network is used, with computation phases, where no network traffic is
observed [Val90]. Therefore an analysis in a more realistic scenario is im-
portant to round up an evaluation of the topologies presented in this thesis.
The number of routers used for this evaluation suggests tens or hundreds of
processing units. Some experimental prototypes with large number of cores
do not support cache coherence [HDH+10, Sub13]. Therefore, a set of exper-
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Figure 3.5: Maximum throughput comparison for side 16×16 networks.

iments with traces from the Nas Parallel Benchmark (NPB) suite [BBB+91],
that uses the message passing paradigm, have been carried out. The results
presented in this thesis only cover those benchmarks which have a significant
network traffic, as these allow the study of the advantages and disadvantages
of the different network topologies.

To present these results in an objective manner, and to emphasize the
effect of the network, the simulation time for each topology is compared to the
benchmark’s ideal best time. Each trace was simulated with an ideal network
that has infinite throughput and zero latency. This simulation time expresses
the lower bound that can be aspired to when only the interconnection network
is optimized. The chart in Figure 3.7 shows the slow-down exhibited by
each topology and routing, computed as the ratio of the ideal time to the
simulation time.

A first glance at the results shows that the best performance is given
by the king topologies with the 2S Hop-by-hop routing algorithm. This can
be understood when considering the traffic generated by real applications.
Instead of injecting packets at a constant rate with a given pattern, they
show communication bursts with irregular use of network resources. As was
seen with synthetic traffic the 2S Hop-by-hop algorithm, which uses all the
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(b) Torus topologies in uniform traffic
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(c) Mesh topologies in tornado traffic
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(d) Torus topologies in tornado traffic
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(e) Mesh topologies in transpose traffic
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Figure 3.6: Latency behavour in 8×8 meshes and tori.

minimum distance paths between any pair of routers, spreads the traffic
among more network resources. Then, this kind of routing improves the
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Figure 3.7: Performance of 8×8 networks. Execution time is normalized to
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traffic balance on the network. A direct consequence is that there is less
congestion and thus running the trace needs less time.

Looking at the results in more detail, a series of behavioral patterns are
observed. First, when running real applications, adding one diagonal to the
mesh or torus gives some improvement. But which diagonal is added does
not affect the performance. For instance benchmarks ft, is and mg both in
meshes and tori. In all these cases adding a second diagonal, especially when
using hop-by-hop routing, gives much better results.

Second, in some cases the election of the added diagonal is important, as
was mentioned above. For instance, the performance of diagonal networks
with benchmarks cg on meshes and dt is heavily dependent on which diag-
onal is chosen. One diagonal can give performance close to that of the king
topologies with Knaive while the other is barely better than the standard
network. Therefore, when using diagonal networks the application mapping
is particularly important. Focusing on king topologies, the performance dif-
ference between the Knaive and the 2S hop-by-hop routing points out the
importance of the routing algorithm, as the use of a more sophisticated one
compensates for the increased cost of these topologies.
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Finally, the cg benchmark on tori shows that the addition of a diagonal
can be detrimental to performance. This is due to the fact that cg has
high communication between neighbouring routers on one diagonal. Then,
as minimum routing is used, the number of paths connecting the routers is
reduced from two to one.

3.2 Misrouting

The previous section showed an in-depth analysis of the benefits of using min-
imal routing. Subsection 3.1.2 mentioned that there is a possibility of forcing
packets to misroute by having non-zero values in the four components of the
routing record. This differs from the traditional methods of implementing
misrouting. This section presents different solutions based on this concept,
and an analysis comparing them to minimal routing and the classic Valiant
misrouting approach [VB81].

Typically, the misrouting algorithms aim to balance the traffic traversing
the network, regardless of the traffic pattern. The Valiant approach is done
by selecting a random router for each packet that is injected, the packet must
go to this random router before it can head towards its destination. This
technique indeed balances the traffic, but has some drawbacks that will be
overcome by the algorithm presented next. First, the latency of the packets
is doubled. Second, there is no way to tune the amount of misrouting. That
is, the intermediate router is chosen at random from the whole network. In
the worst case, a packet travelling to its neighbour could be directed to the
farthest corner of the network before it can finally reach its destination. And
third, the change of direction that occurs in the intermediate router breaks
DOR deadlock avoidance mechanism. To solve this, the packet must be
consumed and reinjected, which incurs in an extra delay, or the packet must
be sent through a different virtual channel, which increases the cost.

3.2.1 Kingεδ

The next algorithm is designed around two ideas. The first is trying to
balance the use of all the directions, as it was observed with EKnaive that
balance is important for uniform and other benign traffic patterns. Also it
is one of the strengths of Valiant routing. To achieve this it is desirable that
the absolute value of the components in the routing records are as close as
possible. The second idea is to equilibrate the use of all the network by
allowing non-minimum routing records, that is, to perform misrouting to
balance the use of the links. These concepts are formally described in the
following definition.
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Definition 3 Let ε, δ be two positive integers. Let a and b be two routers of
KTs at a minimum distance d. Let (∆X ,∆Y ,∆Z ,∆T ) be a routing record of
the routers a and b. Then,

• The routing record is said to be ε-balanced if:

||∆X | − |∆Y ||, ||∆X | − |∆Z ||,
||∆X | − |∆T ||, ||∆Y | − |∆Z ||,
||∆Y | − |∆T ||, ||∆T | − |∆Z ||,

≤ ε,

• The routing record is said to be δ-diverted if

|∆X |+ |∆Y |+ |∆Z |+ |∆T | ≤ d+ δ.

First of all, note that any ε-balanced 0-diverted routing record gives min-
imum paths. Therefore, the search for ε-balanced routing records would in-
clude the two previous minimal options, that is, Knaive and EKnaive routing
algorithms. However, as will be shown later in the results subsection, better
performance is obtained when misrouting is allowed. Hence, for a king torus
network this subsection explores more suitable values of ε and δ so that a
better performance in different traffic configurations can be obtained. As it
will be shown next, selecting ε = δ = k

2
, where k denotes the diameter of the

king network, gives the best trade-off between latency and throughput.
The ε parameter represents the component balance. The smaller the ε,

the more balanced are the components, thus increasing the possible paths.
Therefore, especially in adverse traffic patterns, the profitable channels are
increased, and traffic is spread over a wider area of the network. Whereas,
increasing δ allows packets to wander farther from the minimum distance
path, therefore allowing potentially empty areas of the network to be used.

Finally, the following example illustrates how this new technique entails
an increase of the path diversity between a pair of routers. Consider routers
(0, 0) and (13, 14) in KT16. For three different configurations of ε and δ, all
the ε-balanced δ-diverted routing records between both routers are found.
In Table 3.2 the average path diversity obtained by these routing records is
shown. Note that a different choice of ε and δ implies an increase of the
average number of paths between any pair of routers. The next section will
show how this increase translates to great performance gains.

3.2.2 Kingεδ Implementation

This subsection considers the technical aspects of the implementation of
Kingεδ. These networks are based on vertex-symmetric graphs. In an intu-
itive way, this means that the appearance of the network from a vertex is the
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(ε, δ) (3, 0) (4, 5) (6, 7)

Average path diversity 0.89× 104 0.46× 106 0.98× 106

Table 3.2: Average path diversity

same for any other vertex. Therefore, calculating routing records depends on
the relative position of the destination router from the source router, rather
than the absolute positions of routers themselves. As this algorithm relies
on tables, the vertex symmetry of the network means that there is only one
table, of which every router has a copy. Note that the table is calculated
off-line once for each network size.

Given the network dimensions, the table is defined by the two parameters,
ε and δ, and is indexed by the relative position of the destination router. For
each, the table has a set of possible ε-equilibrated and δ-diverted routing
records that will be chosen at random when the packets are injected.

To find the best value for the parameters, an initial evaluation of all the
tables with 0 ≤ ε ≤ k and 0 ≤ δ ≤ k, where k is the diameter of the
network, was performed. After observing the results, the scope was thought
wide enough, as local maxima were found. The results for individual traffic
patterns showed a performance improvement in all traffic patterns except
uniform, as will be explained later.

From the above exploration it was concluded that, as the parameter val-
ues increase, the performance in adverse traffic patterns improves, but the
average latency also increases. Analysing these results in detail allows select-
ing values for both parameters that maximise the throughput and minimise
the latency. These values were found to depend on the diameter k of the

network, ε = δ =
k

2
.

An interesting conclusion from this study is that the more adverse a traffic
pattern is, the more significant is the improvement with large ε and δ. For
instance with transpose traffic pattern the best results were obtained with
ε = δ = k.

One concern related to the implementation of tables is their size. Presently
the selected tables have a large amount of entries per destination in order
to attain maximum path diversity. This is impractical, so a way to reduce
the size was required. The method devised to reduce the size was to choose
a subset of the entries of a table at random, such that the resulting table
had a precise average number of entries per destination, or multiplicity. The
selection was made ensuring that each destination had at least one entry.
Then, tests were run to explore the performance vs. multiplicity trade-off.
As can be seen in Figure 3.8, the performance stabilises as the multiplicity
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increases. For the experiments a value of eight was chosen, since it gave ac-
ceptable results with reasonable table sizes. For example, multiplicity eight
tables for 16 × 16 networks have 255 destination routers, and an entry can
be packed in two bytes. Then, the total size of the table is almost 4KB.
However, slightly better performance can be achieved with larger tables.
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Figure 3.8: Representation of throughput vs. table multiplicity in a 32× 32
king torus. The traffic pattern is uniform and load is 0.6 phits/cycle/router.

3.2.3 Evaluation

In this section we present the experimental evaluation carried out to verify
the better performance and scalability of the proposed misrouting approach.
This is done by comparing it with the 2S Hop-by-hop minimum-distance
routing and the well known Valiant algorithm [VB81]. The evaluation will

show the advantages of using Kingεδ technique selecting ε = δ =
k

2
against

the aforementioned algorithms. This study has been made with 16× 16 and
32 × 32 networks. Although only the results for 32 × 32 are shown, similar
conclusions can be extracted from the results of 16× 16 networks.

As before, all the experiments have been done with the functional simu-
lator Fsin [NMAPR11]. The router model is based on the bubble adaptive
router presented in [PBG+99] with two virtual channels. The evaluation
has been performed with synthetic workloads using typical traffic patterns.
These were applied on the networks by injecting packets of 8 phits at a con-
stant rate, or load, measured in number of phits per cycle per router. To
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ensure the validity of the results, measurements of performance parameters
were taken only when the network reached a steady state. The increased
degree of some topologies theoretically allows the throughput to rise above
one phit per cycle per router. In order to take advantage of this, each router
had up to three injectors per router. The metrics considered are throughput,
average latency and also maximum latency.

Figures 3.9 and 3.10 show the results in 32× 32 networks, thus selecting

ε = δ =
16

2
= 8, when stressed with well known traffic patterns. The tables

used have multiplicity eight as was explained in subsection 3.2.2. The values
measured are throughput and latency vs. increasing load. As will be shown,
the behaviour of the different algorithms is clearly divided in two tendencies.
First, in uniform and reversal traffic patterns the best performance is ob-
tained with minimum distance routing, these patterns are considered benign.
Second, the remaining patterns are considered adverse and therefore benefit
from the misrouting techniques.

It is known that uniform and reversal traffic patterns naturally balance
the use of all the network resources, and hotspots do not appear. In addi-
tion, it has been shown in Subsection 3.1.2 that the 2S Hop-by-hop routing
algorithm does not disturb this equilibrium. Then, although the misrouting
approaches are also balanced, they force each packet to stay longer in the
network, so the throughput can not be as high as with a minimal routing.

The Valiant algorithm completely randomizes the communication inde-
pendently of the used traffic pattern. So it is assumed that it gives an
upper bound for the throughput in adverse traffic patterns. Consequently
the graphs show that this algorithm always reaches the best throughput in
these traffic patterns. It is noticeable that Kingεδ always improves on the
minimum distance routing.

The advantage of the Valiant algorithm in throughput is obtained at
the expense of doubling the average distance of the packets, and therefore
increasing the latency. The diminished throughput of Kingεδ is a trade off of
its benefits. Namely, that the average distance is only increased in 50%, thus
the latency increase is much smaller. Especially at low loads, which is the
most common scenario, the latency is almost equal to that of 2S hop-by-hop.
Furthermore, the asymptotic growth of the latency occurs at higher loads
than the best of the other algorithms.

3.3 Collective

The previous sections have concentrated in different kinds of routing algo-
rithms. But they all have something in common: they can route a packet
beween a single source and a single destination router. However it is usually
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Figure 3.9: Throughput and latency comparison of Kingεδ with Knaive
Valiant on a 32× 32 king torus under various traffic patterns.
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Figure 3.10: Throughput and latency comparison of Kingεδ with Knaive
Valiant on a 32× 32 king torus under various traffic patterns.
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the case that the application program will need to send some information to
more than one router, and doing this efficiently is key to achieve the best
performance. This section focuses on the implementation of two collective
communication primitives, the broadcast and the multicast.

3.3.1 Broadcast

Many parallel applications, both in distributed and shared memory comput-
ers, rely on efficiently sending broadcast and multicast messages. In fact,
the research for improving the performance of collective communications has
received much attention in the last years [TRG05]. Hence, a broadcast algo-
rithm is presented. It relies on routers being able to forward packets through
more than one port in one cycle. As the packets are sent under DOR disci-
pline and ABR [PBG+99] restrictions, the algorithm is deadlock safe.

To perform a broadcast, the source router sends the message to all its
neighbours (Figure 3.11a). The message is marked with a broadcast flag and
a time-to-live (TTL) integer. Then all routers behave in the same fashion.
If a broadcast packet is received, the TTL is decremented and consumed. If
TTL is greater than 0, the packet is also sent through a number of other
ports. So if the broadcast packet was received from an orthogonal port,
it is forwarded through the next neighbour in the same direction plus two
in the diagonal directions (Figure 3.11b). If the packet is received on a
diagonal port, the packet is only forwarded to the next neighbour in the
same direction (Figure 3.11c). Thus the TTL value defines the maximum
area that the broadcast will reach. Obviously it must be set to a number
that covers the whole network. In the case of king meshes, the TTL can
be calculated as max(x, s− x, y, s− y), where s is the side of the mesh and
x, y are the coordinates of the source router. For king tori the TTL is the
diameter.

(a) Source router (b) Ortho. router (c) Diagonal router

Figure 3.11: Behaviour of routers during broadcast.

3.3.2 Multicast

A multicast could be constructed around the same idea. The source router
would make a broadcast message including a list of the destination routers.
This list should be organised in the same way as the branches of the broadcast
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pattern. Then as the broadcast packet spreads and different copies of it
take different paths, each copy would have the section of the destination list
corresponding to its path. Destination routers that receive the packet should
consume it if they are on the destination list. And they should forward it, like
the broadcast above, only if the list contains more addresses after removing
its own from it. Thus the multicast would not send unnecessary packets to
parts of the network where there are no destination routers. Note that this
scheme would not allow adaptive routing, as packets would be able to leave
their branch.

3.4 Fault Tolerant Routing

As the complexity of computer systems increase, the Mean Time Between
Failures (MTBF) is reduced. This time could be as small as the average
application run-time, rendering computers inefficient, as they are unable to
reliably conclude the execution of applications. The fact that computer sys-
tems must be aware of the non-zero failure probability extends to all its
components, including the interconnection networks. The routing algorithms
presented so far consider the network ideal, in terms of failures. This section
explores the suitability of King networks for the construction of fault tolerant
systems. Therefore it considers different fault-tolerant routing algorithms.

3.4.1 Adaptation of known routing algorithms

Fault tolerant routing is a common topic in the literature, as such, there
are many fault-tolerant routing schemes proposed for different topologies.
However most of these routing algorithms are bound to a single topology
[Shi91] or topology family. Two routing algorithms with no such limitation
are Immunet and Immucube [PGVB04, PG07]. This section explains how
these algorithms can be used with King topologies.

Immunet

As stated above, Immunet is a fault tolerant routing algorithm that can be
used on any topology [PGVB04]. Furthermore it allows any fault distribution
at any time, which makes it one of the most robust algorithms available. Also
the performance loss is negligible when the number of faults is small.

It is based on Adaptive Bubble Routing (ABR) [PBG+99] and requires
only two virtual channels. While the network is fault-free, one of them is used
as fully-adaptive, in which minimum distance routing is performed regardless
of deadlock considerations. The other is considered an escape channel, which
is used with a deadlock avoidance mechanism, and routes the packets that
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could not progress through the first channel [Dua96]. In k-ary n-cube topolo-
gies like meshes or tori the deadlock avoidance is usually Dimension Order
Routing (DOR). When a fault appears, the network enters a reconfiguration
phase. The routers affected send fault packets to all the neighbours, and they
in turn forward it until all the network is reached. Using only information
from the fault packets, a tree that covers the whole network is generated.
This tree, that visits all the routers of the network through healthy links, is
used as a ring when traversed in preorder. The ring allows packets to visit all
the routers of the network without leaving it. This ring replaces the healthy
network’s deadlock-free routing and allows packets that encounter congestion
or faulty links to reach their destination. A more in-depth description can
be found in [PGVB04].

The replacement of the healthy-network deadlock-free algorithm with the
ring can lead to poor performance when congestion is very high. It has been
observed that in these situations the throughput delivered approaches that
of a ring instead of the higher degree network containing it.

Employing this algorithm in King topologies is straightforward, as the
these can operate perfectly with ABR.

Immucube

Immucube is an evolution of Immunet tailored to k-ary n-cube networks.
It solves to some extent the scalability problems of Immunet, whose perfor-
mance is poor with networks larger than 16×16. When in fault-mode, instead
of replacing the healthy-network deadlock avoidance mechanism(DOR) that
governs the escape channels with the tree/ring routing, Immucube adds a
third virtual escape channel for the ring. When the network is fault-free, the
extra channel is used as a second adaptive virtual channel. How the three
virtual channels are used, and details on the reconfiguration process are pre-
sented in [PG07]. Again, due to the similarities with standard 2D networks,
Immucube can be straightforwardly used on king networks.

The great scalability of Immucube is due to the fact that the traffic in
areas with no faults use a routing scheme similar to that of the healthy
network. The ring channel is almost only used when packets encounter faulty
links. Then the probability of the whole network giving the throughput of a
ring is much lower. The downside to this algorithm is that it uses an extra
virtual channel, thus increasing the cost of the solution.

3.4.2 King Fault Tolerance Algorithm

To further test the fault-tolerance properties of king networks, this section
presents a new fault-tolerant routing algorithm custimised for them. There-
fore, it has been named King-Fault-Tolerance (KFT). The algorithm was
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(b) Logical ring spanning fault area.

Figure 3.12: KFT example.

devised trying to achieve the performance of Immucube at the cost of Im-
munet. Thus, it uses only two virtual channels and its performance is close
to Immucube for a low number of faults. The key feature is that it only
affects the area close to faults. Therefore, it does not disturb the traffic in
healthy areas. Thus making it more scalable than the other two algorithms.

As in Immunet, KFT uses the concept of a tree traversed in preorder to
create a ring. However, instead of one ring covering the whole network, KFT
creates a small ring that visits all the nodes with faulty links. An example
of a ring covering a faulty area is shown in Figure 3.12. The algorithm takes
advantage of the high connectivity of king topologies to allow small trees to
cover faulty areas, reducing the number of packets to generate them. The
concept could be used in other 2D networks, but the resulting algorithm
would be more complex, falling beyond the scope of this work.

The algorithm requires routers to keep some local data.

• The reconfiguration status(RS) register contains the concatenation of
two integers. On the high order part is the identifier of the router that
generated the fault-alert propagation. And on the low order part is the
number of reconfiguration processes it has started so far.

• During the reconfiguration process, the passages table is used to de-
scribe the structure of the tree. Later, it will be used to guide packets
through the tree in preorder ring fashion.

• A register with the current amount of active reconfiguration processes
in the router.

• The state register tells whether the router is in fault mode, depending
on the number of faulty links it has.

• A list of pending communications with neighbours.
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Also, the routers must exchange some information. This is carried by a
set of special KFT packets that only travel among neighbours, so they do
not need routing.

begin
if recv fault-alert packet then

if sending router and current router are fault free then
send DEC

if number of reconfigurations in current router > 0 then
if received RS > local RS then

stop reconfiguration process
join tree as child
send fault-alert packet to neighbours
send ACC

else
send DEC

if current router has faulty link then
if received RS > local RS then

join tree as child
send fault-alert packet to neighbours
send ACC

send DEC

if current router is fault free then
if sending router has faulty link then

if received RS > local RS then
join tree as child
send fault-alert packet to neighbours
send ACC

else
send DEC

else
send DEC

end
Algorithm 2: Router behaviour on the reception of a fault-alert packet.

• The fault-alert packet requests the recipient to become a member of
the tree as a descendant of the sender.

• The accept(ACC) is a reply packet that conveys a positive answer to
the fault-alert packet.

• The decline(DEC) is also a reply packet wich gives a negative answer
to the fault-alert packet.
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The reconfiguration process is driven by two events. The first is triggered
by the detection of a faulty link and only happens in the routers connected
by that link. The second happens when a KFT packet is received, it can be
a fault-alert or a reply.

When a router senses that a link fails, it updates its RS register, increasing
the amount of reconfiguration processes and, after stopping all normal traffic,
it sends fault-alert packets to all its neighbours. This has the effect of starting
two reconfiguration processes, or trees, one for each router connected to the
faulty link. The senders of the messages must keep a list of recipients whose
answer is awaited.

Depending on the kind of KFT packet received, the router behavior will
differ. During the process of reconfiguration, a router can receive fault-alert
packets from different neighbours. These packets might request the recipient
to join different trees, however, a router can only belong to one tree at a time.
Thus, it must choose which request to accept and which to decline. When a
router receives a fault-alert packet, it will reply affirmatively only if the RS of
the packet is greater than the one stored in the router. Otherwise, the router
sends a decline packet back to the sender. This mechanism causes one tree
to prevail and the other to be forgotten. As can be seen in Algorithm 2, the
acceptance must fulfill some other conditions that prevent the mechanism
from covering the whole network.

If a router receives an accept packet, the sender is added as a child to the
tree by updating the passage table, declinations are simply ignored. In any
case, the reception of a reply causes the sender to be removed from the pend-
ing communication list. When the list is empty, the reconfiguration process
is deemed complete and normal data communications can be resumed.

It is important to note that the way in which the RS values are used
causes a single tree to eventually cover the faulty region. Once this happens,
the information stored in the passage table guides the packets through the
tree, in a ring-like fashion, avoiding the faulty links.

Optimization: pruning the tree

Once the reconfiguration process concludes, the normal traffic on the network
starts moving again. When a packet needs to cross a faulty link it enters the
ring and only leaves when it gets closer to its destination. Obviously, the
smaller the ring, the less detour the packet must make. With this in mind,
KFT has a pruning phase that reduces the size of the tree and thus the size
of the ring. As a consequence, the latency of packets affected by a fault is
reduced.

As an example consider the ring in Figure 3.13a. It becomes apparent that
the ring is covering more routers than necessary to wrap the faulty region.
The optimization consists in pruning leaf routers which are not needed. Once
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Figure 3.13: Ring created around a complex faulty region (a) before pruning,
and (b) after pruning.

a router is in a stable state and is fault-free, it can easily determine if it is
a leaf router. If there are no children in the passage table it sends a prune
message to its parent and waits for the accept. The parent router clears its
child from the passage table and sends the accept back. On reception the
leaf router will no longer be part of the ring. Figure 3.13b shows the example
tree after the pruning stage.

Pruning must be done once the reconfiguration phase is concluded as
some pathological cases require some leaf router to belong to the tree in
order to successfully conclude the reconfiguration process.
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Figure 3.14: Two faulty regions joined by one ring after a fault occurring
between routers (1,2) and (2,2).

Multiple simultaneous failures

The scenario presented above with a single faulty link is useful to describe the
KFT ring generation algorithm. However, KFT can cope with more complex
situations. It can withstand multiple failures happening simultaneously with
the reconfiguration process of previous faults. If the new failure occurs in
a healthy area, KFT creates a new ring isolated from the existing ones.
However, if a new fault occurs close to an existing ring, then it is extended
to cover the new fault. If as a consequence of a ring increasing its size it
meets another, both are joined to form a single ring covering both faulty
regions. An example of this process can be seen in Figure 3.14, where the
last link to fail is that shown with . The process creates a ring that joins
two existing and isolated ones.

The scenario in which two rings are joined as above is not contemplated
by the previous algorithm. And under some conditions, the two regions will
not join. In the case that one of the rings is already stable, and has a higher
RS.high than the reconfiguring ring, the stable one will decline all the fault-
alert packets from the reconfiguring one. This will lead to the two regions not
joining. However this situation can be detected and trigger a reconfiguration
process with higher RS.high that will engulf both rings.

The algorithm presented above must be modified to cope with these sit-
uations by adding two conditions. First, the fault-free routers should broad-
cast fault-alert packets if they come from a faulty router and their RS.high
is lower. The receiving router should not change its status. This causes that
a fault-alert packet will be forwarded to a router from a different ring whose
RS.High is higher. According to the algorithm above, this packet should
be ignored, therefore a second condition is added. This causes that when
a faulty-router receives a fault-alert from a fault-free router, it will respond
with DEC and, after increasing its RS.high, start a new reconfiguration pro-
cess. As it has a higher RS.high, it has a higher priority and will eventually
merge the two existing rings.
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Routing

The above descripton has illustrated how KFT reacts to fault events and
establishes virtual rings that will allow packets to circumvent them. The
following lines explain how normal packets behave in a network with faults.
Just like Immunet, when the network is healthy, packets are routed using
ABR with two virtual channels.

When a failure occurs, all the routers involved in the reconfiguration
will stop normal traffic flow until their passage tables are stable. Once this
happens, these packets can resume their course. After the reconfiguration,
the virtual channels will be reorganized. The escape channels will continue
to do static DOR routing. But the fully adaptive channels of the links that
conform the ring will be used exclusively by packets in fault mode. The rest
of the adaptive channels will remain adaptive. Therefore, the functionality of
the fault-free regions is not changed and ABR routing is used as if no failure
had occurred.

In faulty regions, when a packet needs to advance through a link that
belongs to the ring, it must request the escape channel. While in the ring,
packets must use the escape channel unless they need to advance through a
faulty link. Then they enter fault mode. To the packets in fault mode a new
header will be added. This will indicate their state and also the distance to
their destination when they entered fault mode. Then, these packets advance
through the routers of the ring until they reach one that is closer to their
destination and can exit the ring resuming their normal state.

In order to avoid deadlocks, packets entering or leaving the ring must
abide by some rules. Like when a packet changes dimension in ABR, packets
entering the ring must satisfy the bubble condition. When leaving, packets
must first try to exit through an adaptive channel. If not possible, they
should request an escape channel. However, these channels only route packets
under DOR. And because the packets exiting the ring might violate this rule,
it is necessary to re-inject them.

3.4.3 Evaluation

This section presents a set of experiments that allow the evaluation of the
fault tolerance properties of king networks compared with their standard
counterparts, conventional meshes and tori. It also includes a comparison of
the fault-tolerant routing algorithms described before. This is done evaluat-
ing their performance as well as their resource requirements.

Once more, all experiments have been made with Fsin, the functional
simulator for interconnection networks belonging to the INSEE Environment
[NMAPR11]. They have been carried out on networks of four topologies
(mesh, torus, king mesh and king torus) with 16×16 and 32×32 routers. In
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order to ensure that king networks of 16× 16 reach saturation, two injectors
per router have been used.

The traffic used has a uniform distribution, injecting packets of 16 phits
at a constant rate. The fault generation model is random with a uniform
distribution. Performance is evaluated by considering values of throughput
and average latency. To achieve stability in the results, the values presented
on the graphs are the average of five individual experiments with different
random seeds.

King vs standard topologies

The results of the first experiment show a comparison of the performance of
networks different topologies and 32× 32 routers. First, in Figure 3.15a, the
results for meshes and king meshes are compared and then, those for tori and
king tori are shown in Figure 3.15b. Both figures show the performance of
healthy networks and two more examples with 8 and 16 faults. The algorithm
used in all cases is Immucube, as Immunet is known to give poor performance
in large networks and KFT is only applicable to king topologies.

Both figures show that the loss of performance due to faults is much less
in king topologies. Meshes show a degradation of 36% for 8 faults and 45%
for 16, while king meshes only decrease in 5% and 9% respectively. With
tori, the difference is more pronounced as king tori only loose 1.6% and 3.2%
and conventional tori 33% and 42% respectively.

Experiments with a single fault

Focusing on the performance of king networks, the next experiment presents
a comparison of the three fault-tolerant routing algorithms working on net-
works of 16× 16. Similar conlusions can be drawn from the 32× 32 network
results. To visualize the degradation, the performance of the healthy net-
work is also shown. Figure 3.16 shows throughput and latency for meshes
and Figure 3.17 for tori. At low loads, before saturation point, the three
algorithms give the same throughput and latency as the healthy network. At
high load, the performance loss in Immucube or KFT is negligible and quite
apparent in Immunet. This effect is more pronounced in tori.

The degradation observed in Immunet is related to the fact that, when a
fault is detected, the escape channels stop using DOR and use the ring that
covers all the routers, leaving the escape network notably reduced. And as the
escape channels are mostly used in saturation, the performance deteriorates.
In contrast, both Immucube and KFT have better results because they use
DOR in the escape channels. However, the performance of KFT is slightly
better as it only affects the vicinity of the failure, while Immucube does not
allow packets that have encountered a fault in their way to use DOR. The
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Figure 3.15: Throughput of 32× 32 networks with Immucube.

latency graphs confirm this behavior; at high loads Immunet is slightly higher
than the rest.
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Figure 3.16: Throughput and latency of 16×16 king meshes with one random
fault.
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Figure 3.17: Throughput and latency of 16 × 16 king tori with one random
fault.

Experiments with multiple faults

Figures 3.18 and 3.19 show the latency and throughput of networks of sizes
16×16 with 8 random faults and of 32×32 with 32 faults. These illustrate how
the algorithms behave when the number of faults increases. The tendencies
observed are independent of the size of the networks, thus the evaluation will
be done together.
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Figure 3.18: Throughput and latency of 16× 16 king meshes topologies with
eight random faults.
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Figure 3.19: Throughput and latency of 16× 16 king tori with eight random
faults.

On meshes (Fig. 3.18), the higher number of faults is more noticeable
as the performance loss is higher than before. Yet Immunet still shows the
highest degradation and both KFT and Immucube have similar results. How-
ever, the third virtual channel used in Immucube allows a slight improvement
over KFT, because it sacrifices adaptive channels to the ring. On tori (Fig.
3.19), the tendency is the same but with a higher difference between KFT
and Immucube, again due to the third virtual channel. On Immunet, the
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larger amount of faults increase the probability of packets requesting escape
through the ring. This causes a faster congestion in it, therefore hampering
the traffic flow throughout the network.

At the beginning of the saturation area where latencies are still small,
KFT has higher latencies due to the loss of adaptive channels. However as
the networks saturate, packets in Immunet and Immucube are forced to make
longer detours through their large rings, while KFT is able to keep latencies
slightly lower.

Throughput degradation experiments

Finally Figures 3.20a and 3.20b show the evolution of the saturation through-
put versus the number of faults. The number of faults is shown as a per-
centage of the number of faulty links against the total number of links in the
networks. The range shown, between 0 and 3%, represent from 0 to 32 faults
in a 16× 16 network and up to 128 in a 32× 32.

In the mesh, for a low number of faults, the performance of KFT is similar,
or even slightly better than Immucube, and always higher than Immunet.
This result is more noticeable in 32×32 networks, confirming that the locality
of KFT makes it more scalable. However, there is a point at which the relative
loss of adaptivity is too big and the performance of KFT begins to decrease.
Nevertheless, the network still performs very well with Immucube, showing a
graceful degradation despite the large number of faults. The fact that KFT
uses 33% less resources than Immucube make it an excellent option if the
number of faults is small.

For king tori, the performance is similar for a low number of faults, up
to 1%. Beyond this point, the behavior resembles that of the king mesh.
In terms of performance loss, Immucube shows a degradation of 20-25%,
even with many faults. This confirms the good behavior of king networks in
fault-tolerant applications.

Finally, a conclusion to the experiments shown above is that, the king
networks can play an important role in the future of interconnection networks
when high fault tolerance is needed.

3.5 Concluding Remarks

This chapter has proposed a set of routing algorithms that allow extracting
the best performance king networks. Using the standard networks as base-
line, and comparing also to diagonal networks, the best results were shown
by the king topologies. The performance of diagonal networks, under par-
ticular traffic conditions, was similar to those of the standard networks, and
their use does not seem to justify their extra cost.
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Figure 3.20: Saturation point of king topologies versus number of faults.

For the king networks there were several proposals, each with their strengths
and weaknesses. Thus depending on the scenario, it might be advisable to
choose one over the rest.



“thesis” — 2015/9/22 — 13:11 — page 78 — #96

78 CHAPTER 3. ROUTING ALGORITHMS

When the traffic is not high or adverse, and latency and efficiency are a
major concern, oblivious Knaive routing is the most adequate. Regardless of
the topology being king mesh or torus, this algorithm requires a single virtual
channel. For higher levels of uneven traffic, when hotspots are expected to
form, it is necessary to use an adaptive routing algorithm. For the king
topologies the ideal is the 2S hop-by-hop, as it takes full advantage of the
available path diversity without compromising the balanced use of links in
uniform traffic. To allow adaptive routing, this solution requires two virtual
channels.

Some traffic patterns where packets make an extensive use of the diago-
nals, like the transpose, the king topologies with minimal-distance routing do
not give the expected result. This is because diagonal paths do not have alter-
natives, so traffic can not spread. The only way to overcome this limitation is
to use misrouting. Traditional misrouting approaches like Valiant duplicate
the average latency, but the proposed Kingεδ algorithm is capable of giving
good throughput results comparable to Valiant, but without increasing the
average latency as much. Furthermore, unlike the Valiant algorithm, Kingεδ
does not require an extra virtual channel to avoid deadlock.

As the size of interconnection networks grow, so does the probability of
one of their components to fail. For this reason this work includes an analysis
of fault-tolerant routing algorithms. The best performance is obtained by an
adaptation of Immucube to the king topologies, but it requires three virtual
channels. Whereas the proposed KFT algorithm offers similar performance
but using only two.
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Chapter 4

Technological issues in router
design

So far, the previous chapters have studied aspects of interconnection networks
that are far from the physical world. This mainly mathematical approach is
as fundamental as the study of technological issues that arise in the physical
implementation of the networks. If in the previous chapters the focus was on
performance alone, this chapter bestows a great importance in the efficiency.
Thus, a great effort is made to provide reasonable estimations of cost, both
fabrication and exploitation. Combining these estimations with performance
predictions it is possible to evaluate the efficiency of the different intercon-
nection networks presented in this work.

The king topologies presented in this work are not bound to a particular
scenario. They can be implemented as system networks or as networks-on-
chip. Taking into account current technology, deploying a king topology in
a system context does not pose a significant challenge. Indeed, direct net-
work machines with equal or higher radix are in operation nowadays [ASS09].
The picture is quite different within the chip, where current developments
are based on standard meshes [Mor15] or even rings [RH13]. Thus this chap-
ter focuses on evaluating the viability of implementing king topologies in a
network-on-chip context.

4.1 Baseline router description

It has been stated that the topology is the most important feature of an
interconnection network. Topologies are articulated by edges and vertices,
or under a more practical light, links and routers. After the topology, it is
this second component, the router, that receives the most attention, since
a poorly designed router will reduce the performance of the interconnection
network.

79
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Figure 4.1: Basic router organization for standard meshes and tori.

But from a cost perspective the router has a primordial importance, as
it is the part of the network that manages the transmitted data: driving it
through the links, storing it when there is congestion... Thus, it is vital to
understand the different parts of the router, and how they must be changed to
implement new topologies. Figure 4.1 shows the structure of a typical router
for a bidimensional network, such as a mesh or a torus. These topologies have
degree four, and therefore the router has four input ports devoted to receive
packets from the four directions (Labeled X+ through Y–), as well as four
output ports that will send packets to the different neighbouring routers. In
addition, the router has two extra ports, called injector and consumer, that
receive packets from and deliver them to the associated computing element.

The input ports are usually capable of splitting the incoming traffic into
virtual channels, and store them in the corresponding queue. Although this
can be highly beneficial to performance, the number and size of the queues
have a heavy impact on the final cost of the router. The output ports contain
the circuits to drive the links between routers. The length of the latter will
condition the size of the transistors in the driver circuits. The design of the
output ports must guarantee that the timing constraints are met.

Also important when considering the cost of the router is the crossbar.
This component acts like a telephone switchboard between the input queues
and the output ports. This also accounts for a significant part of the cost of
the router. The degree of the topology affects the dimensions of the crossbar
in a quadratic manner.

In addition to these data-path components, there is also a set of control
components or parts, like the arbiter, segmentation registers or the clock
distribution network. The individual cost of these parts is not significant,
compared to that of the input ports or the crossbar. However it makes sense
to consider their combined influence in the total cost of the router.
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4.2 King network area and energy estimation

As in any engineering discipline, technological advances have to be backed
up by a sound cost evaluation. For electronic devices, the evaluation usually
covers two main moments in the life of the device, the fabrication stage, and
during its operation lifetime. In the chip-making industry it is a common
assumption to consider the fabrication cost proportional to silicon area used
by the device. At an early design stage it is difficult to obtain the area of a
given device, thus several efforts have been made to come up with models to
give reasonable estimations without the need of complex VLSI tools. These
models are usually able to give energy consumptions of the devices, which is
what dominates the cost of operation. Each field of computer architecture
has a few models highly specialised to it.

The on-chip network field is no exception [SCK+12, KLN12]. These mod-
els take a set of design parameters, like topology, bit-widths, clock frequency
or buffer sizes, and make an internal representation of all the transistors in
the device. Sometimes the latter are adjusted to meet timing specifications.
The model then processes the transistor representation and computes the
required area. It also calculates the static component of the energy con-
sumption, which does not depend on the data transferred, thus also called
Non-Data-Dependent (NDD) energy. And finally it can give an expression of
the energy cost of different events, like a flit traveling between two routers,
or performing a broadcast. Then if this information is combined with a
functional simulation of the device, the total energy consumption can be
calculated.

Before delving into a detailed cost analysis, its is worth pointing out some
differences between the baseline router described above and the one used for
king meshes. The first and foremost is the degree of the network. King
meshes have double as many edges per router as the regular meshes. This
means that the router has to duplicate the number of ports, queues and
other internal structures. A graphical depiction of the king router is shown
in Figure 4.2.

In addition, the edges in the king networks are of two different lengths.
For a given separation between routers, L, the orthogonal links measure L
while the diagonal links measure

√
2L. It is assumed that the extra length in

the diagonal links has no repercussion in the die area. However it will have
an influence in the consumption, as the driving transistors will have to be
larger to satisfy timing constraints, or more repeaters will be required.

The following analysis is based on results obtained from the DSENT
model [SCK+12]. The Table 4.1 shows a list of the parameters used when
executing the model.

As can be seen in Table 4.2, different parts of the router scale differently
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Figure 4.2: Basic king router organization.

Parameter Value
CPU count 64
CPU separation 1 mm
Flit width 64 bits
CPUs per router 1
Clock frequency 1 GHz
Packet size 16 flits
Virtual networks 1
Virtual channels per port 2
Buffer space per virtual channel 4 flits
Buffer model DFFRAM
Crossbar model MultiplexerCrossbar
Arbiter model MatrixArbiter
Clock tree model BroadcastHTree
Technology 45nm LVT

Table 4.1: DSENT model parameters.

with the number of ports. Since the king topology duplicates the number of
links of the mesh, it follows that the cost of the input ports will be doubled.
The table shows that the same happens with the control circuitry. But in
contrast, the crossbar is known to grow quadratically with the number of
ports.

So far, the area and static energy consumption have been analysed to-
gether as the method of estimation is similar. To obtain an estimation of the
dynamic energy, the traffic must be taken into account. The model used by
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Magnitude Mesh King mesh Increase
Area Crossbar 0.00593 0.02142 3.61
(mm2) Input ports 0.02082 0.03748 1.80

Control 0.00516 0.00922 1.79
Total 0.03191 0.06812 2.13

Ndd Power Crossbar 0.00114 0.00473 4.15
(W) Input ports 0.00616 0.01109 1.80

Control 0.00159 0.00285 1.79
Total 0.00889 0.01867 2.10

Table 4.2: Area and static power comparison of mesh and king mesh baseline
routers.

DSENT is optimistic in the sense that it considers that flits traverse the net-
work unaffected by contention. That is, it ignores the fact that a flit might
wait several cycles at a router for its destination port to become available.
Although it can be argued that such events do not represent a large data
transfer, the process of choosing a blocked port does add a small amount to
the energy cost. And because of the large amount of such events at high
loads, their combined contribution might not be negligible. At any rate, this
can account for the fact that DSENT does not give good energy estimations
at high loads, when the network is congested.

The dynamic energy estimation of DSENT is based on calculating the cost
of moving a flit between two routers at the average distance of the network,
this is called a average unicast event. Due to this and the above constraints,
DSENT can give dynamic energy consumptions for uniform traffic patterns at
low load, which is an acceptable assumption in NoCs. To make an estimation
of the total dynamic energy of a network without using real traffic statistics,
the energy of the average unicast event is multiplied by the average injection
rate per router, the number of routers and the frequency. Knowing that the
average unicast event is computed for the average number of hops in the
topology, the resulting value is the energy per cycle for uniform traffic.

This way of estimating the dynamic energy is adequate when comparing
the efficiency of solutions that give the same performance. However, Section
2.2 stated that the average distance in the king networks is 30% lower, so the
latency will be proportionally lower, and the execution times of applications
will be shorter. In addition, the bisection bandwidth of the king networks is
three times as large, so phases of high traffic are going cause lower congestion
levels than in meshes, which will have a positive effect on the performance.
Therefore, an efficiency metric is required that factors the performance in.
The Energy-Delay Product (EDP)[GH95] is such a metric. It gives the idea
of physical work carried out by a device that spends an amount of energy
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during a given time. Then, a device that consumes more but performs better,
can have a lower EDP than a device that consumes less but takes a long time
to conclude the same task.

To evaluate the EDP of the two routers an experiment is set up in which
a typical collective communication takes place. An All-to-all collective is
known to have uniform traffic distribution, and the average hop count of the
packets is equal to the average distance of the topology. For the network
under study with 64 routers, it involves sending more than four thousand
packets. The delay of the collective is measured by noting the reception
time of the last packet in the network. Then it is possible to determine the
dynamic energy consumption of such a communication. Table 4.3 summarises
the estimations of the energy cost of meshes and king networks during a
single all-to-all exchange, taking into account the dynamic energy and the
run time. It is noteworthy that the consumption in terms of dynamic energy
is significantly less in the king network. This is a consequence of the shorter
distances the packets must travel to reach their destination. Because the
static energy is only considered during the time there is traffic, its value is
also reduced, even if it is still higher than in the mesh. Combining dynamic
and static consumptions shows that the total energy is the same for king and
standard meshes. But since the king network performs the all-to-all in less
time, the EDP is reduced considerably.

Configuration Mesh King mesh Increase
Avg. distance (hops) 5.33333 3.73333 0.70
Avg. unicast event (J) 3.97633×10−11 3.47215×10−11 0.87
Delivery time (cycles) 1914 1199 0.62
Delivery time (s) 1.91×10−6 1.20×10−6 0.62
Dynamic Energy (J) 2.56521×10−6 2.23995×10−6 0.87
EDP dyn 4.89955×10−12 2.68794×10−12 0.55
Static energy (J) 1.08671×10−6 1.43309×10−6 1.31
Total energy (J) 3.65192×10−6 3.67304×10−6 1.01
EDP total 6.97517×10−12 4.40765×10−12 0.63

Table 4.3: Comparison of baseline network configurations during an all-to-all
collective.

The behaviour of real applications is composed of bursts of high traf-
fic, like the all-to-all studied above, interspersed with periods of intensive
computation, in which the network is hardly used. In this scenario, the
power consumption of the king networks will be higher than for the meshes.
Although during the high traffic times the king networks will be the most ef-
ficient, this will be overshadowed by the increased static consumption during
the computation phases.
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It is difficult to model this behaviour with synthetic traffic, and the EDP
metric is focused evaluating the efficiency of a given task. In order to make
efficiency evaluations with synthetic traffic, a new metric is introduced. This
is the Energy per phit (EPP). It denotes the relation of the energy consumed
in a given task divided by the number of phits transferred. In Figure 4.3 the
EPP of the two networks is shown for different injection rates, or loads. It
can be seen that for very low loads, when the dynamic cost is negligible, the
king networks require double as much energy per phit as the normal mesh.
As the load is increased, in both cases the static energy is amortized over
more phits, thus giving lower EPP. However, as king networks have lower
dynamic energy consumption, at higher loads they are able to achieve lower
EPP values than the mesh.
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Figure 4.3: Energy per phit comparison between baseline routers.

4.3 Proposals to improve the EPP in king

networks

The implementation of the routers in the previous section has been done
assigning the same amount of resources per port for both topologies. For
instance, from the buffer space perspective, the king router has double as
much as the mesh. But it has been seen in Section 2.3 that the bisection
bandwidth of the king topologies is three times larger than in the standard
topologies. As a consequence they are able to cope with higher levels of
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traffic. With this in mind, it can be argued that a king mesh can give the
same or better performance as a mesh, but using less resources. This Section
proposes alternative ways of implementing the king router, so that its static
consumption is equivalent to that of the mesh, while still giving the best
performance.

4.3.1 Equalising pin count

As a first approach, it is worth considering the pin counts of both routers
[Aga91]. To make it easier to draw conclusions, only the wires of the links
connecting routers are counted. With the configuration presented in Table
4.1, the mesh has 64 × 4 = 256 outgoing wires, while the king router has
double as much. By halving the phit width, it is possible to build a king
router with the same pin count as the mesh.

The area and power analysis presented in Table 4.4 shows that the new
king router has roughly the same footprint and static consumption as the
mesh. It is noteworthy that the crossbar in the king router is still considerably
larger than in the mesh, however this is compensated by the smaller size of
the input ports and other circuitry.

Magnitude Mesh King mesh base. King mesh
baseline Value Incr. Value Incr.

Area Crossbar 0.00593 0.02142 3.61 0.01109 1.87
(mm2) Input ports 0.02082 0.03748 1.80 0.01913 0.92

Control 0.00516 0.00922 1.79 0.00465 0.90
Total 0.03191 0.06812 2.13 0.03487 1.09

Ndd Crossbar 0.00114 0.00473 4.15 0.00323 2.84
Power Input ports 0.00616 0.01109 1.80 0.00566 0.92
(W) Control 0.00159 0.00285 1.79 0.00143 0.90

Total 0.00889 0.01867 2.10 0.01032 1.16

Table 4.4: Area and static power comparison of baseline routers with reduced
pin-count king router.

Taking the dynamic consumption into account, the Figure 4.4 shows the
EPP values for the standard mesh and the king mesh with the reduced pin
count. It has to be pointed out that the synthetic traffic used for the king
network has duplicated the length of the packets to compensate for each phit
carrying half the information as before. The figure shows that the low traffic
consumption is comparable to that of the mesh, even if slightly higher. But
at medium or high traffic, the king network improves the efficiency of the
mesh in more than ten percent.
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Although this could be considered as a promising result, the truth is that
this approach sacrifices one of the key advantages of the king topologies, the
latency. The fact that the phits are smaller causes packets to be longer, this
duplicates their spooling latency and ultimately delays the delivery.
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Figure 4.4: Energy per phit comparison of mesh baseline router with reduced
pin-count king router.

4.3.2 Equalising buffer space

Observing that the input ports have a high significance in the cost of the
router, a different approach is to reduce the amount of buffer space only, and
leave the rest of the router untouched. In contrast to the previous solution,
this will not affect the size of the packets.

The baseline routers have space for four phits on each queue. In Table 4.5
these are compared with a king router with half the queue length. Obviously,
the size of the crossbar and other components does not change. In gray, the
table shows that the area and power of the input queues is halved, and as
a consequence, the total area and consumption are only around 50% higher
than in the baseline mesh router.

Although the static power is higher than in the mesh, it is compensated
by the topological advantages of the king network. Even for low loads, the
total energy per phit is smaller than in the mesh, as is shown in Figure
4.5. The decreasing tendency of the EPP is maintained by both routers as
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Magnitude Mesh King mesh base. King mesh
baseline Value Incr. Value Incr.

Area Crossbar 0.00593 0.02142 3.61 0.02142 3.61
(mm2) Input ports 0.02082 0.03748 1.80 0.01839 0.88

Control 0.00516 0.00922 1.79 0.00922 1.79
Total 0.03191 0.06812 2.13 0.04903 1.54

Ndd Crossbar 0.00114 0.00473 4.15 0.00473 4.15
Power Input ports 0.00616 0.01109 1.80 0.00547 0.89
(W) Control 0.00159 0.00285 1.79 0.00285 1.79

Total 0.00889 0.01867 2.10 0.01305 1.47

Table 4.5: Area and static power of baseline routers and king router with
half the buffer space.

the load is increased. However, the king network can actually double the
efficiency of the mesh at high loads.

Despite these results, it is important to note that the effect of reducing
the buffer space can degrade the performance with bursty traffic [BCGW11].
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Figure 4.5: Energy per phit comparison mesh baseline router with reduced
buffer king router.
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4.3.3 Concentration

The shortcomings of the previous proposals are solved when considering the
concept of concentration. The concentration factor dictates the number of
CPUs, or cores, connected to each router. This approach has been used
many times in the past, but its application to king networks is full of sense.
Section 2.3 stated that the maximum throughput for small king networks will
be larger than one. This is ideal for concentration, as the underlying topology
is capable of handling heavier traffic coming from more CPUs connected to
each router.

From a cost perspective, at a concentration factor of two, the king net-
work is slightly higher than a mesh, as can be seen in Table 4.6. Note that,
due to the different number of routers in each configuration, the costs pre-
sented in this table combine that of all the routers. This extra static power
consumption is surely compensated by the improved delivery times of the
king mesh. However, the comparison is unfair, as only one of the networks
can be square. The other must have double as many routers on one side. It
has been seen in [CMV+10] that the performance of such networks will be
conditioned by a smaller bisection bandwidth, as well as an uneven traffic
pressure among the different directions.

Magnitude Mesh King mesh C=1 King mesh C=2
baseline Value Incr. Value Incr.

Area Crossbar 0.37952 1.37088 3.61 0.86848 2.29
(mm2) Input ports 1.33248 2.39872 1.80 1.33248 1.00

Control 0.33024 0.59008 1.79 0.32768 0.99
Total 2.04224 4.35968 2.13 2.52864 1.24

Ndd Power Crossbar 0.07296 0.30272 4.15 0.19584 2.68
(W) Input ports 0.39424 0.70976 1.80 0.39424 1.00

Control 0.10176 0.18240 1.79 0.10112 0.99
Total 0.56896 1.19488 2.10 0.69120 1.21

Table 4.6: Area and static power of baseline meshes with king mesh with
concentration factor 2.

Therefore, the concentration factor has been increased to four, where both
networks can be square. For this alternative, the cost values are summarized
in Table 4.7. It shows that, as could be expected, the total cost of the king
mesh is smaller than for the standard mesh. An interesting fact is that the
crossbars do not reduce their total size or static consumption. This is due to
the fact that the number of ports is increased to allow the connection of more
CPUs per router. Although it seems this should be compensated by having
less routers, due to concentration. As is the case with the input ports, for
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instance. But, because the crossbars grow quadratically with the number of
ports, their total area increases.

Magnitude Mesh King mesh C=1 King mesh C=4
baseline Value Incr. Value Incr.

Area Crossbar 0.37952 1.37088 3.61 0.65856 1.74
(mm2) Input ports 1.33248 2.39872 1.80 0.79936 0.60

Control 0.33024 0.59008 1.79 0.19648 0.59
Total 2.04224 4.35968 2.13 1.65445 0.81

Ndd Power Crossbar 0.07296 0.30272 4.15 0.15296 2.10
(W) Input ports 0.39424 0.70976 1.80 0.23680 0.60

Control 0.10176 0.18240 1.79 0.06080 0.60
Total 0.56896 1.19488 2.10 0.45056 0.79

Table 4.7: Area and static power of baseline meshes with king mesh with
concentration factor 4.

Figure 4.6 presents the energy per phit required by the mesh compared
to the king mesh with concentration four. It shows that the efficiency of
the concentrated solution is better. This is explained considering several
arguments. First, obviously the static consumption is 20% less than the
mesh. Second, the smaller size of the network makes the latency shorter,
contributing to a better EDP factor. And third, the king networks have
a larger bisection bandwidth, allowing them to admit more traffic. Which
is important, as one of the shortcomings of concentration is that a smaller
network will reduce the bisection bandwidth. For this reason, king networks
are specially suited to concentration, as their bisection bandwidth is relatively
large.

4.4 Concluding remarks

This chapter presented a preliminary cost analysis of the king networks in
the on-chip context. It showed that the extra cost of these topologies is not
always compensated by their good performance. As a consequence, a search
was conducted to find a lighter configuration of the router, where the cost
would be similar to that of a standard mesh router. The best solution found
was not to modify the king router and apply concentration. It is known that
the bisection bandwidth of the king networks is above one phit per cycle per
router, as several injectors were required to fully saturate them. Therefore,
reducing the cost by halving or quartering the number of routers is full of
sense. The resulting concentrated network still has bisection bandwidth to
manage high traffic bursts, but in addition its average distance is smaller,
thus further reducing the average latency.
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Figure 4.6: Energy per phit comparison of baseline mesh with king mesh
with concentration factor 4.
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Chapter 5

Conclusions and Future work

Through the completion of this thesis it has become apparent that the field of
computer architecture is of utmost importance for the development of faster
and more efficient computers. Furthermore, regardless of their scale, modern
machines rely heavily on parallelism. From the massive number-crunching
machines of the TOP500, to the hand-held devices most people carry, it is
difficult to find examples of single processing units. All requiring an inter-
connection network tuned to their requirements. Due to the effect of the four
walls of processor design, thwarting attempts to design faster processors, the
importance of interconnection networks is on a constant growth. The scala-
bility of modern and future parallel architectures is highly dependant on the
effectiveness of these components.

If the interconnection networks of big machines are mostly implemented
with cables, optical or otherwise, the small-scale devices integrate several
processors in a single chip, demanding an on-chip network. As the technology
improves, it is feasible to fit more and more processors where, only a few
years ago, there was room for only one. This only rises the importance of
the on-chip interconnection networks.

The design of on-chip networks shares a large amount of knowledge with
traditional system networks, but also brings new challenges to engineers. For
instance, the current difficulty stacking several layers of processors on a chip,
forces designers to choose topologies that can naturally adapt to the plane,
as is the case of some of the networks studied here.

This thesis proposes a new topology, the king networks, that could be
used in fault tolerant system networks but they are particularly suited for
the networks-on-chip environment, due to their planar disposition. Compar-
ing them with other planar topologies, it becomes apparent that they have
outstanding characteristics that make them worthy of consideration in future
parallel computer systems.

Even though the king networks duplicate the number of links of tradi-
tional meshes or tori, they triple the throughput of the latter. Thus being

93
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able to deal with higher traffic volumes. In addition, the reduction of their
average distance and diameter procures shorter latencies and faster response
times. On top of this, king meshes are easily partitioned in smaller versions
of themselves. This property is specially attractive as it allows designers to
conveniently organise small tasks, or evenly spread scarce resources, on large
networks.

Regardless of the apparent advantages of a topology, it is worthless with-
out an adequate routing algorithm. This thesis devotes a great effort to
finding the best routing algorithms for king topologies. Depending on the
application, different algorithms, with different advantages are required. For
this reason, several algorithms are presented, giving answer to minimal dis-
tance routing, misrouting or fault-tolerant routing necessities.

In addition to the previous, less technological study of the king networks,
this thesis presents a preliminary cost evaluation in the context of on-chip-
networks. Which allows an estimation of the extra cost incurred when using
these topologies. In light of this, some implementation alternatives are pre-
sented to make an efficient use of resources while preserving the attractive
properties of king networks.

These and other interesting findings and achievements are further detailed
in the following conclusions.

5.1 Topology

Through the topological analysis, a consistent set of expressions for different
parameters of the networks was obtained. These have allowed to formulate
predictions of performance, and explain behaviours observed under the effect
of different traffic patterns and routing algorithms.

For instance, it was possible to conclude that a king mesh, although it
duplicates the number of links, it is noticeably better than a standard torus.
They both have the same diameter, but the average distance of the king mesh
is 7% less and the bisection bandwidth is 50% more. A further advantage
of the king mesh is the implementation complexity, as it does not require a
folding scheme.

If at the beginning of the topological study it was thought that king net-
works, due to their higher number of links, possessed a better path diversity,
the study proved the contrary. Rather than considering this a drawback, it
is taken as an advantage as the extra links can be seen as shortcuts. This
has the effect of reducing the latency, and therefore, allows packets to leave
the network sooner, causing less congestion. Reflecting upon this leads to
the conclusion that path diversity and latency are coupled values in this kind
of topologies, as unit latency implies a fully connected graph, and increasing
the path diversity can only be achieved by increasing the number of hops.
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Another remarkable property of king topologies is their convenient par-
titioning possibilities. A common problem in parallel computer systems is
resource placement, the resolution of which divides the network in a set of
regions with similar shape and a central router. In square standard net-
works, the shape of these regions contrasts to the shape of the network as
they are rhomboid. In fact, in standard meshes the regions are not even
the same shape. In contrast, king networks offer an elegant solution to this
problem. The regions are square, as the network, and the central routers are
also placed on square grid. In a network-on-chip environment, this allows
designers to evenly distribute memory controllers, or gateway routers for a
hierarchical network topology.

5.2 Routing algorithms

Taking advantage of the singular characteristics of the king networks can
only be done with the appropriate routing algorithm. This thesis presents
several, each adapted to different needs. All of them have been designed to
rule out communication anomalies like, deadlocks, livelocks or starvation.

For fast communication in low traffic conditions, the oblivious Knaive
routing is the best choice. It focuses on giving the lowest latencies as well as
establishing a natural balance in resource utilisation under uniform traffic.
When traffic conditions worsen, and a fair amount of congestion is expected,
the hop-by-hop algorithm is best. These try to maximise the utilisation of the
path diversity of the network, while still maintaining the minimum distance
restriction and homogeneous resource utilisation in uniform traffic.

When the traffic patterns that are expected will cause severely uneven
congestion, it is advised to use the misrouting algorithm presented, Kingεδ.
This algorithm allows packets to diverge from the minimum distance path,
thus permitting them to circumvent problem areas. Performancewise it is
better than the classic Valiant aproach, as it does not duplicate the average
distance, and does not require an extra virtual channel for deadlock avoid-
ance.

Most applications rely on collective communications, both in distributed
and shared memory computers. Thus, a broadcast algorithm was proposed,
that can be evolved into a multicast algorithm.

The large number of components in a modern computer forces designers
to take into account their failure. For this reason, this thesis tests the king
network in the presence of faulty links. To overcome the problem of losing
links, two well-known fault tolerant routing algorithms have been adapted
to operate the king networks. Furthermore, a better scaling alternative was
proposed specifically for the king networks, called KFT. This approaches the
routing around faulty links in a local manner, thus allowing the rest of the
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network to operate normally.

5.3 Router design

This thesis also assessed the cost of the king network routers, and compared
them to the cost of a router for standard 2D topologies. By means of this
comparison it was pointed out that the improved performance offered by the
king networks not always justified their cost. Thus, a series of rearrangements
of the routers was made in order to find a more efficient configuration. These
include compensating the doubled degree of the router by halving the width
of the phit, and reducing the length of the queues. However the best solution
was obtained by applying concentration. The king networks do have an
excess of bisection bandwidth, this can only be exploited through the use
of more than one source of traffic per router. This situation is ideal for
concentration, as it allows a reduction of the cost of the network without
excessively restricting the throughput.

5.4 Future work

Any new proposal is just an open door to new challenges. At this point in
the study of king topologies, they still offer a number of open lines for future
research. Due to numerous reasons king meshes are particularly suited to
on-chip solutions. Their flat design can be straightforwardly implemented
in a flat substrate. Also, their reduced latency hints that they will have a
positive impact in the performance on shared memory computers that use
king topologies as interconnection networks in the memory hierarchy. Be-
cause they convey cache lines from shared caches to memory and processors,
a shorter delivery time implies a shorter miss penalty.

Furthermore, the ability of king networks to be partitioned easily in lo-
cality spheres with a central router suggests that these routers could be used
for special purposes. In the context of shared memory computers, they could
be populated with memory controllers, cache directories or accelerators.

It has been seen that a king router roughly duplicates the consumption
of a mesh router. This is caused mainly by the influence of the queue space.
Assuming that cache traffic is not very intense, it might be worth pursuing a
buffer-less, or shared buffer configuration of the router [HY14]. Also, because
king meshes have a larger throughput than standard meshes, they can admit
higher concentration factors, thus achieving higher efficiencies. It would be
interesting to use a more detailed simulation environment to prove these
points.

The proposed hop-by-hop routing algorithm distinguished the output
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ports of a router in three groups, depending on how they approached the
destination router. Only two of these groups were profitable, and only these
can be used for a minimum distance routing algorithm. However, the non-
profitable ports could be used to devise a misrouting algorithm. The thesis
already proposes a misrouting algorithm that can be tuned through two pa-
rameters, but it is based on tables. It can be argued that tables do not scale
well with the number of routers. The new table-less algorithm could use
the two parameters to influence the port choices when routing packets. For
example, the δ can be related to the number of times a packet can be routed
through a non-profitable port.

The fault-tolerant routing algorithm that is described in this thesis could
incur in poor performance in some pathological fault configurations. This
lack of performance has been attributed to the unfairness of the DOR rout-
ing in the escape channels. Since then, a new routing algorithm has been
developed called σDOR that could be used instead of DOR to overcome these
problems. Some tests in this direction would be interesting.

5.5 Publications

The research presented in this thesis revolves around the study and evaluation
of the king topologies. These have their origin in work developed in the field
of coding theory. Which, like the field of interconnection networks, relies on
graph theory. As a consequence, findings in one field are often translatable
to the other.

The following publications stem from a basic line of research around cod-
ing theory. During the development of this research, the idea of using king
topologies in interconnection networks became worthy of a more applied re-
search.

• Carmen Mart́ınez, Esteban Stafford, Ramón Beivide, and Ernst Gabidulin.
Perfect Codes over Lipschitz Integers. In Information Theory, 2007.
ISIT 2007. IEEE International Symposium on, pages 1366–1370, June
2007.

• Carmen Mart́ınez, Esteban Stafford, Ramón Beivide, and Ernst Gabidulin.
Modeling hexagonal constellations with Eisenstein-Jacobi graphs. Prob-
lems of Information Transmission, 44(1):1, 2008.

• Carmen Mart́ınez, Esteban Stafford, Ramón Beivide, Cristóbal Ca-
marero, Fernando Vallejo, and Ernst Gabidulin. Graph-based metrics
over QAM constellations. In IEEE Int. Symp. on Information Theory,
page 2494, 2008.
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