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Abstract

Healthcare management is one of the first-class issues in any modern so-

ciety. At the same time, new data mining techniques and tools are hatching

as a response to an ever growing number of so-called big data applications; in

particular, complex networks and network science are consolidating as the tool

of choice for the analysis of many non-relational unstructured data sources. In

this work we put in contact these two worlds by analysing the characteristics of

a diagnoses network emerged from national public healthcare system data. Dif-

ferent methodologies to extract and transform the data are explored, and several

results evidencing interesting patterns in the data are presented. Additionally, a

complementary analysis from the point of view of Bayesian networks is as well

proposed, establishing a comparative between both approaches.
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Resumen

La gestión sanitaria es una cuestión de primer orden en cualquier sociedad

moderna. Al mismo tiempo, nuevas técnicas y herramientas de minería de datos

están emergiendo en respuesta al creciente número de las llamadas aplicaciones

big data; en particular, las redes complejas y el análisis de redes se están con-

solidando como herramienta a utilizar en el estudio de muchas fuentes de datos

no relacionales desestructuradas. En este trabajo ponemos en contacto estos

dos mundos mediante el análisis de las características de una red de diagnósticos

surgida de los datos del sistema público nacional de salud. Se han explorado difer-

entes metodologías para extraer y almacenar los datos, y múltiples resultados que

muestran patrones interesantes en los datos son presentados. Así mismo, se pro-

pone un análisis complementario desde el punto de vista de las redes bayesianas,

estableciendo una comparativa entre ambos enfoques.

Palabras clave — sanidad, big data, redes complejas, redes bayesianas
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Introduction

Computers, and computer science, were born as a means to compute, anal-

yse and store information beyond human capabilities. Nowadays, although many

other applications have been enabled or enhanced by computers (such as digital

entertainment or communication), data is still central to most of the problems

associated with the field – and will presumably continue to be. Our current

technological and social context has boosted the data generation rates to un-

precedented levels in every aspect of human activity: economy, science, politics,

etc.

The availability of such amounts of data has led to the coining of “big data” as

a comprehensive term, often qualified as a buzzword, that refers to the extensive

paradigm of environments where extremely large amounts of data are stored

and analysed to extract conclusions and make decisions. Buzzword or not, the

expression has permeated through society, arising the awareness that information

should not be considered as a plain registry of facts any more, but as a source of

knowledge waiting to be discovered, and to that end, every bit of information is

potentially useful and must be properly saved and accounted. This has resulted

in a whole set of concepts and technologies emerging around the term, intended

to ease in some form the translation from data to knowledge: NoSQL, Hadoop,

data mining, etc. Being a relatively recent field, the excitement about big data

is currently at its peak.

In this work we will study a healthcare management database from the
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perspective of big data, trying to identify distinctive patterns that allow us to

better understand the trends and dynamics in the system. In particular, the

study will focus on diagnoses and the relationships among them, using the tools

provided by complex networks theory. We will also compare this approach with

other graph-related techniques such as probabilistic networks.

1.1 Healthcare management: a big data challenge

Healthcare management is a perfect example of big data problem. A national

healthcare system attends millions of patients a year, and every visit and stay

must be duly registered so each medical record can be accessed at any time.

Also, it is a basic requirement to keep track of costs. But, even further, this

registry can be used to analyse the system and obtain new insights that allows

not only to describe, but also to improve its performance, detecting inefficiencies,

redistributing resources or restructuring the service. And all of this with the

objective support and the constant monitoring provided by data.

The target of our study is the Spanish national healthcare system. It goes

one step further in the long and fruitful relationship between the Spanish Ministry

of Health and the University of Cantabria. This collaboration has been the

source of projects already deployed such as iCMBD [7], an interactive web tool

that allows a manager to analyse and compare multiple healthcare metrics by

geographical area, observe the correlation between different variables or quantify

the effects of the demographics and the specialization of a clinic, among other

features.

iCMBD meets all the requirements to be qualified as a “big data applica-

tion”. It is fed by the CMBD (minimum basic data set), a high-volume database

which centralises every relevant patient data: personal information, visits and

stays, detected diagnoses and applied procedures. The tool queries this database

to obtain non-obvious, useful statistics that a domain expert (a manager) can

understand and incorporate to his or her decision-making process.

While iCMBD does a great job providing extensive descriptive analyses

about patients or clinics, it does not consider the nature of the relationships

among diagnoses.

Our work proposes a new approach to this problem based on the idea of



C
ha

pt
er

1.
In

tr
od

uc
ti
on

3

modelling the CMBD as a network, exploring the pros and cons of the method

and the potential benefits from a practical point of view.

1.2 Complex networks

Graph theory is a mature branch of mathematics whose origins date back

to the eighteenth century, and which has developed a myriad of results and ap-

plications with both theoretical and practical relevance. There exists many solid

theorems and algorithms relative to problems like shortest path finding, max-

flow and min-cut or graph colouring, which typically provide precise solutions to

very concrete questions.

However, over the last few decades newer kinds of graphs have emerged, or

become feasible subjects of study, exhibiting distinctive quantitative and qualita-

tive features that lead to questions not considered by graph theory before. This

is what network science has termed as complex networks.

Complex networks [8] are commonly defined as large scale graphs with

non-trivial topological features. This loose definition tries to encompass several

graphs derived from real-world complex systems that, belonging to completely

different domains, display analogous characteristics. In particular, the study of

complex networks focuses on how their links are distributed and what are the

underlying reasons for such a layout, proposing mathematical models to explain

it.

A clarifying example of this is the degree distribution analysis. The degree

of a node is defined as the number of incident links it has. The statistical dis-

tribution of degree is a feature of complex networks that, when compared to

other kind of graphs, yields surprising (i.e. non-trivial) results. Figure 1.1 shows

the degree distribution for several real-world complex networks and for a random

network, in logarithmic axes and normalised with respect to the number of nodes

in each network. The distribution in blue corresponds to a snapshot of the struc-

ture of the Internet [9]; in green is a scientific coauthorship network in the field of

astrophysics [10]; in yellow is an Enron email communication network published

during its investigation [11]; and in red is a random network, where the prob-

ability that each pair of nodes is linked is independent and constant, following

an Erdős–Rényi model [12]. The differences are visibly notable, but they can be
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summarized in the fact that random networks expose degree distributions with

definite mean and standard deviation, while real-world networks usually resemble

distributions similar to a power law without definite standard deviation or even

mean (with an exponent between −1 and −3). This is a consistent phenomenon

in large, complex real-world networks, disregarding their source and not only for

human-related fields, but also in areas like physics or biology [13].

This kind of degree distribution suggests that most of the nodes in the

networks are very little connected, while a small set of them, the so-called hubs,

have an extremely high number of links. This translates into two prominent

features present, to some extent, in most of the existing complex networks: the

scale-free property and the small-world property. A network is said to be scale-

free if it shows self-similarity, that is, if the structure of a subset of it is similar

to its whole. Mathematically, it means that the degree distribution is a power

law; however, real networks rarely (if ever) display perfect power laws, especially

at their tail, due to their finite size, so in practice a network whose distribution

behaves mostly as a power law is considered to be scale-free. The small-world

property, on the other hand, requires that the distance between two arbitrary

nodes of the network be small. More specifically, it must grow proportionally to

the logarithm of the size of the network, or slower. The aim of network science

is to provide techniques and measures to understand and characterize scale-free

and small-world networks, focusing on real-world problems.

Figure 1.1: Degree distributions of different networks
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In this work we show that healthcare datasets can be represented as large

complex networks and that, therefore, understanding the ways some of its ele-

ments, namely, diagnoses, relate to each other cannot be achieved through simple

inspection of the data. Network science offers the adequate tooling to make sense

out of this vast amount of information.

1.3 Probabilistic networks

Another very different kind of graphs are probabilistic networks. In these

networks each node represents a random variable, and the links, possibly along

with some additional information, denote the conditional dependences among

them. The layout therefore does not represent any physical reality, but is built

on knowledge of the system or learnt from data.

The most common type of probabilistic networks are Bayesian networks [14].

Bayesian networks are directed acyclic graphs where two nodes (i.e. variables) are

linked if there exists a statistical dependence between them. The quantification of

this dependence is given (for discrete variables) by tables stored along with each

node in the network, expressing the probability distribution of the corresponding

variable for every possible combination of values for its parents. These local

probabilities define a joint probability which allows updating the probability

distribution of every variable as one incorporates knowledge about the state of

the system or evidence. This is done by computing conditional probabilities of

the variables of interest, given the available evidence:

P (d1, . . . , dn) =
n∏

i=1

P (di | parents (di))

For instance, consider the example of the Bayesian network in figure 1.2. It

expresses the probability that a person takes exercise, which is conditioned by

two factors: whether it is weekend and whether it is rainy, in turn conditioned

by whether it is cloudy. This network provides answers to queries like “what is

the probability of taking exercise on a cloudy weekend?” (0.45, for what it is

worth).

Note that, as counterintuitive as it may seem, the directions in the links

do not represent causality. Although it seems obvious that the decision of not

taking exercise on a rainy day is the result of the fact that it is rainy, generally
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Cloudy

Rain

Exercise

Weekend

True False
0.6 0.4

Cloudy True False

True 0.7 0.3
False 0.1 0.9

True False
0.29 0.71

Weekend Rain True False
True True 0.3 0.7
True False 0.8 0.2
False True 0.1 0.9
False False 0.5 0.5

Figure 1.2: Example Bayesian network

one cannot assume any kind of cause-effect relationship between the variables.

The purpose of the directions, though, is to describe conditional dependences.

For any variable with more than one parent, each pair of parents is conditionally

dependent with respect to said variable, i.e. become dependent whenever the

state of the variable is known. In the previous example, “Weekend” and “Rain”

are not dependent, but if there is evidence that “Exercise” is true, they become

dependent – which stands to reason: if the day is rainy and even then exercise

has been taken, the probability of it being weekend increases.

Unlike complex networks, probabilistic networks are an quantitative tool

allowing for probabilistic inference that condense actual knowledge of a system

beyond the observable facts. However, the complexity of the learning process

and inferring algorithms requires a lot of computational effort when the number

of variables is too large. The combination of both approaches will enable us to

use probabilistic networks for particular subsets of the problem that a complex

network analysis reveals as interesting.
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Data preparation

The first goal of this work is to try to understand the available data and

provide an appropriate representation. These are important tasks on its own right

and a proper implementation of these is critical to the success of any subsequent

analysis. This chapter covers these aspects of the project, which correspond to

the selection, preprocessing and transformation stages of the knowledge discovery

process [15].

2.1 The CMBD database

As explained in chapter 1, the aim of the CMBD is to provide a single

central data source containing all the relevant data relative to medical care in

the national healthcare system. This data is stored in a relational database

consisting of one single table, in which each row represents a whole medical care

process, i.e. a medical visit or a whole hospital stay, from admission to discharge.

For our interests every row contains information about the patient, the hospital,

the stay and the diagnoses. The table 2.1 describes the relevant fields of the

database.

As can be seen, the CMBD is clearly oriented to medical records. The

single-table design has a number of performance benefits such as effective use

of indices, absence of expensive join operations and higher cache accuracy; as a

result, the CMBD is able to compute aggregated results over millions of records
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Field name Description Type

id A unique identifier for the record. Integer

age The age of the patient. Integer

sex The sex of the patient. Integer

drg The DRG classification of the patient [16]. Integer

areaCode The area where the hospital is located. Integer

admissionType Reason why the patient was admitted. Integer

dischargeType Reason why the patient was discharged. Integer

admissionDate Date on which the patient was admitted. Date

dischargeDate Date on which the patient was discharged. Date

principalDiagnosis The most important diagnosis during the
whole stay (note that this is not necessar-
ily the diagnosis for which he or she was
admitted).

String

secondaryDiagnoses Every other diagnosis during the stay, as
a space-separated list.

String

Table 2.1: CMBD relevant fields

in few minutes or even seconds. It is quite straightforward, for example, to

aggregate data based on the age of the patient, to extract the subset of records

related to a particular geographic area, or even to analyse how the length of

the stay correlates to other parameters. These and other analyses have already

proven to be useful and can be performed with the iCMBD tool [7]. However,

this representation does not allow for the study of diagnoses. Each diagnosis has

an associated standard code, but these are not stored as references to unique

entities but as repeated strings; what is more, space-separated lists can hardly

be directly exploited with data mining techniques by reasonable means. Hence,

a proper representation of the data shall be considered.

2.1.1 Diagnoses encoding

It is worth explaining how the diagnoses in the CMBD are encoded. The

standard that rules this encoding is based on the ICD [17], which is maintained

by the World Health Organization and is the most widely adopted classifica-

tion for diseases worldwide. The Spanish healthcare system features an adapted

version of the standard maintained by the Ministry of Health [18]. This classifi-
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cation is defined as a hierarchy, where each code may have one or more subcodes

that specialise the diagnose. This design allows for refinements of the encoding

in subsequent revisions of the standard. Each diagnosis code consists of three

numbers indicating a general symptom, possibly followed by a period and one or

two numbers that specify different variants. Figure 2.1 shows an example of this

hierarchy for the case of premature births.

765
Disorders relating to
short gestation and
low birthweight

765.0
Extreme immaturity
of infant

765.00
Unspecified weight

765.01
Less than 500 grams

765.02
500–749 grams

...

765.09
2, 500 grams and
over

765.1
Other preterm in-
fants

765.10
Unspecified weight

765.11
Less than 500 grams

765.12
500–749 grams

...

765.19
2, 500 grams and
over

765.2
Weeks of gestation

765.20
Unspecified weeks

765.21
Less than 24 weeks

765.22
25–26 weeks

...

765.29
37 or more weeks

Figure 2.1: ICD diagnoses hierarchy example

The ICD is a comprehensive and solid standard. However, it should be noted

that the very definition of the encoding introduces some constraints with respect

to which diagnoses may or may not concur: for example, the encoding shown

in figure 2.1 clearly implies that all the diagnoses under 765.0 and 765.1 are

exclusive among them. This could have an impact on the results of an analysis

of the data.

2.2 From the CMBD to networks

We will consider now some alternative representation of the CMBD that,

while based on the same information, enables us for further exploration of the

data. We will define a property network which expresses the relationships among

the entities of interest of our work.

As this study focuses on diagnoses, it seems reasonable to display them as



C
ha

pt
er

2.
D

at
a

pr
ep

ar
at

io
n

10

distinct nodes in the network. Hence, a straightforward transformation from the

CMBD to a network would be to define one node for each record in the database

and one node for every diagnosis. Then the appropriate relationships should be

established, indicating both the principal and secondary diagnoses of each record.

Also, the properties of every record should be attached to the corresponding node.

Figure 2.2 illustrates the appearance of the resulting network. We will call this

representation the full CMBD network, as it still holds all the information that

was stored in the original CMBD.

Records

id 63845
age 52
sex female
...

id 98412
age 36
sex male
...

id 34871
age 41
sex female
...

...

Diagnosed with Diagnoses

D1

D2

D3

D4

D5

...

Principal diagnosis Secondary diagnosis

Figure 2.2: Full CMBD network

The full CMBD network is a good alternative to the relational table with

respect to diagnoses because it allows (theoretically) for queries such as the num-

ber of records in which one particular diagnosis appears or the age distribution of

a disease. Relationships between diagnoses, which is our actual interest, can also

be discovered by studying the paths between pairs of nodes through the records.

2.2.1 Network reductions

Although the full CMBD network offers a wide range of possibilities, per-

forming an actual analysis on it is nearly infeasible because of its size. Not only
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it has a large number of nodes, as every record must be represented as one, but

also some nodes, namely the most common diagnoses, may easily be linked to

millions of records. This leads to unavoidable performance issues that would

require considerable amounts of computational power and time.

Nevertheless, it must be noted that the bulk of the network is composed of

record nodes, and yet the aim of the study is related to diagnoses, which comprise

a relatively small part of it. We should consider some transformation or reduction

of the network in order to build a tractable data structure. Chapter 3 presents

some possible reductions. We will design now a methodology that allows us to

construct arbitrary reductions of the network from the CMBD.

2.3 Building the networks

Although the full CMBD network is conceptually simple, it is not as trivial

as it may seem to build and handle. As we said, the CMBD is comprised of

several millions of records and a strategy must be designed in order to carry out

a successful data extraction process. This strategy should ideally address the

following issues:

• Extract the data from the CMBD database.

• Transform the extracted data according to arbitrary network reductions.

• Store these networks in an appropriate format for a posterior analysis.

• Perform all of these tasks within reasonable computational resources and

time.

2.3.1 Extracting the data

The first step to build the networks is to extract the data from the CMBD.

Given the magnitude of the database, the only way of dealing with it is by

partitioning the whole data set into relatively small pieces, processing each one

separately and saving the results into persistent storage. This way the memory

usage can be kept at low levels independently of the size of the data. Additionally,

the whole database should ideally be traversed just once, or as few times as

possible.
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To implement this streamed process we have used Spring Batch [3], a frame-

work that provides a batch processing paradigm that frees the programmer from

most of the common concerns such as database connection handling, data flow

configuration or output formatters. It is built around concepts like jobs, tasks,

readers, writers and processors, allowing to program highly reusable logic that

can be flexibly assembled into different jobs. Figure 2.3 depicts a common data

flow in Spring Batch. Any piece of the process (that are usually composed of

other interchangeable pieces themselves) can be replaced without affecting the

others, easing the integration of new input, output or logic.

Database

Reader Processor Writer

FileSpring Batch

Figure 2.3: A typical Spring Batch job

2.3.2 Graph databases

While there exist a wide range of storage solutions and formats for relational

data schemes (mainly RDBMS software), the same is not true for graphs. Tra-

ditional databases are focused on data entities rather than relationships between

these, which must be expressed as foreign keys and explored through costly join

operations. This has been a successful paradigm for a long time in many ap-

plications, but nowadays data is not only a historical log of events any more,

but a source of knowledge fed to analytical processes where relationships play a

vital role. Moreover, newer big data challenges, such as social networks or web

searching, do not really fit into a traditional relational model and call for more

suitable approaches.

Several alternatives have been proposed to tackle this need in recent years,

some of them within the category of so-called NoSQL systems [19]. In partic-

ular, a new family of data storage systems called graph databases has emerged

to deal with this particular problem. Graph databases store the information as

a property graph, i.e. a multigraph where every node and edge may contain



C
ha

pt
er

2.
D

at
a

pr
ep

ar
at

io
n

13

an arbitrary number of attributes or properties. This however does not mean

that graph databases are restricted to a specific set of problems where data is

explicitly a graph; actually, any relational database can be indeed expressed as a

graph, where rows represent vertices and foreign keys edges. The main difference

is the focus of each of these systems. More specifically, a graph database typi-

cally stores relationships as collections attached to each node containing pointers

to the physical location of the relationships targets [20]; therefore, the time re-

quired to traverse the list of related nodes will stay constant independently of

the number of nodes in the network. This is a great improvement over relational

systems. Consider for example a social network: with a graph database, the

problem of retrieving the list of contacts of a user, or even second or third de-

gree contacts, is quite trivial, while a relational database would need to execute

several complex join queries. Of course, there are contexts where a relational

database will always outperform a graph database, like aggregation operations

or grouping. No only that, but also major relational databases are very mature

software with demonstrated strength and lots of fine-grained optimizations.

Graph databases are clearly a fitting option for our problem. Being designed

to handle large scale graph data, even the full CMBD network could be stored

in there. This does not mean that the reduced versions of the network will

not be needed; our analysis tools work with in-memory structures, so even if

a graph database can hold the whole data, it will not be possible to feed it to

the analysis as is. Nonetheless, setting a graph database with the full CMBD

network amid the relational CMBD and the reduced networks is still useful. The

reduced graphs have the drawback that many interesting pieces of information

are discarded, making impossible, for example, to make a statement about the

differences in the relationships among a set of diagnoses along time or between

sexes. However, given a means to extract a reduced network from the full CMBD

network in a graph database, it should be fairly easy to filter the full network

by arbitrary criteria (e.g. the year) and generate a reduced network for a given

set of conditions (e.g. the reduced network for the year 2008). Following this

logic, consecutive analysis could be systematized to observe the differences in the

results for different filters.

As a proof of concept, we have deployed an instance of Neo4j [5], an open

source graph database developed in Java and one of the most widely adopted of
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its kind. In order to dump the CMBD data to this database, a Spring Batch job

has been appropriately configured. Counterintuitively, this job does not actually

inserts any data in the database; although it would have been a straightforward

option, inserting such amount of nodes and relationships in Neo4j one by one

would take too long. For this reason, specific tools have been designed to optimize

the insertion of large volumes of data into Neo4j. In particular, the batch-import

tool [6] is able to read graph data from plain text files and insert it into a

Neo4j database several times faster than an equivalent program using regular

insertions. Therefore, the final data processing pipe would start in the CMBD

relational database, which is read by the Spring Batch job, which generates the

appropriate input files for batch-import, which in turn inserts the data into a

Neo4j database from where a reduced network shall be generated for the analysis

process.

CMBD Spring Batch batch-import Neo4j Analysis

Reduce

Figure 2.4: Data processing pipe with a graph database

2.3.3 Performance issues

In theory, this methodology would expose a great flexibility while using an

acceptable amount of resources, as the whole process of taking the data from the

CMBD to Neo4j can be carried out in less than a day. Unfortunately, there exists

an unexpected pitfall related to the network reduction process. Neo4j features a

powerful pattern matching query language called Cypher, which allows the user

to express graph related operations in a much more intuitive and succinct way

than a relational query language like SQL. Without getting too deep into details,

one can appreciate the benefits of such language by simply reading the following

code excerpt, that lists the edges of a possible network reduction (described in

chapter 3):

This is an example where graph databases evidence their potential. Of

course, not only the query can be expressed with less effort (just one statement),

but it also should be completed, in general, faster than in a relational database,
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>> MATCH (diag1)<-[:DIAGNOSED]-(record)-[:DIAGNOSED]->(diag2)
WHERE ID(diag1) < ID(diag2) // avoid duplicated edges
RETURN diag1, diag2, COUNT(record);

as Neo4j is optimized for this kind of jobs. Disappointingly enough, experimental

runs of this kind of query (and even simpler ones) over the full CMBD network

in a Neo4j database never finished after a long running time. This was not the

predicted behaviour, as Neo4j has demonstrated to be able to perform well with

databases with a very large number of nodes and relationships.

As we stated before, graph databases are still quite new in the market when

compared to traditional relational databases, and so they lack some of the added

value that maturity has given to those, like a well established body of knowledge

of the technology, or advanced tools like profilers or query analysers. Still, revis-

iting the nature of our data may yield some hints about why Neo4j is not being

successful with this problem.

It has been explained that the main difference between relational databases

and graph databases is that the former store relationships as foreign keys of a

table, while the latter store them as a collection of indices to the physical location

of the data. In particular, Neo4j uses a linked list structure to keep track of these

indices, which means that, usually, all of the relationships associated with a node

must be explored whenever a node is considered for pattern matching. Now,

coming back to our data, it must be recalled that relationships are not equally

distributed among all the nodes. Most of the nodes represent a CMBD record,

which usually will be connected to a few diagnoses, principal and secondary.

Diagnoses, on the other hand, are not quite the same. There are rare diseases

that may only manifest in a very reduced number of cases, but any common

diagnosis will be connected to hundreds of thousands, or even millions of records.

Considering the network reduction operation, it is presumable that the cause of

these performance issues is therefore related to the particular topology of the

CMBD full network.

It is worth mentioning though that these kind of reduction operations, as

well as several others graph transformations, arise in many data analysis contexts,

and there is still no general solution for them. Theoretical approaches have been

proposed to translate OLAP concepts to the graph database paradigm [21] [22],
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but, at present, effective business products are yet to be provided by the data

analysis industry. In any case, this is a topic beyond the scope of this work.

2.3.4 Alternative setup: ad-hoc network building

Given the fact that the full CMBD network is not tractable within the

limits of our work, our only option is to generate the reduced networks directly

with a Spring Batch job. Note that the possibility of studying the variations

in the conclusions yielded by the analysis by year or sex could still be possible

by tweaking the Spring Batch job to generate multiple instances of a reduced

network for different combinations of filters (effectively absorbing the role initially

intended to be played by the graph database). However, the generation of each

instance would need to explore the whole CMBD, which is time-consuming and

inefficient, and the customization of the job for every variation would be hard to

systematize, so one could hardly call it an effective methodology.
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Analysis

Once the data has been properly extracted and prepared, the analysis stage

begins. This chapter presents a descriptive analysis of the diagnoses network

from the perspective of complex networks in order to assess its topology and

decide whether interesting structures arise in it or not. The results of some com-

munity detection experiments are also displayed, and finally an analysis strategy

combining all of the above with Bayesian networks is proposed along with some

results.

The data used to build the networks for this analysis is the set of hospi-

talizations during the year 2011 in Spain. Although there could be variations

from year to year, it can be considered a sufficiently representative sample to

extrapolate the overall results.

3.1 Network models

As was explained in chapter 2, the full CMBD network is not suitable for

analysis, as it is too big and contains too much unnecessary information, and

some kind of reduction is needed. Let’s explore some of these possible reductions.

3.1.1 Concurrent diagnoses network

Most of the nodes in the full CMBD network are records, which are not

really interesting to our study (which is focused in diagnoses). We will build
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an undirected network where the only existing nodes are the diagnoses and a

relationship will be established between two of them if there exists at least one

record where both diagnoses appear together (as principal or secondary), i.e. if

they are concurrent.

In contrast to the full CMBD network, in this representation all edges are not

equally important: the number of times two diagnoses show up together must be

considered. To account for it, a weight will be added to every link indicating the

frequency of the relationship. Figure 3.1 shows the configuration of this network

considering the example shown in figure 2.2. As can be seen, the relationship

between D2 and D3 has a weight of 2 because they are concurrent diagnoses in

records 63845 and 34871. We call this the concurrent diagnoses network.

Note that, although the number of nodes in this network is reduced from

millions (in the full CMBD network) to thousands, it will be much more dense,

because, given a large enough number of records, even pairs of diagnoses without

a significant correlation (or no correlation at all) are likely to display low weight

relationships.

3.1.2 Principal diagnoses network

The concurrent diagnoses network establishes a link between any pair of

diagnoses concurring on one record, whether principal or secondary. However,

while a correlation between a principal diagnosis and its secondary seems appro-

priate, it does not seem so clear that two secondary diagnoses should be related:

they could just be independent consequences of the principal diagnosis, or arise

from some unrelated chronic disease, for example.

We will consider another network that takes this point into account. As with

the previous network, the nodes will only be the diagnoses, but now links will

be established only from every secondary diagnosis on a record to its principal

diagnosis; secondary diagnoses will not be related any more, unless they display

a principal-secondary relationship in some other record. Again, a weight on each

edge will indicate the frequency of the relationship. Figure 3.2 demonstrates the

appearance of this network continuing with the example in figure 2.2. We call

this the principal diagnoses network.

Although still dense, the resulting network should have significantly less

edges than the previous one, as connecting diagnoses on an all-to-all basis gen-
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erates quadratically more relationships per record.

3.1.3 Directed principal diagnoses network

One interesting aspect that is missing in the above introduced network is the

quality of a diagnosis of being the principal one. The network will show how many

times two diagnoses appear together, but not how many times each diagnosis

was the principal one, if any. This is an arguably significant information, as

the principal diagnosis is supposed to be the main reason for the hospital stay,

and therefore those diagnoses which are more frequently principal should be

considered as more “informative” than those who are typically secondary, which

are usually already known comorbidities [23].

To keep track of this information, we can build the principal diagnoses net-

work and add a directionality to its links, so now each record will generate (or

increment the weight of) a directed link from every secondary diagnosis to its

principal. The network would result as depicted by figure 3.3 (which, obviously,

is very similar to figure 3.2 except for the directions in the links). We call this

the directed principal diagnoses network.

Although this figure does not exemplifies it, this network may (and will)

present parallel links with opposite directions, i.e. pairs of diagnoses that in

some records have a principal-secondary relationship and in some other records

have the opposite ones. This should not surprise us: it is normal that two related

diagnoses have different relevancies depending on the medical case. Furthermore,

although there is only one principal diagnosis for each record, it is not uncom-

mon that two or more of them play a significant role in one particular stay and

so similar cases may have different principal diagnoses at the discretion of the

physician.

3.2 Topological description

We start performing a descriptive analysis of the networks that will let us

know about some of their overall topological features. This will allow for more

concrete inquiries and novel conclusions in the following sections.



C
ha

pt
er

3.
A

na
ly

si
s

20

D1

D2

D3

D4

D5

Concurrent diagnoses

1
1

2

1
1

1

Figure 3.1: Concurrent diagnoses network
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Figure 3.2: Principal diagnoses network
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Figure 3.3: Directed principal diagnoses network
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3.2.1 Degree distribution

The first property to be studied in a complex network is the degree distribu-

tion. As it was shown in chapter 1, this is a quick analysis that reveals some of

the characteristics of a network. It allows, at the very least, to discern whether

there may exist an underlying pattern or growth model explaining the structure

of the network or, on the contrary, whether it resembles a random configuration.

The following histograms, which show the degree distributions for the previously

defined networks, are displayed on logarithmic axes. Logarithmic binning [24]

has been used in order to get equally spaced points and avoid the noisy tail effect

produced by linear binning. The histograms are compared with different power-

law fittings for different areas of the distributions, using the following formula

given in [8]:

α = 1 +N

 ∑
i|ki≥kmin

ln
ki

kmin − 1
2

−1

Where α is the power-law exponent, ki is the degree of the i-th node of the

network and kmin is the minimum degree for which the fit is made.

Figure 3.4 shows the degree distribution of the concurrent diagnoses network.

As can be seen, it behaves similarly to a power law until approximately degree

1000, where it starts to decay. The grey lines represent power-law fits with

exponents −1.2 and −5. This histogram suggests that the network is likely to

behave similarly to other well-known scale-free, small-world networks.

The previous figure did not consider the weights of the network. However,

evidently, the importance of links with very disparate weights should not be

deemed equal. There is no standard way of dealing with weights in a complex

network, although several approaches have been proposed [25][26][27]; still, the

selected strategy will heavily depend on the nature of the particular problem.

We will now follow the guidelines proposed in [25], which suggest to consider the

weight of the link as a multiplicity value (so, for example, in a weighted network

a link with a weight of 30 would be accounted as 30 parallel links), and compare

the new degree distribution with the unweighted one.

Figure 3.5 shows the resulting distribution. It can be seen that the weighted

degree reaches up to three orders of magnitude more than regular unweighted de-

gree. Also, there exists a similarity with a power law, only the decay is smoother
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in this case. The plotted exponents are −1 and −1.9, so, although it is clearly

not a power law, it is actually not very different.

The degree analysis for the principal diagnoses network is a little bit dif-

ferent, as now one could consider the total degree of each node (which would

correspond to the undirected version of the network) or the input and output

degree separately (for the directed one). Figure 3.6 shows the distribution for

these three metrics together. Although not exact, all of them are very similar

to each other, and with respect to the concurrent diagnoses network. In fact,

the fitted exponents in this plot are −1 and −4.7, which are relatively near to

the fittings for that network. Thus, it seems that even though the construction

of the network is notably different (having this one far fewer links), the overall

structure remains the same.

Also, the weighted version of the principal diagnoses network continues

the same trend. The distribution shown on figure 3.7 displays again a smooth

crossover which in this case goes from exponent −1.2 to −2.3.

3.2.2 Degree assortativity and correlation

The degree distributions show that the networks have a small set of high-

degree hubs and a majority of low-degree nodes. However, this does not specify

what is the relationship between these two groups of diagnoses (and those in

between). The assortativity coefficient [8] measures the tendency of the vertices

in a network to connect to others that are similar in some sense. In particular,

the degree assortativity is the likelihood that a given vertex is connected to other

with similar degree. Assortativity ranges from −1 to 1, and its value defines three

kinds of networks: if the assortativity is near to 1, then the network is said to

be assortative; if it is near to −1, it is dissortative; and it is neither near to 1

nor −1, but to 0, then it is just non-assortative. In an assortative network, low-

degree nodes will be commonly connected to other low-degree nodes, as well as

to some higher-degree nodes, resulting in strongly connected communities; this

is the typical case for social networks, where most of the users are connected

to a relatively small set of people (low degree), of which only a few (e.g. a

famous person) have a lot of connections (high degree). On the other hand,

in a dissortative network low-degree nodes are mostly connected to high-degree

nodes, shaping a more stellate structure around the hubs. In a non-assortative
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Figure 3.4: Concurrent diagnoses network degree histogram

Figure 3.5: Concurrent diagnoses network weighted degree histogram
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Figure 3.6: Principal diagnoses network degree histogram

Figure 3.7: Principal diagnoses network weighted degree histogram
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network, where nodes are connected indistinctly to similar and dissimilar nodes

alike, none of these two tendencies are present. In most real-world examples

degree assortativity is between −0.4 and 0.4 at most.

Degree assortativity is therefore a summary of the degree correlation, i.e.

the relationship between the degree of a node and the degree of its neighbours.

Let’s see how both relate in our networks. Figure 3.8 shows the degree correlation

for the concurrent diagnoses network, where the colours represent the probability

that a link starting on a node with a degree in the horizontal axis ends in a node

with a degree in the vertical axis. As can be seen, most of the nodes connects

mainly to the hubs of the network, except of the hubs themselves, which, given

the large amount of low-degree nodes, have a stronger correlation with them.

The degree assortativity for this network is −0.352, that is, it is remarkably

dissortative, which fits the figure. This seems to indicate that the hubs of the

network are common diagnoses which may appear in almost any clinical picture,

namely comorbidities, while more specific diagnoses are not so strongly related

between them.

The correlation for the principal diagnoses network is shown in figure 3.9.

The assortativity for this network is−0.207, and it can be seen that the preference

towards higher-degree nodes is even more remarkable. This is an effect of the

removal of the secondary-to-secondary links in the network, which appears to

significantly decrease the connections from hubs to low-degree nodes.

3.2.3 Clustering

Clustering is the tendency of a network to form “triangles”, that is, triplets

of connected nodes. The importance of the triangles in a network is related to

the concept of transitivity, as it represents the situation where a neighbour of

a neighbour is also a direct neighbour. Clustering is usually higher in social

networks, where two people known by a third person are likely to know each

other too.

The local clustering coefficient of a node [8] is the ratio between existing

triangles in its neighbourhood nd all the possible ones. Figure 3.10 shows the

average local clustering with respect to the node degrees for the concurrent and

principal diagnoses networks. The plot is a reflection of the assortativity of the

networks. Low-degree nodes are mostly connected to hubs, which are connected
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Figure 3.8: Concurrent diagnoses network degree correlation

Figure 3.9: Principal diagnoses network degree correlation
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among them, and, in case they are connected to another low-degree node, it is

very likely that it is also connected to some of these hubs; for this reason, local

clustering is high for these nodes. Hubs, on the other hand, are connected to

every kind of node, and in particular to a lot of low-degree nodes, which are

unlikely to be connected among them; thus, the coefficient drops as the degree

increases. The principal diagnoses network, having fewer links, logically presents

a faster crossover.

3.3 Rankings

Now that the topology of the networks has been assessed, it is clear that

the network is not homogeneous at all. In the context of the data, it would be

interesting to be able to find out which are the most important diagnoses, that is,

those more frequently linked, or those more central to the network in some sense.

This is a first step towards the identification of significant multimorbidities.

The importance of a node is not a well-defined property by itself, but instead

there exist several algorithms and formulas, called centrality measures, that pro-

pose different criteria to rank the nodes in a network. The most simple of them

is the degree centrality, which is based on the node degree. Table 3.1 lists the

highest-degree diagnoses in the concurrent diagnoses network, along with their

ICD code [17]. As can be seen, the ranking is leaded by common chronic con-

ditions, like hypertension or smoking, along with frequent diagnoses associated

with a wide range of complications, like fibrillation or infection. This is not a sur-

prising result, but shows that there are two different kinds of hubs: well-known

comorbidities, which are already known to concur with any kind of disease, and

acute diagnoses with a lot of peripheral symptoms (and therefore high degree).

Of these two groups, the latter is the most interesting.

Alternatively to degree centrality, betweenness centrality [28] measures the

importance of a node as the proportion of shortest paths including it. In other

words, it quantifies the loss of connectivity in the network if the node were

removed. Table 3.2 shows the top ten betweenness ranking of the network. If not

exactly equal, almost the same set of diagnoses compose the ranking, mixing both

previously mentioned groups. This seems quite reasonable, since the network has

been determined to have a star-like structure, and so most of the times a pair of
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Figure 3.10: Concurrent and principal diagnoses networks clustering

Degree Code Description

2493 401.9 Unspecified essential hypertension.

1743 250.00 Diabetes mellitus without mention of complication,
type II or unspecified type, not stated as uncontrolled.

1699 305.1 Tobacco use disorder.

1664 272.4 Other and unspecified hyperlipidemia.

1452 427.31 Atrial fibrillation.

1240 V15.82 Personal history of tobacco use.

1078 599.0 Urinary tract infection, site not specified.

1076 518.81 Acute respiratory failure.

1067 584.9 Acute kidney failure, unspecified.

994 V58.61 Long-term (current) use of anticoagulants.

Table 3.1: Degree ranking for the concurrent diagnoses network
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nodes will be connected only through a hub.

While all the nodes prioritized by the previous rankings are important, it

would be desirable to have a ranking not dominated by comorbidities. In order

to obtain it, we resort to the directed principal diagnoses network, and take

advantage of the fact that comorbidities are, by definition, secondary diagnoses

in almost all cases. This means that, while they may have a lot of connections,

most of them will be outgoing towards a principal diagnosis, so focusing only

on the input degree would give them a lower position in the ranking. Table 3.3

shows the ranking by input degree for this graph. Unlike the previous ones, none

of the top diagnoses are now comorbidities. This implies that we can clearly

distinguish comorbidities attending to their input and output degrees, as they

shall have a great number of output links and very few input links.

3.4 Community structure

All the analyses made in the previous sections have provided useful insights

in the understanding of the CMBD diagnoses data, but are still rather descriptive.

We will go one step further now and generate new knowledge about the data by

the discovery of communities in the networks.

Community structure detection is still an open problem in network science.

A community is usually defined as a set of nodes in a network that is densely

connected among them and sparsely connected with the rest of the network;

however, although this is an intuitively simple notion, there exists no single

widely accepted formal definition of the concept [29]. Moreover, there are several

variants of the problem that can be considered, depending on whether or not all

the nodes in the network must be assigned to a community, and whether or

not overlapping communities (i.e. nodes belonging to multiple communities) are

allowed.

One of the most widespread community detection algorithms is based on

Newman’s modularity measure proposed in [30]. We have chosen the directed

principal diagnoses network as input to the algorithm in order to be able to

adequately filter out comorbidities. This network was preprocessed to mitigate

the noise and improve the results: first, links with a weight of less than 20

were considered non-relevant and removed; similarly, diagnoses with less than
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Betweenness Code Description

1.742× 10−10 401.9 Unspecified essential hypertension.

4.848× 10−11 305.1 Tobacco use disorder.

2.914× 10−11 250.00 Diabetes mellitus without mention of complication,
type II or unspecified type, not stated as uncontrolled.

2.294× 10−11 272.4 Other and unspecified hyperlipidemia.

1.728× 10−11 V27.0 Outcome of delivery, single liveborn.

1.358× 10−11 427.31 Atrial fibrillation.

1.093× 10−11 285.9 Anemia, unspecified.

7.933× 10−12 V15.82 Personal history of tobacco use.

7.445× 10−12 518.81 Acute respiratory failure.

7.404× 10−12 745.5 Ostium secundum type atrial septal defect.

Table 3.2: Betweenness ranking for the concurrent diagnoses network

Input degree Code Description

4838 486 Pneumonia, organism unspecified.

4283 428.0 Congestive heart failure, unspecified.

4223 599.0 Urinary tract infection, site not specified.

4199 518.81 Acute respiratory failure.

4145 519.8 Other diseases of respiratory system, not elsewhere
classified.

3706 434.91 Cerebral artery occlusion, unspecified with cerebral in-
farction.

3604 491.21 Obstructive chronic bronchitis with (acute) exacerba-
tion.

3449 038.9 Unspecified septicemia.

3431 584.9 Acute kidney failure, unspecified.

3225 466.0 Acute bronchitis.

Table 3.3: Input degree ranking for the principal diagnoses network
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10 appearances in the database were discarded; comorbidities were filtered by

removing diagnoses with less than 10 input links and with a ratio of input degree

to total degree smaller than 10%; and disconnected diagnoses were also removed.

Figure 3.11 shows the relevant communities detected by the algorithm, omitting

two kinds of communities which have not been considered interesting: a very big

community with all kinds of nodes where the algorithm was not able to find a

significant structure; and a few spurious communities composed of one or two un-

connected diagnoses. The sizes of the nodes are proportional to their frequency,

and the color (from blue to red) and thickness of the links to their weight. Note

that the absence of almost any intercommunity link is due to the omission of

the biggest community in the figure; however, the depicted communities are well

defined and meaningful, describing sets of strongly related diagnoses.

We can compare the previous result with other approaches to the community

detection problem. We will consider now the hierarchical algorithm proposed in

[31], which not only defines communities in the network but also hierarchically

clusters them into higher level groups. Figure 3.12 shows the resulting structure

of this algorithm applied over the same filtered network. Pink squares indicate

how diagnoses have been successively broken down into smaller groups, starting

from the single square in the center to the definitive outermost communities.

Both clusterings of the diagnoses, however, are not significantly different.

For example, figure 3.13 shows two communities: the first one, in blue, was

detected by the former algorithm, while the second one, in yellow, by the latter.

As can be seen, most of the diagnoses are shared between both communities,

reinforcing the idea that the community structure of the data is actually an

intrinsic characteristic of the network.

3.5 Bayesian networks

Community detection algorithms are able to cluster a network in subnets of

related nodes; however, they are still confined within the scope of network science,

which is the study of the topology of a network. Although we have defined

communities of diagnoses, these cannot provide answers to questions like what

is the probability of diagnosis X given Y and Z, because the precise correlations

between them, that is, their conditional dependencies, are still unknown. The
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Figure 3.11: Principal diagnoses network community structure

Figure 3.12: Directed principal diagnoses network hierarchical structure
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Figure 3.13: Communities related to premature birth for different algorithms
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Code Description

761.1 Premature rupture of membranes affecting fetus or newborn.

763.4 Cesarean delivery affecting fetus or newborn.

764.07–764.08 “Light-for-dates” without mention of fetal malnutrition (different
weights).

765.02–765.03 Extreme immaturity (different weights).

765.13–765.19 Other preterm infants (different weights).

765.28 35–36 completed weeks of gestation.

766.1 Other “heavy-for-dates” infants.

766.21 Post-term infant.

768.3 Fetal distress first noted during labor and delivery, in liveborn
infant.

768.4 Fetal distress, unspecified as to time of onset, in liveborn infant.

768.7 Hypoxic-ischemic encephalopathy.

769 Respiratory distress syndrome in newborn.

770.12 Meconium aspiration with respiratory symptoms.

770.6 Transitory tachypnea of newborn.

770.89 Other respiratory problems after birth.

771.81 Septicemia (sepsis) of newborn.

771.82 Urinary tract infection of newborn.

771.89 Other infections specific to the perinatal period.

773.1 Hemolytic disease of fetus or newborn due to ABO isoimmuniza-
tion.

774.6 Unspecified fetal and neonatal jaundice.

775.0 Syndrome of “infant of a diabetic mother”.

775.6 Neonatal hypoglycemia.

779.3 Feeding problems in newborn.

779.89 Other specified conditions originating in the perinatal period.

V29.0 Observation for suspected infectious condition.

V30.00 Single liveborn, born in hospital, delivered without mention of ce-
sarean section.

V30.01 Single liveborn, born in hospital, delivered by cesarean section.

Table 3.4: Diagnoses in the premature birth community
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identification of said dependencies is achieved through probabilistic tools, such

as Bayesian networks.

As explained in chapter 1, Bayesian networks are a powerful method to learn,

express and infer knowledge from a data set of correlated variables. However,

they have a major limitation with respect to the amount of variables they can

handle within reasonable resources, as their associated algorithms and structures

are expensive in terms of time and space. For this reason, creating a Bayesian

network for all the diagnoses in the CMBD is an unattainable task. We will

now make use of the community structure discovered in the previous section to

build a Bayesian network for one of the detected communities. This is reasonable

because we already know that diagnoses belonging to the same community are

strongly related among them and more weakly connected with the rest of the

network, and is a tractable problem because the sizes of the communities are

manageable.

We will focus on one of the communities of diagnoses related to premature

birth previously detected; specifically, on the one represented in blue in figure

3.13. The descriptions of the diagnoses in the community are detailed in table

3.4. Codes ranges represent similar diagnoses with different details: for example,

extreme immaturity is represented with 765.02 for newborns weighing 500 to 749

grams and with 765.03 if the weight is within 750 and 999 grams. The figure

shows that this community is densely connected, but it is not clear what are

its most significant connections or how the presence of a diagnosis affects the

probability of the others.

To build a Bayesian network out of this set of diagnoses it is necessary to

query again the whole CMBD database to get the whole list of records along

with a variable for each diagnosis indicating whether it is present in the case.

In practice, the data set can be reduced to the records featuring at least one

of the diagnoses, because the rest of the records (which are, of course, most of

them) do not contribute any knowledge to the network; even more, they would

only dilute the significance of the correlation among the considered diagnoses.

With this set of records, the Bayesian network in figure 3.14 has been learnt

through the incremental association Markov blanket algorithm [32]. Unlike the

previous graph, now clear structures can be appreciated; this is because the

Bayesian network does not aim to represent all the rich and complex topology of
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the data, but the actual statistical relationships between the variables. Without

needing the exact values in the conditional probability distribution tables, even

a non-expert would be able to state that, for example, the earliness of a newborn

(diagnoses starting with 764 and 765) has little relationship with feeding problems

(diagnosis 779.3), as there are no direct connections between them in the network.

The thickness of the links in the Bayesian networks represents the strength

of the links, calculated as the blind average link strength defined in [33]:

LSblind (X → Y ) =
1

# (X)# (Z)

∑
x,y,z

P (y | x, z) log2

(
P (y | x, z)

1
#(X)

∑
x P (y | x, z)

)

Where LSblind (X → Y ) is the blind average link strength of the link from node

X to node Y , (Z) is the set of parents of Y other than X, #(X) and #(Z) are

respectively the number of states of X and the number of possible combinations

of states of Z and z iterates over each of those combinations. The value of this

measure represents the average uncertainty reduction in Y given an evidence

aboutX, and it provides even further insight about which are the most significant

correlations. The table 3.5 shows a ranking of the relationships based on their

strength.

Most of the strongest relationships of the network are in fact quite obvious,

but they do explain facts about the data. The top five links in the ranking con-

nect different variants of preterm infant diagnoses (mainly differing in the weight

of the newborn) that cannot occur simultaneously, and so they give rise to very

strong negative correlations: the presence of one of them makes impossible the

occurrence of the others. This kind of situation where some conditional proba-

bilities, like P (765.16 | 765.18), are exactly 0 actually poses an extreme case for

discrete Bayesian networks,and it is very unlikely that the learning algorithm is

able to fit it. In our network, for example, the value of P (765.16 | 765.18) is

3.18×10−4. However, such a low value along with the link strengths in the rank-

ing clearly suggest the exclusive nature of the relationship, even if the meaning

of the variables remained unknown. The following three rows in the table are

relationships between observation for suspected infectious condition (V29.0) and

infections and other perinatal problems, which we should expect to be strongly

related as well. The following link connects two respiratory problems, again an

unsurprising result. The tenth relationship, on the other hand, is more interest-

ing. It relates preterm infants (765.16) with respiratory distress syndrome (769).
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V30.01

V30.00

764.08

764.07

761.1

768.7

768.4

768.3 763.4

766.1

770.6

779.3

774.6

773.1

775.6775.0

765.19

765.03

765.02

765.16 765.15

765.18 765.17

765.14

765.13765.28

766.21

770.12

770.89

769

779.89

771.82

771.81771.89

V29.0

Figure 3.14: Bayesian network of nodes related to premature birth

From To Strength

765.18 765.16 49.90%

765.18 765.15 47.60%

764.08 765.17 26.81%

765.17 765.15 26.64%

765.17 765.16 21.30%

V29.0 771.82 13.69%

771.81 V29.0 11.18%

779.89 V29.0 8.42%

770.6 770.89 7.97%

765.16 769 5.20%

765.28 773.1 4.95%

771.81 765.02 4.48%

Table 3.5: Link strength ranking in the premature birth Bayesian network
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This could be a well-known fact for an obstetrician, but the interesting point

here is that it is not an obvious knowledge.

Let’s delve deeper into the respiratory distress syndrome. Looking again at

the network, it can be seen that it has strong relationships with diagnoses related

to preterm infants, immaturity and low weight. This suggests that there must

be a relationship between the maturity of the newborn and the diagnosis. We

can check the reliability of this knowledge comparing the correlation between the

syndrome and the weight in the network and in the database. Figure ?? shows

the probability of respiratory distress syndrome for low weight births, as inferred

from the CMBD and our Bayesian network, along with its marginal probability

(in the network). The correlation is incontestable and the network accurately ex-

plains it. While this example may not constitute a groundbreaking discovery for

any experienced physician, it demonstrates the informational power of Bayesian

networks, and their qualitative differences with respect to the complex networks

considered in the previous sections.

Figure 3.15: Probability of respiratory distress syndrome with respect to weight

It must be noted, nevertheless, that there are some relationships that the

network was not able to apprehend. For example, as was explained before, all of

the diagnoses starting with 764 and 765 should be mutually exclusive but not all

of them are linked in the network. The ability of the learning algorithms to detect

these correlations is limited by the frequency of each of these diagnoses, and the
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significance of the correlation compared to the rest of the network. A more

precise network could be constructed focusing on a more limited scope, but the

usefulness of the result would be also more restricted. The key feature of Bayesian

networks is precisely its balanced trade-off among simplicity, explanatory power

and tractability.
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Conclusions and future lines

This work offers a new perspective of healthcare management data analysis.

While more traditional approaches focus on aggregations over relational records,

we propose a completely different point of view by transforming the existing

data into a graph and applying concepts from network science to gain insight

and predictive power.

We have seen that healthcare management can be tackled as a novel and

challenging example of big data problem, with enormous amounts of data avail-

able hiding insightful facts that may support decision-making towards the im-

provement of the system. We have noted that specialized tools like Spring Batch

are needed to deal with this kind of data volumes. And it has been observed that

the particular nature of our data is not suitable for modern graph databases, due

to the extremely high connectivity of some of the nodes in the graph.

Several network models have been proposed for the data, all of them focused

on the diagnoses. In every case, the networks clearly exposed complex networks

properties, such as long-tailed degree distributions, a degree assortativity similar

to other well-known networks and high clustering coefficient for most of the

nodes. Several ranking techniques have been presented as well, providing an

effective measure that filters out uninteresting comorbidities and favours more

more significant diagnoses.

Two different community detection algorithms have been applied to the data

set, resulting in sets of well-defined communities with meaningful relationships
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between them. This result has been linked with a probabilistic approach through

Bayesian networks, effectively giving place to a qualitative comparison of both

perspectives and demonstrating its ability to provide insightful knowledge with

a particular example.

Future works may expand the topological analysis of the networks even fur-

ther, evaluating alternative incorporations of the weights to various results, like

centrality measures or community detection. The relationship between complex

networks and probabilistic networks is also an interesting topic to delve into,

considering not only the Bayesian network within a community but also among

communities. On the technical side, large graphs storage has proven to be a yet

unresolved issue, and further study in this area is also a promising research line

with many academical and industrial applications.
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