
UNIVERSIDAD DE CANTABRIA

Departamento de Ingeniería de Comunicaciones

TESIS DOCTORAL

Opportunistic Network Coding over
Wireless Networks

Combinación de Soluciones de Codificación
de Red con Técnicas Oportunistas sobre

Redes Malladas Inalámbricas

Autor: Pablo Garrido Ortiz
Director/Tutor: Ramón Agüero Calvo

Santander, Julio de 2018





Declaración

D. Ramón Agüero Calvo, Profesor Titular de la Universidad de
Cantabria en el Área de Ingeniería Telemática.

HACE CONSTAR

Que la Tesis titulada: “Combinación de Soluciones de Codificación de
Red con Técnicas Oportunistas sobre Redes Malladas Inalámbricas” ha
sido realizada por D. Pablo Garrido Ortiz en el Departamento de Inge-
niería de Comunicaciones de la Universidad de Cantabria bajo mi direc-
ción, y que reúne las condiciones exigidas a los trabajos de doctorado.

Santander, Julio de 2018

Ramón Agüero Calvo

i





Declaration

Ramón Agüero Calvo, PhD, Associate Professor at the University of
Cantabria in the Area of Telematics Engineering.

HEREBY STATES THAT

The Thesis entitled “Opportunistic Network Coding over Wireless Net-
works” has been carried out by Mr. Pablo Garrido Ortiz in the Engineer-
ing Communications Department of the University of Cantabria, under my
supervision, and it meets the requirements for doctoral work.

Santander, July of 2018

Ramón Agüero Calvo

iii





Afiliación
Grupo de Ingeniería Telemática
Departamento de Ingeniería de Comunicaciones
Universidad de Cantabria

Este trabajo ha sido financiado por la beca FPI - BES-2013-066522 del Min-
isterio de Economía y Competitividad.

v





Agradecimientos

En primer lugar, me gustaría agradecer al Grupo de Ingeniería Telemática
de la Universidad de Cantabria por haberme hecho un hueco en un en-
torno de trabajo envidiable, y en especial a Ramón Agüero por haber con-
fiado en mí para empezar esta aventura de realizar un doctorado. Gracias
por todo tu trabajo, por ayudarme en todo lo necesario durante estos cua-
tro años.

También me gustaría agradecer a esa gente que han formado parte del
laboratorio 21 que, aunque muchos ya no se encuentran allí, han permitido
un trabajo distendido con nuestras escapadas al BF o nuestro café a media
mañana. Por supuesto, un agradecimiento destacado a David Gómez, con
quién empecé a trabajar con mi PFC y acabé haciendo una tesis doctoral
siguiendo sus pasos.

Un agradecimiento especial a mi familia por su apoyo tanto económico
como emocional. A mis padres por apoyarme en todo este largo periodo y
destacar a mis tíos, quienes han facilitado haber llegado hasta aquí.

I would like to also thank the people that have hosted me and collabo-
rated in this thesis with their ideas: Frank Fitzek, Daniel E. Lucani, Douglas
Leith and Özgü Alay. Also the rest of the people who worked with them,
and helped me to have a good time far from home.

Por último, agradecer a los amigos que en los momentos bajos han
sabido animarme y distraerme. En especial a Vanesa que me ha acom-
pañado en las múltiples aventuras durante las estancias; a Héctor, quien
me ha ayudado con su experiencia en este proceso; y a Jesús, quien ha con-
seguido que los momentos libres sean increibles. No puedo terminar sin
agradecer a Patricia que, aunque no estamos cerca, siempre ha estado ahí
apoyandome.

vii





Resumen

Las redes de comunicación han cambiado drásticamente desde sus orí-
genes, en lo que unos pocos dispositivos estaban conectados por enlaces
cableados de baja capacidad y alto retardo. La comunidad investigadora
ha ido proponiendo soluciones y, paulatinamente, las redes dan saltos cual-
itativos en términos de capacidad. En la actualidad existen redes con un
gran número de dispositivos heterogéneos, conectados mediante enlaces
inalámbricos, y con unos requisitos de capacidad cada vez mayores. Por
esto la comunidad investigadora siempre se plantea la duda de cómo serán
las redes de comunicación en el futuro.

En los últimos años se ha visto un crecimiento exponencial del número
de dispositivos con conectividad inalámbrica, y se espera que la tendencia
continúe en los próximos años. Ya no se trata de conectar a gente, si no
de conectar dispositivos. Han aparecido nuevos paradigmas de comuni-
cación: redes M2M (Machine to Machine) o D2D (Device to Device). Pero
no solo es el número de dispositivos conectados lo que fuerza el cambio en
la redes de comunicación, también la aparición de nuevos servicios, como:
las plataformas de streaming de vídeo o la transmisión vídeo en directo,
con alta demanda de ancho de banda y en los que juegan un papel muy
importante las soluciones multicast y las técnicas de almacenamiento dis-
tribuido. Las plataformas de juego en línea y la realidad virtual, son ejem-
plos que requieren redes con alta capacidad y bajo retardo. Conducción
autónoma, que requiere muy bajo retardo, o nuevos servicios ofrecidos so-
bre redes de sensores, donde el factor crítico es la eficiencia energética, y la
gran densidad de dispositivos conectados.

En definitiva, la siguiente generación de redes de comunicación debe
ofrecer soluciones que se adecúen a la gran variedad de dispositivos y ser-
vicios. Son varios los trabajos que apuntan a las técnicas de Network Cod-
ing (NC) como una de las tecnologías clave para la mejora de las presta-
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ciones de las redes actuales.

NC introduce un nuevo paradigma de comunicación, donde la in-
formación deja de ser algo inmutable, pudiendo ser combinada por los
diferentes nodos de la red. Se ha sido aplicado en diversas áreas como,
por ejemplo, almacenamiento distribuido, o comunicaciones extremo a ex-
tremo. Entre las diferentes técnicas de NC, RLNC destaca debido a su
sencillez, flexibilidad y por su funcionamiento distribuido. A pesar del
extenso análisis teórico que existe sobre NC, las implementaciones prácti-
cas son aún poco maduras. Una de las causes es que, no existe un posi-
cionamiento claro sobre dónde se debe situar NC dentro de la pila de pro-
tocolos: nivel de transporte, red, enlace o físico; y los recursos computa-
cionales necesarios para las operaciones de codificación y decodificación
son elevados.

Respecto a dónde se deberían posicionar las técnicas de NC dentro de
la pila de protocolos, parece razonable que sea entre los niveles de trans-
porte y de red. En esta tesis se propone el uso de las técnicas de NC en co-
laboración con los niveles de transporte, para ofrecer una comunicación ex-
tremo a extremo robusta sobre entornos inalámbricos. Inicialmente se estu-
dia el comportamiento del protocolo RLNC, combinado con UDP. Se estu-
dia pormeriorizadamente el efecto de los parámetros de configuración, en
especial el tamaño de la generación y la longitud del cuerpo finito utilizado
en las operaciones de codificación. Por otro lado, es importante entender
cómo el uso de las técnicas de NC puede mejorar el rendimiento ofrecido
por esquemas tradicionales basados en retransmisiones, como TCP.

En cuanto a la complejidad de las operaciones de codificación y de-
codificación, aunque cualquier Smartphone actual puede realizar dichas
operaciones con facilidad, no era así a los inicios del siglo XXI, cuando
estás técnicas fueron inicialmente propuestas. Además, el coste computa-
cional sigue siendo elevado, especialmente en entornos donde la eficiencia
energética puede ser un factor importante, como sensores o dispositivos
móviles. Por esto, se considera crucial el estudio de alternativas a RLNC
que, sin perder sus ventajas, requieran un menor coste computacional. En-
tre ellas destacan las soluciones Sparse Network Coding (SNC), que con-
siguen reducir dicha complejidad. Sin embargo, el uso de SNC puede con-
llevar a un incremento importante de la sobrecarga, ya que se podría au-
mentar notablemente la probabilidad de generar paquetes codificados que
no aportan información al receptor. Es por ello fundamental, en este tipo
de soluciones, establecer una estrategia para la correcta selección de los
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parámetros utilizados.

Tunable Sparse Network Coding (TSNC), ofrece un compromiso entre
la sobrecarga en la red y el coste computacional. La idea consiste en variar
la densidad de codificación a medida que la transmisión avanza. Sin em-
bargo, existen muy pocas implementaciones basadas en TSNC, más allá de
estudios teóricos. Entre las razones que lo explican está la falta de modelos
analíticos precisos que faciliten su diseño. En la tesis se propone un mod-
elo semi-analítico que, gracias a su exactitud, permite optimizar el proceso
de variar la densidad a lo largo de la transmisión. Así se logra ofrecer un
rendimiento comparable al de RLNC, pero con un menor coste.

Una de las principales ventajas que aportan las soluciones NC, frente a
soluciones de codificación fuente, como Fountain Codes o Reed Solomon,
es que los nodos intermedios tienen la capacidad de procesar la infor-
mación, y no se limitan a reenviarla. Sin embargo, con las técnicas SNC
este proceso se complica, debido a que cada vez que un nodo intermedio
procesa la información se alteraría la densidad con la que los paquetes cod-
ificados se han creado y, por tanto, se pierde el control de la densidad y el
compromiso entre la sobrecarga de la red y el coste computacional.

A pesar de que uno de los principales requisitos de las redes de nueva
generación es el bajo retardo, existen pocos trabajos que analicen las téc-
nicas de NC bajo esta perspectiva. La codificación en bloque, es de-
cir, cuando los paquetes son generados usando exclusivamente aquellos
que pertenecen a una generación o bloque, no permite asegurar un buen
rendimiento y, a la vez, ofrecer un bajo retardo extremo a extremo. Por
esto, es conveniente analizar otros esquemas de codificación, denomina-
dos straming codes.

Teniendo en cuenta lo anteriormente descrito, la tesis se articula alrede-
dor de las siguientes contribuciones:

• La implementación y diseño de dos plataformas para la evaluación
de los sistemas de NC descritos en la tesis:

– La mayor parte de los resultados presentados se han obtenido
mediante una profunda campaña de simulación, utilizando el
simulador ns-3, debido principalmente a la gran versatilidad
que ofrece. Para ello ha sido necesario implementar dentro del
simulador nuevos módulos que implementen las técnicas de
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codificación estudiadas y que permitan el análisis de los difer-
entes escenarios. Partiendo de un módulo que incorporsa solu-
ciones de NC, se integran las nuevas funcionalidades, como
SNC y técnicas oportunistas. Destacar que dicho módulo se
encuentra disponible en un repositorio público para que la co-
munidad investigadora puede utilizarlo en sus análisis o exten-
derlo con sus aportaciones.

– A pesar de que los entornos de simulación son cada vez más
precisos a la hora de reflejar las condiciones reales, es cierto que
la implementación en dispositivos reales supone un reto extra.
Por ello se desplegó una plataforma de experimentación com-
puesta por dispositivos de bajo coste, en concreto, Raspberry-
Pis. Dicha plataforma se utiliza para el análisis de las técni-
cas de NC sobre entornos realistas. De hecho, se desplegaron
dos plataformas, con 20 y 31 dispositivos, respectivamente. La
primera configurada siguiendo una topología multi-salto, mien-
tras en la segunda se plantea el uso de las técnicas de NC sobre
una topología multicast.

• Diseño y estudio de RLNC como protocolo de comunicación. El
análisis de RLNC se lleva a cabo de manera progresiva. En primer
lugar se analiza la comunicación directa entre el nodo fuente y recep-
tor, en este caso se estudia el impacto de los parámetros de configu-
ración: tamaño de generación y longitud del cuerpo de finito. A con-
tinuación, se analizan topologías multi-salto, en las que las técnicas
de recodificación y la escucha oportunista juegan un papel impor-
tante, analizando cuándo los nodos intermedios deben recodificar.
Tras proponer un modelo teórico, se evalúa el valor óptimo a partir
del cual el nodo intermedio debe empezar a tener un papel activo
en la comunicación, y dejar de ser un mero repetidor. Tras eval-
uar las ventajas que RLNC puede ofrecer en redes inalámbricas, se
amplía el análisis a redes malladas oportunistas, donde cada nodo
que “escuche” un paquete, puede formar parte activa en la comuni-
cación, mejorando notablemente los resultados ofrecidos por esque-
mas tradicionales. Finalmente, se consideran dos casos adicionales:
(i) topologías multicast, en las que RLNC permite una mayor escala-
bilidad, reduciendo drásticamente la señalización necesaria protoco-
los basados en retransmisiones; (ii) y la colaboración entre múltiples
fuentes de información, donde RLNC permite agregar la capacidad
de múltiples fuentes, reduciendo el tiempo de transmisión. En todos
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los casos estudiados RLNC ofrece una importante mejora en térmi-
nos de rendimiento, comparado con esquemas tradicionales.

• Diseño y análisis de técnicas SNC para reducir la carga computa-
cional de RLNC. Dichas técnicas ofrecen un buen compromiso en-
tre la carga computacional y la sobrecarga en la red. Se propone
un modelo semi-analítico que emula el comportamiento de SNC de
manera precisa, permitiendo evaluar el impacto de la densidad de
codificación en la sobrecarga. Se aboga por las técnicas TSNC, que,
modificando la densidad durante la comunicación, permiten man-
tener el mismo rendimiento que RLNC, pero con una menor carga
computacional. Primero, se evalúa el comportamiento de varias fun-
ciones de “tuning”, es decir, la adaptación de la densidad durante
la transmisión y, posteriormente, se propone y evalúa una función
basada en los resultados del modelo semi-analítico, que ofrece los
mejores resultados de todas las funciones analizadas.

• Estudio de TSNC como protocolo de comunicación. Siguiendo un
análisis parecido al que se hace con RLNC, se evalúa TSNC medi-
ante simulación y experimentación, comunicación directa entre nodo
fuente y receptor, redes multi-salto y redes multicast. Los resulta-
dos ponen de manifiesto que TSNC ofrece prácticamente el mismo
rendimiento que RLNC, pero la carga computacional se reduce drás-
ticamente. Este resultado es de vital importancia para poder utilizar
las técnicas de NC sobre dispositivos con baja capacidad computa-
cional, en los que la eficiencia energética sea un factor crítico.

• Diseño y análisis de esquemas de recodificación para técnicas SNC.
Mantener la densidad de codificación a medida que los nodos inter-
medios recodifican la información es un problema sin solución evi-
dente. En esta tesis se caracteriza las posibilidades de los nodos in-
termedios para recodificar, y se proponen esquemas prácticos que
permiten mantener una densidad razonablemente reducida.

• Se han estudiado alternativas que permitan reducir la sobrecarga
resultante de la transmisión de los vectores de codificación utiliza-
dos. Una primera versión se basa en la inclusión en la cabecera de
la semilla utilizada por el codificador, en lugar del vector de codifi-
cación. Esto permite independizar el rendimiento del tamaño de la
generación o longitud del espacio finito utilizado. Sin embargo, in-
habilita el uso de recoding en los nodos intermedios. Por otro lado,
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el uso de un esquema sliding window permite utilizar esquemas de
representación del vector de codificación más eficientes. Aunque
bajo esta última propuesta la recodificación en nodos intermedios si
sería posible, mantener la representación del vector de codificación
se complica, perdiendo parte de los beneficios iniciales. Esta última
propuesta se engloba dentro de las técnicas SNC.

• Las técnicas de NC se pueden también utilizar en combinación con el
protocolo TCP, lo que permite mejorar el rendimiento de TCP sobre
redes en los que se produzcan a errores, ocultándolos al control de
congestión. Una contribución de esta tesis es el análisis de la combi-
nación de TCP y NC sobre redes inalámbricas. Los resultados mues-
tran que NC permite un mecanismo que enmascarar las pérdidas al
nivel de congestión de forma eficiente.

• Finalmente, a la vista de que las técnicas de codificación en bloque
no son apropiadas para ofrecer un bajo retardo extremo a extremo,
se estudian técnicas de codificación alternativas, “streaming codes”.
Al contrario que con los esquemas anteriores, el nodo fuente tiene
que decidir si transmitir un paquete nativo o codificado, en función
de la información recibida por parte del receptor. Además, dicha in-
formación sería conocida por el transmisor tras un cierto retardo. Se
propone un algoritmo que optimiza el problema de decisión corre-
spondiente, ofreciendo un rendimiento cercano al máximo, pero con
un retardo extremo a extremo mucho menor. En concreto los resulta-
dos muestran una pérdida de rendimiento inferior al 5%, pero mejo-
rando el retardo en más de ocho veces, frente al que se obtendría con
un esquema ARQ.

El trabajado llevado a cabo durante la realización de esta tesis ha sido
publicado en diversas revistas, y ha sido presentado en varias conferen-
cias tanto a nivel internacional como nacional, tal y como se recoge en el
Anexo D. Además, durante este trabajo se ha potenciado la colaboración
con universidades: Universidad de Dresden, Trinity College Dublin y Uni-
versidad de Aalborg; y con un centro de investigación, SIMULA, en las
que se han realizado estancias con una duración superior a los tres meses.
A destacar asimismo que el desarrollo en ns-3 está a disposición de a la
comunidad investigadora, en [PDR15]. Finalmente, mencionar que la tesis
ha formado parte de dos proyectos nacionales COSAIF, “COnnectivity as
a Service: Access for the Internet of the Future” (TEC2012-38754-C02-02) y
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ADVICE: “Dynamic provisioning of connectivity in high density 5G wire-
less scenarios” (TEC2015-71329-C2-1-R).
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Abstract

Networks are in constant evolution and a new generation will be standard-
ized in the following years: 5G, which should face numerous challenges.
Among them, we can highlightthe connectivity of more and more wireless
and heterogeneous devices and new services with stringent requirements:
a high bandwidth and extremely low latency. It is widely accepted that the
redesign of the network protocols is needed to face these challenges.

Network Coding (NC) is a promising technique that has been proved
to increase robustness and to offer an efficient transmission mechanism,
hiding losses from the upper layers and achieving maximum network ca-
pacity over scenarios where legacy store-and-forward mechanisms do not.
RLNC stands out among NC techniques mainly due to its simplicity.

Nevertheless, RLNC is strongly criticised due to its high computational
complexity, derived from coding and decoding operations, specially com-
pared to fountain code solutions as LT or Raptor Codes. Sparse coding
techniques aim to reduce such complexity, by using only a few amount of
packets for each coded packet. However, such highly sparse codes might
increase network overhead, that possibly jeopardizing the benefits offered
by NC. However, if we increase such sparsity as the transmission evolves,
we could offer a similar performance to RLNC, while highly reducing the
computational complexity. How to tune the sparsity level during the trans-
mission is an open question that we study during this dissertation.

In this thesis we have assessed RLNC over wireless networks. Using
an analytical framework, we have studied when the intermediate nodes
should start recoding the information, instead of just forwarding it. We
also included the benefits brought by overhearing packets. Afterwards, we
proposed a probabilistic transmission scheme, where any node that over-
heard a packet can help in the forwarding process. We include a cross-layer
technique, which estimates the link error rate and, on the basis of such er-
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ror rate, every node is assigned a transmission probability. Moreover, we
include the analysis over multicast, and multi-source topologies. The re-
sults show that RLNC outperforms legacy solutions.

Afterwards, we analyse and propose a semi-analytical model for SNC
techniques. The results show the high reduction of the time required for
decoding operations, stressing out that RLNC might even become the net-
work bottleneck. Using the semi-analytical model, we propose novel tun-
ing functions for TSNC, yielding performance similar to RLNC. The pro-
posed tuning function offers the best trade-off between network perfor-
mance and computational cost, compared with state of the art solutions.
On the other hand, recoding with TSNC is not straightforward. The spar-
sity level increases with the recombination of information by the interme-
diate nodes. We characterize the possibilities of relaying nodes, identify-
ing the difficult task of recoding, while keeping a low density. We propose
practical recoding algorithms, which they offer a good trade-off between
network overhead and sparsity.

While our initial proposal is based on UDP as transport protocol so-
lution, TCP is clearly the most widespread solution. Hence, we integrate
NC techniques with TCP, and we analysed its performance over wireless
networks. NC techniques are able to hide losses from the congestion con-
trol algorithm, increasing the performance offered by TCP over lossy links.
They offer an efficient mechanism to recover from losses.

Coding approaches based on generations increase end-to-end delay.
Therefore, we also introduce streaming codes, where the transmitter has
to decide whether to transmit an information packet or a coded one. While
an exact solution to this decision problem is combinatorial in the feedback
delay, we exploit ideas from queueing theory to derive scheduling policies
that, while suboptimal, can be efficiently implemented and offer substan-
tially better performance than state of the art approaches. We obtain a
number of useful analytic bounds that help characterise design trade-offs
and our analysis highlights that the use of prediction plays a key role in
achieving good performance in the presence of significant feedback delay.
Our approach readily generalises to networks of paths and we illustrate
this by application to multipath transport scheduler design.

For the analysis in this dissertation we have implemented the differ-
ent solutions over the ns-3 framework. Using the versatility offered by
the simulator, we have been able to assess the behaviour of our proposals
over different wireless network topologies. We have also included more
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advanced channel models; by means of Hidden Markov Process we sim-
ulate bursty error channels with different average qualities. Besides, we
have carried out experimental measurement campaigns with Raspberry-
PIs, and we have designed and implemented two test-beds platforms. The
first platform was used to analyse the multi-hop topologies, while the sec-
ond test-bed is configured as a multicast topology, with one source and
several receivers.
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Chapter 1

Introduction

Networks are in constant evolution and they must thus face new chal-
lenges and requirements continuously. If we compare today’s Internet
with its origins, we can easily see the radical change it has suffered. It
started from an almost full wired infrastructure, with few nodes connected
through low bandwidth and long delay wired links, quite different with
the technologies we have nowadays. It has evolved to a complex infras-
tructure, where we find a huge number of heterogeneous devices and strin-
gent requirements in terms of capacity and delay. Therefore, the research
community is continuously questioning: How will networks look like in
the future?

In the latest years we have witnessed the rapid spread of devices hav-
ing wireless connectivity, and such growth is expected to continue in the
following years. We are no longer connecting people but devices: smart-
phones, tablets, computers and the most recent connected devices like
wearables, sensors, cameras or machines. New communication paradigms
have emerged to interconnect those devices: Device to Device (D2D),
Internef of Things (IoT) or Machine to machine (M2M) communications.

Not only the increasing number of devices is behind the network evo-
lution. We are also witnessing the emergence of new services with hetero-
geneous requirements: streaming or live video, having a high bandwidth
demand, where distributed storage and multicast communications play an
important role; virtual reality and on-line gaming, with high bandwidth
and low delay requirements; autonomous driving, with extremely low de-
lay requirements; or new services offered over sensor networks, where ef-
ficient transmission in terms on energy consumption is the most relevant
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challenge. The next network generation, 5G, would need to consider all
these new requirements.

Much attention has been focused on the physical and link layers,
while the upper layers of the Internet-stack have not undergone too many
changes, being TCP and UDP the most widespread solutions at the trans-
port layer. In fact, TCP, which is used to offer reliable communications,
was designed over networks where transmission errors were negligible,
while it considered over error prone scenarios shows a bad behaviour.
Hence, it is increasingly being considered that a wider redesign of net-
work protocols is also needed to meet the requirements of next generation
networks. Transport protocols are of particular relevance for end-to-end
performance, including latency.

In general, next generation networks must offer efficient communica-
tions over heterogeneous and error-prone networks. Under such circum-
stances, information can be lost due to mobility, interferences or conges-
tion and, in order to offer robust and reliable communications, transport
and network protocols must include efficient mechanisms. A promising
example is NC.

NC introduces a new network paradigm, where information is no
longer immutable and it can be combined or recombined by different
nodes throughout the network. NC techniques can be applied in many
different communication areas: distributed storage, or efficient end-to-end
communication, which will be studied in this PhD. NC drastically changes
the way data is disseminated over erasure channels, due to its rateless
property and the fact it does not need acknowledgements. NC can offer
significant gains in terms of network throughput, robustness and security.
A particular case of NC is random linear network coding (RLNC), which
is particularly flexible, operating in fully decentralised way.

Despite significant progress on the theoretical analysis of NC, practical
applications are only beginning to emerge. Among the reasons for this lack
of practical implementations we can highlight that there is not an agree-
ment on where NC should be placed: transport, network, link or physical
layers. Furthermore, the computational requirements of RLNC is consid-
erably high. Sparse Network Coding (SNC) is proposed to reduce such
complexity.
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1. Introduction

1.1 Motivation and Objectives

In light of the scenario depicted earlier, we consider the analysis of NC
techniques, where RLNC stands out among them, due to its simplicity. It
has been proved to offer an efficient communication mechanism in mesh
networks, peer-to-peer (P2P) file distribution, streaming or for cloud stor-
age services.

First, identifying all the potential of NC techniques is the key to pro-
pose an efficient implementation over wireless networks. Besides, RLNC
has been strongly criticised for its computational cost, causing that its prac-
tical implementation was rather scarce. Although modern smartphones
can perform RLNC coding and decoding operations without any major is-
sue, the computational requirements still remain considerably high and,
as a consequence, the energy consumption pops up as constraint factor.
Its implementation over low computational devices, as sensors or wear-
ables, is far from being realistic. Hence, the proposal of alternative NC
approaches is crucial.

Among different solutions, Tunable Sparse Network Coding (TSNC)
shows great potential operation. It is able to offer a tradeoff in terms of
complexity, while it ensures similar performance than RLNC. However, its
performance has not been fully assessed, mainly because the lack of an
accurate analytical framework that would allow optimizing it. Hence, it is
important to consider more accurate approaches, so we can design better
tuning functions.

Despite TCP was conceived for a completely different network infras-
tructure, it is still the most widespread solution at the transport layer.
However, the analysis of a joint operation of TCP and NC is an open ques-
tion. It is thus convenient to include in our analysis the behaviour of TCP
and NC. Besides, new services have stringent delay requirements, but not
many approaches have assessesed the performance of NC over delayed
networks. Under these circumstances, block codes, whose coding opera-
tions are limited to a set of packet within a generation, are not enough.

In order to tackle all the aforementioned goals, this dissertation poses
the following specific objectives:

• Design and implementation of evaluation environments for NC tech-
niques. An important contribution of this thesis is the evaluation of
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NC techniques over realistic situations. Hence, we propose the de-
velopment of two complementary environments:

– Simulation framework: Starting from an initial integration of
NC techniques within the ns-3 environment, we broaden such
implementation to consider new features of NC: recoding mech-
anisms, SNC, TSNC. Due to its versatility, we will evaluate NC
over different topologies by means of thorough simulation anal-
ysis.

– Experimental platform: We will extend the results when pos-
sible over real low computational devices. The deployed test-
beds do not offer the same versatility as the simulation, but this
approach will show the limitations we may face when trying to
implement NC techniques over real devices.

• Design, development and analysis of a proposed intra-session proto-
col based on RLNC. Such implementation will be studied over differ-
ent network topologies: direct link communication between source
and destination, multi-hop wireless networks, opportunistic mesh
networks, multicast topologies and multi-source networks. We will
compare some of the results with TCP, as the legacy protocol at the
transport layer that offers reliable communications. Results will be
obtained through theoretical analysis, which will be validated and
broaden by means simulation and real experimentation.

• Analysis and design of lighter approaches. We will propose different
alternatives that reduce the overhead caused by the transmission of
the coding vector. A first proposal, based on the transmission of the
seed used to generate the coded vector and, secondly, a sparse coding
solution that allows efficient representations of the coding vector.

• Semi-analytical model of SNC, which will be validated by means of
simulation. Such model will be exploited to propose a sparsity tun-
ing function to optimize the trade-off between network overhead and
computational cost.

• Design and implementation of TSNC. We will propose different den-
sity tuning functions, and we will assess such techniques over differ-
ent topologies: direct wireless link communication, multi-hop and
multicast networks.
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1. Introduction

• Characterization of the recoding feature with TSNC. Keeping the
coding density as the information traverses the network is a rather
complex problem. We will characterize the role of intermediate
nodes, proposing practical recoding implementations.

• Integration of NC techniques within TCP protocol, and evaluation
over wireless networks.

• Traditional coding approaches based on generations might not be not
enough to offer low end-to-end delays. Hence, we will introduce
streaming codes, proposing an optimized joint scheduling and cod-
ing solution. This scheme will be generalized for network of paths,
and will be applied over multipath networks.

1.2 Thesis Structure

In order to tackle the aforementioned objectives, the document has been
structured as it is depicted below:

• In Chapter 2 we will review the current state-of-the-art. First, we
will depict current network realm. discussing the requirements that
the research community has identified for next network generations.
We will highlight the role that NC is believed to play as an en-
abler technology to achieve those requirements. Then, we will in-
troduce Network Information Flow, where NC was first proposed,
and how the contributions evolved from complex problems to dis-
tributed randomized solutions. One randomized solution, Random
Linear Network Coding (RLNC), was proved to offer optimality with
high probability. Afterwards, we will summarize different studies
analysing the performance of RLNC, emphasizing also its must rel-
evant drawbacks and some of the alternatives found in the litera-
ture. We will focus on SNC techniques and, we will describe previ-
ous works that assess the behaviour of SNC. Finally, we outline some
of the applications where NC might yield more benefits.

• Chapter 3 starts by introducing a theoretical framework that will be
used to understand and design RLNC schemes over wireless topolo-
gies. We will begin with a very simple topology, to validate the theo-
retical model, to afterwards increase its complexity: multi-hop, mul-
ticast, multi-source or opportunistic mesh networks. The objective is
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to fully understand the potential of RLNC over wireless networks.
The theoretical model will be broadened and validated, using both
simulation and, when possible, real measurements.

• Chapter 4 focuses on sparse approaches to reduce the overhead
of RLNC. We will introduce SNC, a low complexity alternative to
RLNC, and a semi-analytical model that accurately mimics the be-
haviour of SNC, which is validated through an extensive simulation
campaign. Afterwards, we will present TSNC, an evolution to SNC,
that offers a good trade-off between computational complexity and
network overhead. The aforementioned semi-analytical model will
be used to foster an optimal configuration. Finally, we assess the be-
haviour of TSNC over multi-hop and multicast networks.

• Chapter 5 describes the integration of NC techniques with the most
widespread protocol solution at the transport layer, TCP.The perfor-
mance of such solution will be studied over wireless networks. Af-
terwards, we will consider a different coding approach, streaming
codes. Following a theoretical analysis, we pose a joint scheduling
and coding optimization problem, which seeks minimizing the end-
to-end delay.

• Finally, Chapter 6 concludes the document, summarizing the main
contributions of the dissertation, and outlining research lines that
have been opened and would be worth addressing in future works.
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Chapter 2

State of the Art

Networks continuously evolve to accommodate new services, which are
increasingly more demanding in terms of network capacity, timeliness and
reliability. In this Chapter we describe the current networking situation
and what it is expected to come in the near future. We justify why NC
can help to accomplish the new requirements that will characterize such
evolution. We will depict the NC contributions that inspired our work,
highlighting the main differences with our contribution.

2.1 Current Networking Realm

It is a fact that mobile communications have become one of the main play-
ers of current networks. More and more devices have a wireless interface
(sensors, laptops, mobile phones, wearables, · · · ) and the traffic consumed
by mobile phones has increased exponentially in the latest years, a trend
that is expected to continue in the following year. According to CISCO:
“Global mobile data traffic grew 63 percent in 2016 and mobile data traffic
will increase sevenfold between 2016 and 2021”, [CIS17].

At the time of writing there exist two technologies that cope with most
wireless traffic: 802.11 and Long Term Evolution (LTE), although many
other technologies are being proposed to face the challenges coming from
the new services (ZigBee[IEEE07], WiMax[IEEE04], 6LoWPAN [IEEE15]).
One example of the relevance of the wireless technologies is their continu-
ous evolution. For instance, the last major revision of 802.11 was 802.11n,
standardize by the Institute of Electrical and Electronics Engineers (IEEE)

7



Table 2.1: Requirements for 5G Vs 4G

5G[ITU15] 4G [ITU08]
Maximum global rate (Gbps) 20 1
Maximum user rate (Mbps) 100 10
Spectral efficiency 3× 1×
Connection density (devices/km2) 106 105

Area traffic capacity (Mbps/m2) 10 0.11
Latency (ms) 1 10
Energy Efficiency 100× 1×
Mobility (km/h) 500 350

in 2009 [IEEE09], achieving 600 Mbps at the physical layer. On the other
hand, 4G technology, which comprises LTE and its natural evolution LTE-
Advanced 1 accounted for 23% of the mobile connections in 2017, and it is
expected to grow up to 53% in 2025 [GSM18]. Moreover, 5G, a new technol-
ogy, is expected to emerge with a huge impact as of 2020, [GSM18]. Below
we depict the main use cases that the research community is fostering for
5G [ITU15], which is believed to become the main mobile actor.

• Enhanced Mobile Broadband: N mobile networks should highly in-
crease the bandwidth offered for multimedia content, services and
data. The demand for mobile content is expected to grow, and new
services, as video streaming distribution or live video, are becoming
more and more popular.

• Ultra-reliable and low latency communications: They also should
highly reduce the communication delay to enable new services. This
use case has stringent requirements for capabilities such as through-
put, latency and availability. Some examples include wireless control
of industrial manufacturing or production processes, remote medical
surgery, autonomous driving, etc.

• Massive machine type communications: This use case is character-
ized by a very large number of connected devices, typically trans-
mitting a relatively low volume of non-delay-sensitive data.

1Although 4G is only LTE-Advance following the requirements imposed by the
International Telecommunication Union (ITU) [ITU08] it is very common to consider both
LTE and LTE-Advance as part as global 4G technology realm
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Figure 2.1: Relationship between different applications and their require-
ments in 5G technology.

Table 2.1 shows the key capabilities of 5G compared with those of 4G.
Opposed to previous technology evolutions (2G to 3G or from 3G to 5G),
5G does not just emphasize an increase in network capacity, but it fosters
also an important reduction of the network latency.

In conclusion, future networks face the challenge of increasing capac-
ity, while at the same time reducing delay, having a massive number of
wireless and heterogeneous devices connected.The different requirements
are not necessarily needed at the same time, but the use of the same tech-
nology for a wide number of applications will be a reality. In Figure 2.1 we
can see the requirements for the different services that should be covered
by the umbrella of 5G technology: from applications with a high capacity
demand, mobile broadband (Ultra High Definition (UHD)) to autonomous
driving, with less capacity needs, while the latency and reliability become
crucial [ITU15].

Several works have shown that NC can help to face some of these
challenges. For instance, the use of NC was already suggested in
METIS [OBB+14], the EU flagship 5G project with the objective of set-
ting the foundation for 5G systems. Another example can be found in the
5G Lab2, coordinated by Prof. Frank Fitzek and Gerhard Fettweis. They

2https://5glab.de/
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Figure 2.2: 5G Atom presented by the 5G Lab Germany

also include the use of NC in 5G technology as a key enabler for some of
the challenges above mentioned. They introduced, the so-called 5G Atom,
which represents (blue circles) the different 5G requirements, and the key
technologies that are being proposed to face those challenges (outer cir-
cles). In general, NC can be used to enhance the robustness against errors
caused by wireless communications, to ease the use of opportunistic rout-
ing, to embrace the cooperation between devices, and to reduce network
latency.
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2.2 Network Coding

NC was initially proposed by the pioneering paper by Ahslwede et al. in
[ACLY00], where the store and forward3 paradigm was questioned. They
introduces a new networking philosophy where packets are not longer im-
mutable entities and they can be combined or discarded by different nodes
as they traverse the network. In fact, they introduced a new class of prob-
lems, what they called network information flow, which can be seen as an
extension of the “Max-flow Min-cut” theorem [PS98] for max-flow prob-
lems with multicast communications. They showed that opposed to what
could have been expected, it is not optimal to regard the information to be
multicast as a “fluid”, which can only be routed or replicated. Rather, NC
has to be exploited to achieve optimal capacity.

We illustrate this by example shown in Figure 2.3. Figure 2.3a shows
the capacity of each link, one packet per time slot. Hence, the “Max-flow
Min-Cut” theorem tell us that the capacity from S to any of the receivers is
2 packets per slot. However, with the classical perspective of considering
information as a “fluid”, when node S wants to multicast information to
the three destinations is easy to see that we need an extra transmission to
recover both packets. This is illustrated in Figure 2.3b, where node d2 only
received p1 and, therefore, the source need to transmit p2 through the link
S → 3 or the link S → 1 in the following slot. On the other hand, with NC
the transmission of both packets can be done without any extra transmis-
sion, therefore we can achieve the maximum network capacity from the
source to all the receivers. Using a very simple coding approach (xor of
both packets), we can save up 1/3 bandwidth (Figure 2.3c). This result is
extended in [ACLY00] for generic networks with multiple sources. It also
introduces an optimal code solution for certain cyclic networks, consider-
ing convolutional codes.

The information flow problem rapidly captured the attention of the re-
search community and several contributions broadened this initial work.
For instance, Li et al. extended it by showing that using linear coding
with a field size sufficiently large, the optimum multicast capacity can be
achieved for one single source and multiple receivers [LYC03]. A similar
result was found by Koetter et al. in [KM03], where they also showed that
network coding can provide maximal robustness against nonergodic link

3Traditionally, nodes in the network could only store ant retransmit the received pack-
ets
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Figure 2.3: One source and three-sink network.

failures. The result was extended to delayed networks by Koetter [KM03].

In Linear Network Coding [LYC03; KM03] the information is treated as
elements on a finite field GF(2q), which are characterized by well-defined
and efficiently implementable addition, subtraction, multiplication and di-
vision operations, allowing to quickly find the solution to a system of si-
multaneous linear equations4. Using a general finite field, the native pack-
ets5 are considered as vector of elements in GF(2q) of size m. For example,
a packet of 255 bytes would be seen as a vector of 2048 elements on the
binary field, a vector of 512 elements on GF(24) or 255 using GF(28). The
encoding operation is a linear combination of such packets, as follows:

4The smallest possible finite field is the binary case, GF(21) = {0, 1}.
5We consider native packets as those that conform the original information.

12
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p′i =
−→c i ·


p1,1 p1,2 · · · p1,m
p2,1 p2,2 · · · p2,m
· · · · · · · · · · · ·
pk,1 pk,2 · · · pk,m

 (2.1)

where each p1,i ∈ GF(2q) is the corresponding finite field element, p′i =
[p′1, p′2, · · · , p′m] is the resulting coded packet, and −→c i is a row vector of
GF(2q) with the coding coefficients. Note that, since only linear operations
are performed, every packet transmitted correspond to a linear combina-
tion of the native packets.

Linear Network Multicasting Theorem (Theorem 2 [KM03]) shows that
the multicast capacity can be achieved via linear network coding, but there
was not yet an efficient algorithm to find the linear network coding so-
lution, i.e the linear coding operations that should be performed by each
node to achieve the maximum multicast capacity. This was done in [SET03;
JSC+05], where authors proposed polynomial time algorithms to find the
linear network coding solution over generic networks. A heuristic ap-
proach to find and minimize the finite field was proposed in [BY06]. Be-
forehand, Linear Network Multicast algorithm assumes a finite field suffi-
ciently large, generally larger than the number of receivers.

The gain achieved by enabling coding at the relaying nodes in the net-
work can be arbitrarily large, as some studies [NY04; AC04] found out. We
illustrate this gain in Figure 2.4, where we consider a single source S, 2h
intermediate nodes and t = (2h

h ) receivers. Each receiver is connected to a
distinct subset of the intermediate nodes. This kind of topologies are called
combination networks [NY04]. With this scenario, the “Min-cut Max-flow‘”
Theorem says that the network capacity between the source node and an
arbitrary receiver is h, and the Linear Network Multicasting Theorem con-
firms that there exists a linear coding scheme that yields the maximum
multicast capacity. In fact, Reed-Solomon codes over GF(2q), q ≥ 2h are
capable of correcting any pattern of h erasures in a block of 2h symbols
and, it can be thus used as solution. On the other hand, without coding,
the multicast capacity is less than 2 packets, regardless of the number of
intermediate nodes, the proof can be seen in [KKR11].

Over generic networks, i.e more than one source and multiple re-
ceivers, we have to highlight some facts. Although it was initially believed
that every solvable network had a linear coding solution over some finite
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field alphabet [MEKH03], [DFZ05] showed that linear codes are not suf-
ficient. Nevertheless, the applicability beyond the theoretical analysis is
extremely complex, and out of the scope of this work.

After those initial contributions we have witnessed an increasing in-
terest on the potential applications of NC over practical scenarios. For in-
stance, in [KKR11] three different approaches of NC are identified: Analog
coding, Inter-session coding and Intra-session coding.

• Analog Network Coding: it is also referred to as Physical-layer NC,
which first appeared in [ZLL06]. However, such initial proposal is
infeasible, due to very unrealistic assumptions of synchronization
between all the nodes in the network. A first feasible implemen-
tation was developed by Katti et al. in [KGK07]. Despite its com-
plexity, Analog NC is an interesting topic, and there exist many re-
cent contributions tackling some of its implementation issues, for in-
stance, in [MKLS15] a two-user system implemented with Universal
Software Defined Radio (USRP) shows the successful deployment of
physical NC, and [LLP+17] presented a first experimental demon-
stration of Physical-layer NC in optical networks.

• Inter-session Network Coding: this approach comprises the class of
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S
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Figure 2.5: Alice and Bob example, which shows how Inter-session NC can
indeed save bandwidth

coding technologies where nodes combine packets that belong to dif-
ferent information flows. In Figure 2.5 we show a canonical example
to illustrate the benefits of inter-session NC. Imagine that Alice and
Bob want to exchange a couple of packets, but they do not have a di-
rect link communication, so they have to transmit the packet to a re-
laying node R first. Following a legacy approach, without coding, we
would need four transmissions. With coding, the relaying node can
broadcast the combination of both packets, p′, and Alice an Bob can
recover the desired packets by a simple XOR operation (p1 = p′+ p2
and p2 = p′+ p1). Hence, over this canonical example, NC saves up
1/4 of the bandwidth.

Standing out as the most relevant of Inter-session NC solution, COPE
protocol was presented in [KRH+08], and has been thoroughly ana-
lyzed in [ZM10; ZMH+12]. However, it exhibits some drawbacks if
applied over realistic scenarios, as was shown in [CZM11; GHH+12],
specially with non-saturated scenarios.

• Intra-session Network Coding:in this groups of coding techniques
nodes combine packets that belong to the same information flow.
MAC-independent opportunistic routing protocol (MORE) [CJKK07]
is the first protocol that includes the benefits of intra-session NC com-
bined with opportunistic routing, with the main goal of offering ro-
bustness against errors. Examples of this approach were considered
in Figure 2.3 and Figure 2.4.

Table 2.2, which was presented in [KKR11], shows an interesting sum-
mary of the different NC approaches. Note that Inter-session and Analog
coding is restricted to very specific scenarios: low loss-rate static topolo-
gies, or high SNR channels. Besides, as was already discussed, both show
a rather complex implementation.

We can also find some hybrid solutions such as, ComboCod-
ing [CCO+11], I2NC [SMR11], CORE [YZZM10]. Chenet al. proposed
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Table 2.2: Comparison between different approaches of NC

Intra-session Coding Inter-session Coding Analog Coding
Codes packets from
the same information
flow

Coded packets from
different information
flows

Code signals by trans-
mitting them concur-
rently

Decoding can be done
at the destinations

Routers typically de-
code and re-encode
the packets

Routers need not
decode, they amplify
and forward miced
signals

Typical used for mul-
ticast applications

Typical used for uni-
cast applications

Used for both unicast
and multicast applica-
tions

Suitable for lossy
links an unpredictable
topologies

Suitable for low-loss
static topologies

Suitable for high SNR
channels

Improves reliability Save bandwidth Save bandwidth

ComboCoding, which integrates inter-session and intra-session NC with
TCP. It fosters an incremental evolution: at the beginning few packets are
coded together, but this is increased as the transmission evolves. The au-
thors assume a large finite field size, so the linear dependencies are ne-
glected, and results are obtained over a rather simple simulated network
environment. Another alternative is I2NC, presented by Seferoglu et al.,
which places the intra-session level between the network and transport
layer, hiding losses. The inter-session is between MAC and network layer.
The authors reduce the required signalling, and mitigate the synchroniza-
tion problems derived from inter-session approaches, as COPE. A similar
solution is presented in CORE, which is the result of combining the ideas
of COPE and MORE protocols. Although the authors show an interesting
performance enhancement compared to COPE, they also discuss how the
performance is jeopardized by bad quality overhearing links.

Due to the shortcomings of inter-session NC [CZM11; GHH+12] and,
provided that our interest is increasing the performance over error-prone
wireless networks, we will focus on Intra-session NC, especially on RLNC,
which will be discussed in the following sub-Section.
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2.2.1 Intra-session Network Coding

An approach to tackle intra-session NC was proposed by Ho et al.,
in [HKM+03], which was extended in [HMK+06]. If so far we have as-
sumed that a centralized authority decides the optimum linear network
coding operations that need to be performed by each node to achieve opti-
mum multicast capacity, Ho et al. introduced a distributed random linear
coding approach, which was called RLNC. The authors showed that, if
the finite field is sufficiently large, a randomly chosen linear network code
achieves, with high probability, the optimum multicast network capacity.
The importance of this contribution lies on the absence of a centralized au-
thority and, therefore, the applicability of NC techniques over real scenar-
ios becomes plausible. An study on the practicability of NC can be found
in [WL06].

RLNC stands out among all the other intra-session NC solutions, due
to its simplicity and good performance. Indeed, it has been proved to hide
losses to the upper layers over point-to-point links [SSM+09; GAGM15],
to reduce signaling overhead over opportunistic networks [CJKK07] and
to leverage efficient transmission scheme over wireless mesh networks
[PLPF13; PFP+15].

Let us introduce the operation of RLNC. We assume that the source
node wants to transmit a block of information comprising k information
packets6. The transmitter generates coded packets by a random linear
combination as was depicted in Eq 2.1. In this case the coding vector, −→ci
is generated by randomly selecting coefficients over a finite Galois field of
size 2q, GF(2q). Therefore, N coded packets are generated as follows:


p′1
p2
· · ·
pN

 = GN×k ·


p1
p2
· · ·
pk

 (2.2)

where GN×k is the coding matrix, i.e each row i of the coding matrix rep-
resents the coding vector −→ci used to generate the corresponding coded
packet.

Every node in the network also performs RLNC using its respective
coding matrix G′, but it is only applied to the received packets. Since only

6we will refer to these information packets as native packets.
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Figure 2.6: One source and one sink network, illustrative example with
RLNC.

linear operations are performed in the network, every coded packet that
has been received is indeed a linear combination of the native packets:


p′1
p′2
· · ·
p′N′

 = DN′×k ·


p1
p2
· · ·
pk

 (2.3)

whereDN′×k is the decoding matrix and N′ is the amount of coded packets
that have been received. The decoding matrix is the result of storing the
coding vectors of every coded packet. The receiver can decode the infor-
mation if the decoding matrix is of full rank. And, as shown in [HMK+06],
with a finite field size sufficiently large, after receiving k coded packet the
decoding matrix is full rank with high probability.

In Figure 2.6 we illustrate why RLNC leverages an easier implemen-
tation of NC. We have a source node that wants to transmit two packets
to the receiver. Although we can achieve network capacity without cod-
ing, we want to illustrate that RLNC can offer the same capacity without
the need of a centralized authority. Without coding node 2 would need
to decide whether to transmit p1 or p2, a decision that might not be triv-
ial over complex networks. However, RLNC allows that a random linear
combination of both packets, p′1 can be always transmitted. If a finite field
sufficiently large is used, the receiver node, D, can almost surely recover
both p1 and p2. Note that packets p1 and p2 can be already coded packets
transmitted by the source node, but as long as the decoding matrix at the
receiver is of full rank, the native packets could be recovered.

On the other hand, the main argument questioning the use of RLNC
is its decoding complexity, O(k3), which is considerably higher than other
approaches (for instance, LT [Lub02] or Raptor Codes [Sho06] ). The coding
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2. State of the Art

throughput, defined as the rate at which coding is carried out is strongly
affected by the coding parameters. In general, greater values of these pa-
rameters would lead to values coding throughputs [HPFM11; SPG+16].

Although with a low finite field size it is not possible to achieve multi-
cast capacity, due to implementation restrictions, the use of low finite field
sizes is required. This means that some of the received coded packets are
linearly dependent from those already received. Since they do not increase
the rank at the decoding matrix, they will be discarded by the decoder. We
will refer to those linear dependent coded packets as useless packets. Let
us define β as the number of linear dependencies transmitted.

Network overhead produced by NC is mainly due to the transmission
of useless packets, β = N − k, and the transmission of the coding vector.
Hence, such overhead is strongly affected by the coding parameters, i.e
amount of packets that are coded, k, and the finite field size, q, as Heide et
al. studied in [HPFM11].

It is now worth highlighting some works that have analytically as-
sessed the behaviour of RLNC. The first analytical proposals aimed to min-
imize the finite field size [BY06]. A first complete analysis that considers
the number of packets that are coded and the field size was presented by
Lucani et al. in [LMS09], where the authors introduced a loose bound. The
exact probability of decoding a block after receiving N coded packets was
presented by Trullols et al. in [TBF11]. Such model was simplified by Zaho
in [Zha12].

Fountain codes, as LT or Raptor, can be seen as an special cases of ran-
dom linear codes, where the coefficients are chosen randomly by follow-
ing specific probabilistic distributions (which they can indeed be consid-
ered sparse coding techniques, which will be discussed in the following
sub-section). They share some of the advantages of RLNC: (i) resiliency
to packet losses, (ii) low overhead, and (iii) suitability for heterogeneous
networks and devices. However, they do not provide (i) on-the-fly cod-
ing/decoding [SLFM14], (ii) low-delay [KLCM17], and (iii) recoding capa-
bilities, which are considered to be some of the most relevant advantaged
of NC. With recoding we refer to coding at intermediate nodes in the net-
work. Opposed to fountain codes, the encoder can generate coded packets
as they arrive form the upper layers, and does not need to wait until all
the coded packets have been already received. The decoder can also start
to decode packets as they are received, while with LT or Raptor codes it
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needs to wait until means of an uncoded packet is received before7 starting
the decoding process, which is carried out by the Belief-propagation algo-
rithm [Lub02]. Moreover, as we have discussed in the previous section,
coding at the different nodes in the network is the only means to achieve
multicast capacity, so the use of fountain codes is not enough, since coding
operations are restricted to the source node.

Several works have tackled this coding and decoding complexity prob-
lem, proposing different alternatives. One initial idea, which separates
the RLNC performance from the amount of transmitted data, was to di-
vide the information into several smaller generations [CWJ03], chunks
[MHL06], segments [WL07b] or groups [GMR06] of k packets. More
advanced schemes, advocating the combination of overlapping genera-
tions and sparse coding techniques were proposed in [SZK09; SLFM14;
TYY+15]. Another approach, which considers sparse coding to reduce
both encoding and decoding complexity,is thoroughly discussed in the fol-
lowing section.

RLNC as a protocol was first presented in MORE [CJKK07] where it
was exploited over opportunistic and wireless mesh networks. Gomez et
al. presented in [GRAM14b; GRAM14a] the combination of UDP and
RLNC to offer reliable unicast communications, achieving a remarkable
performance enhancement compared with TCP. This PhD actually starts
from this, and we will also consider the integration some of the ideas fos-
tered by MORE to exploit RLNC over wireless mesh networks.

2.2.2 Sparse Coding

As was already discussed, one the main drawbacks of RLNC is the com-
putational complexity required for the coding and decoding processes,
specially with large field sizes, since fast implementation of operations
over large finite fields is not trivial. Some of the first implementations of
RLNC were those presented by Wanget al. [WL06] or by Chachulsky et
al. in [CJKK07] (44 Mbps with a 800 Mhz Celeron Machine, using GF(28)
and k = 32), and over low computational devices in [HPFL08] (decoding
throughput below 40Kbps with a 332MHz ARM 11 CPU, using GF(28) and
k = 20). Note that the results are clearly inappropriate for many applica-
tions, specially with low computational devices.

7We will refer as uncoded packets, those coded packets that are created as a linear
combination of just one native packet, i.e an uncoded packet is in fact a native packet.
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Sparse coding techniques were first introduced by Wang et al.
in [WL06], in order to speed up coding and decoding operations, precisely
in one of the first implementations over real devices. In a nutshell, SNC
consists on randomly selecting a few amount of packets at the coding pro-
cess, opposed to RLNC, where all the packets from the generation are used
in the coding process. It is easy to see the computational cost reduction at
the coding process, since only a few packets are combined. On the other
hand, the resulting decoding matrix is sparse, since might of the coeffi-
cients are zero, which facilitates that more efficient decoding algorithms
can be used. Other sparse solution was presented in [HPFM11], based on a
non-random selection, introducing as well different recoding mechanisms.
Another proposal that can be considered as sparse coding is the so-called
systematic coding presented in [HPFL09], where the native packets are
transmitted uncoded, at least once, at the beginning of the transmission.
Afterwards RLNC coded packets are transmitted.

However, the use of highly sparse coding schemes might lead to an in-
crease of the network overhead, due to linear dependencies. Let us assume
that we use a very sparse coding approach, where every coded packet is
generated as a random linear combination of just 2 native packets. Let us
also assume that the decoder has already received k− 1 coded innovative
packets, i.e the decoding matrix has rank k − 1, and only one innovative
coded packet is needed to decode the generation. It is likely that some na-
tive packets (at least one) have not been used in any of the already received
packets and, therefore, any coded packet built without such packet would
actually be a linear dependency. Under these circumstances the probability
of receiving an innovative coded packet equals 3/k. This becomes specially
crucial over low finite field sizes.

Feizi et al. introduced TSNC [FLM12], which fosters a dynamic increase
of the coding density as long as the transmission evolves. Feizi’s work was
later broadened in [FLS+14], where two recoding approaches were also
considered, although from an analytical perspective. An important ques-
tion arises from this work, how to optimally tune the coding density? They
propose a scheme such that the overhead does not exceed certain value.
However, their contribution was purely analytical, and the overhead was
obtained by means of a rather loose upper bound.

Sörensen et al. presented in [SBC+15] a practical implementation of the
TSNC scheme. They used the same bound to estimate the impact of den-
sity on the overall overhead, but their approach was clearly more prag-
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matic. The coding density is fixed until the rank decoder matrix reaches
certain value. Upon then, a new coding density is fixed, until the next
value is reached. This scheme poses a new challenges, the number of
times the decoder should provide feedback to ensure an optimal trade-off
between overhead and computational cost. Another approach based on
TSNC was presented in [PLP+14], which sought enhancing the reliability
and the speed of data gathering in smart grids.

Finding the exact decoding probability as Trullols did with RLNC
[TBF11], is not trivial and, there did not exist a closed expression before
this PhD. The problem can be reduced to finding the probability that a
sparse random matrix of k × k over GF(2q) is of full rank, in which each
matrix entry ci,j is independently and identically distributed following an
sparse approach, i.e only a few elements ci,j are non zero. A widespread
distribution of the coefficients ci,j is given by8:

P{ci,j = v ∈ GF(2q)} =
{

pw if v = 0
1−pw
2q−1 Otherwise

where pw is the probability for a matrix entry to be zero.

An initial analysis was presented by Blömer et al., in particular [BKW97,
Theorem 6.3]:

Theorem 2.1. Let 0 < pw < 1, and D be a random (k × k)-matrix over somo
finite field, GF(Q = 2q), where each matrix entry is chosen independently with
probability pw, and each nonzero field element is attained with probability (1−
pw)/(Q− 1). Then D is nonsingular with probability at least

n

∏
i=1

1−
(

max{1− pw

Q− 1
, pw}

)i

(2.4)

Such theorem is used by Feizi et al. [FLS+14] or Sorensen et al. [SBC+15]
to derive a tractable bound, which was shown to be rather loose. The anal-
ysis was broadened in [Coo00], where a sparsity bound was introduced.
They prove that if pw > log(k)/k, then the decoding matrix is of full rank

8A different probabilistic function could be considered. In fact, LT codes migh actually
be seen as considered sparse coding techniques, where the coefficients are selected follow-
ing the Luby transform.
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with probability ∏inf
j=1(1 − Q−j). However, the result was limited to no

binary finite fields.

In [LMT11b], the authors derived upper and lower bounds to the prob-
ability of a sparse random matrix to be of full rank. Later, they broad-
ened their analysis to consider more generic situations [LMT11a]. The re-
sults showed very tight bounds for small generation sizes, but only valid
for very large finite fields. More recent contribution were presented by
Brown et al [BJT18] and Garrido et al. [GLA17]. Both provide a tight ap-
proximation of the probability of a random sparse matrix to be full rank,
for generic generation size and field sizes.

Anyway, there was not a definitive tuning strategy.

Despite the benefits of TSNC in terms of reducing the computational
cost of coding/decoding operations, the problem arises when the inter-
mediate nodes recombine the packets, since the coding density strongly
increases. This was already pointed out by Feizi in [FLS+14], where they
also proposed two recoding algorithms, for different conditions. However,
they required an extremely low coding density at the source, an their per-
formance in terms of overhead, i.e number of linear dependent packets,
was not analysed.

To the best of our knowledge there do not exist many works that have
considered recoding with sparse coding techniques. In fact, finding an ex-
act solution might lead to an NP-complete problem. Some contributions
sought enabling recoding with LT codes, aimed to keep the coding den-
sity distribution of the packets received at the decoder as they traverse the
network, pointing out its difficulty [PKF07; CHKS10].

Other alternative approaches to reduce the computational complexity
of RLNC advocate the use of inner and outer codes, such as Fulcrum Codes
[LPHF14] or BATS Codes [YY14]. Fulcrum Codes, suitable for heteroge-
neous devices, are based on an outer encoder, which generates k + r coded
packets using a high finite field size, while the rateless inner coder uses bi-
nary field. Hence, devices with low computational capacity can rely on the
inner codes to decode the generation at the expense of a small overhead,
while more powerful devices can process the coded packets generated by
the outer code. On the other hand, BATS Codes reduce the computational
complexity by means of an outer encoder, based on fountain codes. An ad-
ditional coding solution was presented in [MABT12], which exploits sparse
coding techniques at the inner code and the Gamma distribution for the
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outer code design.

Nevertheless, both Fulcrum or BATS are not incompatible with SNC.
In fact, BATS codes can be seen as a particular flavour of SNC, but with
a different probabilistic approach to select the coefficients. Fulcrum can
indeed use SNC as an inner code, and offer a lower coding complexity to
those devices that only rely on the inner code.

2.2.3 Streaming Codes

As we have already pointed out new services rely on 5G technology to
ensure ultra reliability and low latency, leading the so-called Tactile In-
ternet [Fet14]. While much attention in 5G has been paid to the physical
and link layers, it is increasingly being realised that wider redesign of net-
work protocols is also needed in order to meet 5G requirements. Trans-
port protocols are of particular relevance for end-to-end performance, in-
cluding end-to-end latency. For example, European Telecommunications
Standards Institute (ETSI) have recently set up a working group to study
next generation protocols 5G [ETSI16]. This great need for upgrades to
current transport protocols is also reflected in initiatives such as Google
QUIC [LRW+17] and the Open Fast Path Alliance9. In part, this reflects
the fact that low latency delay is already coming to the fore in network
services. For example, Amazon estimates that a 100ms increase in delay
reduces its revenue by 1% [FDT+13], Google measured a 0.74% drop in
web searches when delay was artificially increased by 400ms [ZLCG11]
while Bing saw 1.2% reduction in per-user revenue when the service delay
was increased by 500ms [Sou09],

Intra-session NC techniques can be combined with transport protocols
to increase the robustness against errors, as was proved in [SSM+11] and
later broadened in [SSM+11]. Their approach was based on the initial anal-
ysis presented in [SSM08; FLMP07], where the use of NC was extended to
consider feedback. The rationale was the bad behaviour that TCP shows
over lossy links, which are prominent in wireless networks. Extensive re-
search has been done to understand their limitations and to improve the
performance of TCP over wireless networks, and an extensive survey can
be found in [RJJ+08].

Besides, TCP, the authors of [SMR17] proposed to integrate network

9Open Fast Path Alliance, https://openfastpath.org
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coding techniques with QUIC, a new transport protocol fostered by
Google, which combines the operation of HTTP/2, TLS and TCP, with the
goal of reducing latency of client-server communications. QUIC selects the
interest of the research community in introducing new transport protocols,
and it is currently being standardized by the QUIC Working Group of the
IETF [IT18].

However, block codes are not well suited for protocols as QUIC or
TCP [Sah08]. Sundarajan et al. [SSM+09] proposed a different coding
scheme that make use of feedback, the so-called online coding. They ex-
ploit such feedback to reduce the generation size with the packets that have
been “seen” by the receiver, thus speeding the decoding process. The feed-
back in Automatic Repeat-reQuest (ARQ) approaches, i.e when the source
retransmit the information once it is requested, is of course well studied.
However, the joint use of coding techniques and feedback has received al-
most not attention, specially when the feedback is delayed.

Under circumstances with no delayed feedback, it is well known that
ARQ is optimal, both in terms of capacity an delay [VSL10]. However,
when feedback is delayed the situation changes fundamentally, and the
end to end delay with ARQ can greatly increase. The use of coding
schemes not only can protect from losses and enhance the performance
offered by TCP, but it can also reduce such end-to-end delay, even when
feedback delay it not too small [VSL10].

2.3 Network Coding in Real Networks

NC techniques can be used to enhance the performance of many applica-
tions, some of them discussed throughout this PhD. We focus our analysis
on NC at the upper layers to offer a reliable communication over wireless
links, but many of the results can be applied to other applications where
NC can be indeed beneficial. A number of these applications are identified
in [KKR11]:

• Reliable communications over wireless networks: the use of NC over
wireless networks to offer reliable communications is the main ob-
jective of this PhD. Wireless networks suffer from a variety of issues,
including low throughput, high interference, and are as well highly
prone to errors. We have already mentioned many contributions that
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implement NC to increase reliability and performance. Some exam-
ples are MORE [CJKK07] and COPE [KRH+08] protocols, as exten-
sively analysed in [GRAM14a], or the combination of TCP and NC by
Sundararajan et al. in [SSM+09]. We can also include in this category
reliable communications over multicast networks, within it is worth
mentioning Simple COded REliability (SCORE) protocol, designed
by Steinwurf for reliable unicast and multicast communications over
UDP10.

• Network Coding for content distribution: Peer-to-Peer (P2P) net-
works have become increasingly popular in current generation of
content distribution protocols. Typically, a file is divided into a num-
ber of data blocks, which are distributed through several peers. If
a new peer requests the same file, it gets it by downloading the
different blocks from the server, or from different connected peers.
Avalanche [Yeu07] is one of the most representative P2P protocols
with NC. The use of NC allows that a peer does not need to request
specific data blocks. Instead, a new request blindly downloads coded
blocks from other peers, until the node is able to decode the original
file. This clearly improves traditional P2P, where it needs to be de-
cided which blocks are needed from which peers, leading to a com-
plex optimization problem. R2 [WL07b] is another example a P2P
protocol but targeting live streaming, and Lava [WL07a] is a test-bed
that was used to thoroughly evaluate the benefits and trade-offs in-
volved in using network coding in peer-to-peer streaming scenarios.

• Cooperative networks: User cooperation is a novel technique to effi-
ciently use radio resources. Cooperative communications allow de-
vices in the network to support the information transmission of each
other, by taking advantage of the broadcast nature of the wireless
channel. The basic concepts were introduced in the late 90’s [MM99]
but have gained popularity within the latest years, with the intro-
duction of new services and the requirements of the next network
generation [FHM+07]. Many researches have shown the gain of user
cooperation in energy saving, throughput enhancement and efficient
resource allocation. Using NC we can reduce the overall number of
transmissions, reducing complex signalling mechanisms [PZZY07].
Some of the most recent proposals are [MHLF14; JJEP17].

10Simple Coded Reliability (SCORE), http://steinwurf.com/products/score.html
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• Distributed Storage: Including redundancy to increase reliability is
common in distributed storage systems. The benefits of using coding
for storage are also well known, being Reed-Solomon codes [PX06]
the most popular. Fountain codes are growing in popularity, due
to their simplicity and fast encoding-decoding times [DPR06]. The
use of NC in distributed storage was introduced in [DGW+10]. It
has been shown that NC can achieve a rather significant reduction in
network bandwidth, compared with Reed–Solomon or other existing
codes. A survey of different mechanisms can be found in [DPR06].
Besides, an interesting use case was proposed in [SFLP14], which in-
troduced a real framework to enable distributed storage over mul-
tiple commercial cloud solutions (Dropbox, Box, SkyDrive, Google
Drive). The authors increase the download speed, provide data pri-
vacy, and increase reliability.
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Chapter 3

Random Linear Network
Coding

As was mentioned in Chapter 2, RLNC was proposed by Ho et al.
in [HKM+03], and later broaden in [HMK+06], where they introduced a
distributed random linear coding approach for transmission and compres-
sion of information for generic multi-source and multicast networks. Their
initial results showed that such random linear code achieves multicast ca-
pacity with probability exponentially approaching 1, with the length of the
code used. However, this approach does not only achieve the maximum
network capacity, but also offers a distributed approach. While network
capacity can be achieved by other deterministic or random approaches,
they require, in general, network codes that are known to a central ele-
ment. Several works were quickly published analysing RLNC from differ-
ent perspectives, [CJKK07; LMS09].

In this section we asses the performance of RLNC over the canonical
topologies that are known to exploit the benefits brought by RLNC. We
start from the most simple scenario, a direct link communication between
source and destination, and we increase the complexity as we advance
in this chapter until we analyse a random mesh network, over which we
study the performance of RLNC with opportunistic routing.

Many of the results presented herewith are independent of the particu-
lar technology used, specially the theoretical framework. Nevertheless, we
are interested on RLNC feature of providing reliable communication over
wireless networks, so we focus on prone error links and we brought the
different scenarios to a simulation framework, where we have carried out
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thorough simulation campaigns to broaden the analysis.

The results shown during this chapter were carried out by simulation
and by experimentation. Among the results obtained through simulation
we can distinguish those carried out using fundamental models and those
using the ns-3 framework, which are usually focused on the performance
in terms of throughput. The first bunch of results always take strong as-
sumptions and simplifications. Hence, we invested an important effort in
developing a NC module1 in the ns-3 simulator, a detailed implementation
description can be found in the Annex B. We have deployed two experi-
mental test-beds with commercial devices, Raspberry-PI v3. The test-beds
offer the possibility of analyse the viability of RLNC over real devices and
to validate that the theoretical and simulated results match with those ob-
tained through experimentation. More details of the test-beds deployment
can be found in Annex C. All the results follow a Monte Carlo analysis,
where we repeat experiments several times showing the average and, if
relevant, we also include the 95% confidence interval. Unless otherwise
indicated, the simulations are repeated 104 times in the fundamental anal-
ysis and 50 times with the ns-3 framework and for the experimentation.
We will detail the configuration of every result in their respective captions.

Regarding the nomenclature, Table 3.1 summarizes all used symbols an
variables

The chapter is structured as follows. First, in Section 3.1 we start
by analysing the performance of NC over a single wireless link. Then,
in Section 3.2 we broaden the analysis to consider a multi-hop topology,
where the intermediate nodes play an active role in the communication.
In Section 3.3 we consider random mesh topologies, where we include op-
portunistic routing techniques. A different communication perspective is
considered in Section 3.4, where we introduce multicast communications.
And, finally, in Section 3.5 we consider multiple sources that collaborate in
the transmission.

1This module was started by Gomez et al., and presented in [GRAM14b]. In the scope
of this PhD, we have broadened it to consider more generic scenarios. Our contributions
are summarized in Annex B
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Table 3.1: Nomenclature definition of Chapter 3.

k Generation size
q Field length, GF(Q = 2q)

ξq(k, N) Decoding probability after receiving N packets
N Number of transmissions, N = k + β + β̃
β Linear dependencies
β̃ Packet losses

βq Constant value of the linear dependencies with RLNC and
with a field length of q

α Error rate
Prx(i, N) Probability of receiving i packets after sending N

εβ Penalization factor due to linear dependencies
εack Penalization factor due to the transmission of decoding ac-

knowledgements
ε−→c Penalization factor due the coding vector being transmitter

within the NC header
SUDP Throughput perceived by the application layer with UDP

SRLSC Throughput perceived by the application layer with UDP +
RLSC

R,D Decoding matrix at the recoder, decoder respectively
ψD(rd) Probability of receiving a linear dependent packet at the de-

coding matrix D
PRLNC
D,r+ Probability of increasing the rank of the matrix D
Sq(k) Markov Chain

P ,L,M,Q Matrices that define the transition probabilities of the
Markov chain

B Emission probability of the HMP
π(i, j) Transient probability between states of a Markov chain

ρρ† Recoding threshold and its optimum respectively
Nr Number of relaying nodes
M Number of generations

P f orward/tx Transmission probability of a relaying node with oppor-
tunistic forwarding

χ Aggressiveness factor defined in the probabilistic transmis-
sion scheme

TXcredit Encourage parameter used by MORE protocol
M(−→x ,−→m ) Multinomial distribution

Ss Number of sources in the multi-source scenario
ξMulti

q (k, N) Decoding probability with RLSC in the multi-source sce-
nario
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3.1 One hop Analysis

In this Section we analyse RLNC over a single hop. We recall this approach
as Random Linear Source Coding (RLSC), since only the source node trans-
mits coded packets. From this perspective, we can understand RLSC as an
error correcting code, similar to Fountain Codes as Luby Transform (LT)
[Lub02] or Raptor Codes [Sho06] although NC brings new features. We
start by introducing a theoretical framework, which is later validated by
means of thorough simulation campaign. Both simulation and theoretical
results are discussed to understand the behaviour of RLNC over wireless
links.

3.1.1 Theoretical Framework

An upper bound of the average coded packets that a decoder has to re-
ceived in order to be able to decode a generation was proposed in [LMS09]:

E[N] ≤ min
{

k
Q

Q− 1
, k + 1 +

1−Q−k+1

Q− 1

}
(3.1)

This upper bound is one of the first results showing the impact of both
finite field and generation size. However, it does not reflect the actual be-
haviour of RLSC, especially with short finite fields. Trullols et al. obtained
the exact probability of successfully decoding a generation after receiving
N coded packets, [TBF11]. The theoretical results shown herewith are, in
many cases, derived from this initial work of Trullols, so it is worth intro-
ducing such theoretical framework. We recall that we distinguish inno-
vative packets as those that are constructed by linearly independent com-
bination from the previously received ones. That is they provide useful
information, and increase the rank at the decoding matrix D.

In order to derive an exact expression of the decoding probability after
receiving exactly N coded packets, ξq(k, N), we can think on urn model.
Lets consider an urn with all the possible coding vectors that can be gener-
ated, (Qk − 1) possibilities2. The first extraction will always provide new
information. In the following extraction, if we assume that we can ex-
tract again the same coding vector, the possible coded vectors are again

2We discard the coded packets built with all the coefficients equal to zero
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(Qk − 1). Hence, in the second extraction there are Q − 1 coded vectors
that are a linear combination from the first coded vector extracted, so the
probability of extracting an innovative vector is: Q−1

Qk−1 . In the third extrac-
tion there are (Q2− 1) that are a linear combination from the previous ones
and so on. Therefore, the probability of extracting (receiving) an innova-
tive packet once we have rd useful coded packets3 from the urn is given
by:

PRLSC
D,r+d

(q) =
(

1− Qrd − 1
Qk − 1

)
(3.2)

where Q = 2q is the finite field used.

Now, we can obtain the probability of successful decoding after exactly
receiving k coded packets, ξq(k, k), which is the concatenated probability
of successfully extracting k linearly independent coded packets from the
urn:

ξq(k, k) =
k−1

∏
i=0

(
1− Qi − 1

Qk − 1

)
(3.3)

Lets now assume that we extract N = k + 1 coded packets from the
urn. At each extraction we have the room for exactly one failure, which
occurs with probability Qr−1

Qk−1 . If one failure occurs in the k-th extraction,
there should not be any failure in the consequent extractions. Iterating, we
obtain the probability that k linear independent vectors are extracted, after
k + 1 extractions, as:

ξq(k, N = k + 1) =
N−1

∏
i=0

(
1− Qi − 1

Qk − 1

) N

∑
i1=0

Qi1 − 1
Qk − 1

(3.4)

We can follow the same reasoning and obtain the probability for a
generic N ≥ k:

3Note that the linearly dependent extractions are discarded. Hence we will refer to
them as linear dependent coded packets or useless coded packets. We will refer to the rank
of the decoding matrix as either degree of freedom or level of information.
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ξq(k, N) =
N−1

∏
i=0

(
1− Qi − 1

Qk − 1

) N

∑
i1=0

Qi1 − 1
Qk − 1

N

∑
i2=i1

Qi2 − 1
Qk − 1

· · ·

· · ·
N

∑
iN−k=iN−k−1

QiN−k − 1
Qk − 1

(3.5)

This formula can be condensed considering the binomial or Gauss co-
efficients4. We refer the reader to [TBF11] for further details. Finally, Eq.
3.5 becomes:

ξq(k, N) =
ξq(k, k)

(Qk − 1)N−k

([
N

N − k

]
Q
+

+
N−k

∑
i=1

(−1)i
(

N
i

)[
N − i

N − k− i

]
Q

)
(3.6)

where ξq(k, k) is the probability of receiving k linearly independent packets
after receiving k coded packets, which is given by Eq. 3.3.

The expression shown in Eq. 3.6 can be cumbersome, when k� 1, due
to the binomial terms. Authors in [Zha12] derived a simpler expression for
the decoding probability, as follows:

ξq(k, N) =
∑N−k

i=0 (−1)i(N
i )∏k−1

j=0

(
QN−i −Qj)

(Qk − 1)N (3.7)

We have now shown two important results that allow us to understand
the behaviour of RLSC: the probability of receiving a linearly independent
packet, Eq. 3.2, and the probability of successfully decoding a generation
after receiving N coded packets, Eq. 3.6.

The model is validated with an empirical procedure. In Figure 3.1 we
can see the decoding probability as a function of linearly dependent pack-
ets, i.e β = N − k, that are received. This figure shows the result for dif-
ferent values of the Galois Field length, q = [1, 2, 4, 8] but not for different

4[mn ]Q = (Qm−1)(Qm−1−1)···(Qm−n+1−1)
(Qn−1)(Qn−1−1)···(Q−1)
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Figure 3.1: Probability of decoding a generation after receiving N = k +
β coded packets. Markers correspond with the values obtained with the
theoretical framework.

generation sizes because, as will be seen later, when k � 1, the decoding
probability does not depend on k or N, but it does depend on the difference
β = N − k.

Now, our interest lie on calculating the overhead produced by the re-
dundant packets received before the generation can be decoded, i.e the
expected number of linear dependencies that will be received before a de-
coding event. Lucani et al. showed in [LMS09] that the average number of
coded packets that are required to successfully decode a complete gener-
ation with RLSC, could be estimated as the sum of the generation size, k,
and a constant that only depends on the finite field, GF(Q = 2q), but not
on the generation size. We introduce a novel theorem, which extends such
result, by establishing the exact value of such constant.

Theorem 3.1. Average Number of Transmissions for RLSC.

The average number of packets that need to be received to decode a complete
generation with RLSC is used can be calculated as follows, when k� 1:

E[N] =
k−1

∑
i=0

1
PRLSC
D,r+ (i)

≈ k + βq (3.8)

where βq is a constant that only depends on the finite field used.

Proof. We start with the initial expression, given by the summation in (3.8),
and we apply the Euler-Maclaurin formula, as follows:
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E[N] = 1 +
k−1

∑
i=1

1

1− Qi

Qk

= 1 +
k−1∫

i=0

1

1− Qi

Qk

di +
f (k− 1)− f (0)

2
+

+
∞

∑
t=1

B2t

(2t)!

[
f (2t−1)(k− 1)− f (2t−1)(0)

]
(3.9)

where B2t are the Bernoulli numbers and f (n)(x) is the nth derivative of
f (x). We assume that the third term of the summation (t = 3) is much
smaller than the previous ones and we thus neglect the subsequent terms,
considering only the initial function f (x) and its first and third derivatives:

f (x) =
1

1− Qx

Qk

f ′(x) =
Qx−k log Q

(Qx−k − 1)2

f
′′′
(x) =

Qx+k(log Q)3(Q2k + 4Qx+k + Q2x)

(Qx −Qk)4

(3.10)

The result of the integral is given by:

k−1∫
i=0

1

1− Qx

Qk

dx =

k−1∫
i=0

1

1− ex log Q

Qk

dx =

=

[
x− 1

log Q
log
(

1− ex log Q

Qk

)]k−1

0
= k− 1−

log
(

1− 1
Q

)
log Q

(3.11)

We also take the following assumptions: f (0) ≈ 1, f
′
(0) ≈ 0, f

′′′
(0) ≈ 0,

which are indeed sensible, given that k � 1. Finally, the average number
of transmissions, which can be represented as the sum of the generation
size, k, and a constant, βq, is given by:

E[N] ≈ k−
log
(

1− 1
Q

)
log Q

+
1
2

(
1

Q− 1

)
+

1
12

Q log Q

(Q− 1)2 (3.12)
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Table 3.2: Average number of linear dependencies, βq, for RLSC.

q βq
1 1.60
2 0.41
4 0.07
8 0.00

As can be seen, if we substitute Q with 2, i.e we use binary field, E[N]
approximately yields k + 1.6, matching the value empirically observed, or
computed by the evaluation of the series, the first expression in 3.8, which
could be cumbersome for large k, i.e k >> 1. In the Table 3.2 we show the
value of useless coded packets for different finite field lengths.

This theoretical framework models the behaviour of the decoder, i.e we
obtained the expected number of coded packets that the decoder has to re-
ceive in order to decode a generation, or the probability of decoding after
receiving N coded packets. Hence, this model can be exploited in different
cases, as we will see through this document (several sources transmitting
the same information or several intermediate nodes). Now, we are focused
on a single hop communication but the coded packets transmitted by the
encoder might be lost. We define β as the linear dependent packets re-
ceived at the receiver and β̃ as the losses. Hence, we have that the packet
transmitted by the source are N = k + β + β̃.

The effect of the packet erasures can be included in the probability of
decoding a generation after transmitting N coded packet as follows:

ξq(k, N) =
N

∑
i=k

ξq(k, N) ·Prx(i, N) (3.13)

where Prx(i, N) is the probability of receiving i packets after sending N,
and it depends on the particular error model. Lets assume that loss events
follow a uniform distribution with probability α, then the probability of
receiving i packets after sending N can be obtained as:

Prx(i, N) =

(
N
i

)
αi(1− α)N−i (3.14)
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If we follow the same assumption we can rewrite Eq. 3.2 as follows:

PRLNC
D,r+ (q) = (1− α)

(
1− Qr − 1

Qk − 1

)
(3.15)

And the expected number of coded packets that the source needs to
transmit is given by:

E′[N] =
k−1

∑
i=0

1
P′RLNC
D,r+ (q)

≈ k + βq

1− α
(3.16)

3.1.2 Overhead analysis

In this sub-section we analyse the impact of the two main RLSC parame-
ters: generation and field size (k and q, respectively) over the performance.
As we have seen previously, the generation size has a negligible impact on
the decoding probability, but it is easy to see that βq additional transmis-
sions lead to a higher overhead for smaller generations. We can derive a
penalization factor that takes into account the excess of coded packets that
need to be transmitted:

εβ =
E[N]− k

E[N]
(3.17)

On the other side, following the implementation described in Annex B,
we can see that there exists another penalization factor due to the acknowl-
edgements sent by the receiver, since the higher the generation size, the
fewer generations would need to be transmitted, and the fewer amount
acknowledgements are thus required. It is given by:

εack =
τack

E[N]× τdata + τack
(3.18)

where τdata is the average delay of a data packet, and τack is the one corre-
sponding to an acknowledgement. They depend on the technology used,
for instance, Bianchi analyses the performance of 802.11 in [Bia00], tak-
ing into account the collision probability, which depends on the number of
nodes in the network and the maximum contention window, CWm, of the
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Table 3.3: Parameters used in the Bianchi’s model according to the technol-
ogy used

Parameter Values (802.11b) Values (802.11g)
SIFS 10µs 10µs
DIFS 50µs 50µs
Hphy 192 µs 192µs
Hmac 34*8/rate 34*8/rate
ACK 192 + 14 ∗ 8/2e6µs 192 + 14 ∗ 8/2e6µs
rate 11Mbps 54 Mbps
SUDP 5.9 Mbps 24.3 Mbps

CSMA/CA algorithm. The values of τdata and τack are defined in [Bia00] as
follows:

τdata = Hmac + Hphy + MSS + SIFS + ACK + DIFS (3.19)

τack = Hmac + Hphy + Pack + SIFS + ACK + DIFS (3.20)

where DIFS, SIFS are parameters that depend on the technology, Hphy and
Hmac correspond with the physical and MAC header lengths respectively,
Maximum Segment Size (MSS) equals 1500 bytes, ACK corresponds with
the size of the 802.11 acknowledgement frame and Pack is the length of
the acknowledgement packet defined in Annex B, and it equals Pack =
8Hrlnc/rate. Hrlnc corresponds with the size of the proprietary header, de-
fined in Annex B Table 3.3 shows all the parameters.

There exists one more penalization, due to the coding coefficients that
must be transmitted in the header of the coded packet. Since we are limited
by the MSS, the data payload carried per packet is reduced when we in-
crease the generation size or field length. We need d kq

8 e bytes to codify the
coding coefficients. Hence, the proprietary header size is Hrlnc = 9 + d kq

8 e
bytes, and the penalization factor is thus given by:

ε−→c =
Hrlnc

MSS
(3.21)
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Figure 3.2: Impact of the different penalization factors of RLSC.

The impact of the generation size and the field length on the three pe-
nalization factors is shown in Figure 3.2. While εβ and εack decrease as the
generation size increases, the penalization due to the coding vector gets
more relevant, specially with larger finite fields. Note that due to imple-
mentation we are restricted to generation sizes lower than 256.

The penalization factors can be used to model the expected goodput, de-
fined as the throughput perceived by the application layer if we use RLSC,
as follows:

SRLSC = SUDP × (1− εβ)× (1− εack)× (1− ε−→c ) (3.22)

40



3. Random Linear Network Coding

q = 1 q = 2 q = 4 q = 8

2 4 8 16 32 64 128 255
0

4

5

6

7

TCP

UDP

k

T
h
p
u
t
(M

bp
s
)

(a) 802.11b (11Mbps)

2 4 8 16 32 64 128 255
0

15

20

25

TCP

UDP

k

T
h
p
u
t
(M

bp
s
)

(b) 802.11g (54 Mbps)

Figure 3.3: Goodput of RLSC over an ideal wireless single link hop. The
results shown the average after 50 simulations and the 95% confidence in-
terval. Markers correspond with the values obtained with the theoretical
framework.

where SUDP is defined as the performance provided by the UDP proto-
col to RLSC. We can assume that the performance perceived by the NC
layer is the one provided by UDP, SUDP, which is obtained with the model
proposed by Bianchi in [Bia00]. In our case, we disable retransmissions
at 802.11 level, since it was shown that it actually harms the efficiency
of RLSC [GRAM14b]. This effect can be easily explained based on the
CSMA/CA algorithm operation, which imposes a random back-off time
before transmitting. This back-off time is randomly selected between 0 and
a contention window, CW, which is exponentially increased for every re-
transmission, up to a maximum of CWm (where m is the maximum number
of retransmissions). With RLSC any packet provides the same information
and, it is therefore better sending a new coded packet than retransmitting a
lost coded packet after increasing the contention window. Under this spe-
cial circumstance, the Bianchi model is simplified, and the obtained values
can be seen in Table 3.3.

Exploiting the implementation within the ns-3 framework we evaluate
the performance of RLSC over a single wireless hop. The results validate
the theoretical framework and they show the importance of appropriately
design the generation size and field lengths. In Figure 3.3 we can see the
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goodput, defined as the amount of bytes received by the application di-
vided by the time needed, and we compare the result with TCP, which is
the most widespread solution to offer a reliable communication. We also
show the performance for UDP, which sets an upper bound, as we have
seen in Eq. 3.22.

The results in Figure 3.3 show the performance for two different 802.11
versions: 802.11b, 11Mbps and 802.11g, 54Mbps. In both cases the data rate
kept is constant at the maximum throughput offered by the technology.
The behaviour is alike with both technologies, but scaled with the value
of (SUDP). Note that RLSC yields a substantial improvement in terms of
goodput, compared with TCP (≈ 1.6×).

These first results show that a good configuration can be achieved with
a generation size of k = 128 and binary field, GF(2). However, this de-
pends on the technology and application under study. For instance, for
the real-time applications, where the delay could be an important impair-
ment in Quality of Service (QoS), a lower generation size could be a better
choice. Such delay is due to the fact that the decoder has to wait until
it can decode the generation. Hence, lower generation size would yield
worse performance, in terms of goodput, but lower delay.

3.1.3 PRNG Proposal

In this sub-section we reduce the penalization due to one of the factors
shown previously, ε−→c . Instead of transmitting the coding coefficients in
the header of each coded packet, we can only send the random seed used
by the Pseudo Random Number Generator (PRNG) at the encoder. Hence,
we substitute the coding vector −→ci , whose size is, due to implementation
restrictions, between 1 and 256 Bytes, and we transmit a random seed of
size 4 Bytes.

We can infer that, depending on the values of k and q, there would be
a point from which the overhead associated to the initial option would be
higher than the one of the PRNG alternative. The header of the former
case is 9 bytes long for the fixed elements (i.e. type, block size, field size,
block number and UDP ports) and the coding vector −→ci , with a size of
d kq

8 e. On the other hand, the PRNG header has always a static length of
9 (fixed elements) plus 4 (random seed) bytes. Taking this into account,
Figure 3.4 illustrates the areas where each of the alternatives requires a
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3. Random Linear Network Coding

lower overhead (if k is greater than 32, the PRNG header approach always
yields a lower overhead).

The performance for different values of generation size and field length
can be seen in Figure 3.5. To ease the comparison we can also see the per-
formance obtained with the previous approach, when we include the full
coefficients vector, Figure 3.5a. As can be seen, for the PRNG case the
performance of RLSC gets higher. We also obtained the results using the
analytical framework, but in this case we did not consider the penalization
factor due to the transmission of the coding vector in Eq. 3.22. The markers
in Figure 3.5 represent the analytical results.

However, with this alternative we loss one of the most important fea-
tures of NC, since the intermediate nodes would not be able to combine the
received coded packets and create new ones. This feature is call recoding
and it is well known to offer high robustness against losses in multi-hop
error prone scenarios. It will be studied in the next section. Nevertheless,
it is important to remark that transmitting the full coding vector can jeop-
ardize the performance of our system, and it is worth considering other
approaches, specially with high generation sizes.

3.2 Multi-hop Network

Now, we go a step further and we analyse the performance of RLNC over
multi-hop networks. We consider two approaches: the legacy store and
forward scheme (RLSC), where intermediate nodes only retransmit the re-
ceived packets; RLNC, where the intermediate node combines the received
information and transmits recoded packets at every transmission opportu-

1 2 3 4 5 6 7 8

10

20

30 −→ci Seed
⌈

K·q
8

⌉
≥ 4 bytes

q

k

Figure 3.4: Region where the use of short header version is worthy.
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Figure 3.5: Throughput of RLSC over an ideal single link hop, 802.11b (11
Mbps). Comparative of full vector header and PRNG header. The results
show the average after 50 independent simulations as well as the 95% con-
fidence interval. Markers correspond with the values obtained with the
theoretical framework.

nity. Further implementation details of RLNC approach can be found in
the Annex B.

3.2.1 Line Topology - No overhearing

Let us start with a simple topology, having only one intermediate node. In
Figure 3.6 we can see an illustrative example of the scenario under study.
A source node, S, sends information towards a destination node, D, us-
ing R as an intermediate node to forward the corresponding traffic. We
will assume error-prone links, characterized by their loss rate: α1, α2 for
the links S → R and R → D, respectively. We also consider the over-
hearing link S → D, with an error rate α3. Even though S and D can
directly communicate, is quite common over wireless links that the rout-
ing protocol force the communication through an intermediate node, when
1− (1− α1) · (1− α2) < α3. In any case, we will initially consider α3 = 1
in our analysis.

A packet transmitted with following a store-and-forward approach
reaches the intermediate node with probability α1 and, once retransmit-
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Figure 3.6: Line topology with two hops and overhearing link.
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Figure 3.7: Absorbing Markov model for the line topology with 3 nodes

ted by it, the packet arrives at destination with probability α2. There-
fore, RLSC approach yields an overall loss packet probability of α =
1− (1− α1) · (1− α2).

If we consider α2 > 0, then, with high probability, the destination has
less information than the intermediate node. Hence, whenever the inter-
mediate node gets a transmission opportunity, it could transmit a recoded
packet, even if it has not receive any new information. This might cause
the reception of an innovative packet at the receiver. Theoretically, this
approach would reduce the overall loss probability to α = max{α1, α2},
which is always lower than what would be seen for any store-and-forward
approach.

Let us assume a slotted time division system where the encoder first
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transmits a coded packet, and then the intermediate node has the opportu-
nity of forwarding it or transmitting a recoded packet. Under this assump-
tion, the source and the intermediate nodes fairly share the capacity.

We propose an analytical model for the scenario shown in Figure 3.6,
which is valid for both approaches RLSC and RLNC. For this model we
build a discrete Absorbing Markov Chain, where a transition between
states happens after one transmission from both S and R, i.e a transition
corresponds to two time slots. Each state is defined as (rr, rd), where rr
corresponds with the current rank of the decoding matrix at R, R, and
rd is the rank at the receiver matrix, D. Clearly rr ≥ rd. Based on these
states, we define the discrete Markov Chain, Sq(k), an illustrative example
with k = 5 is shown in Figure 3.7. As can be seen, Sq(k) is an absorbing
process, since the state (k, k) is absorbing: it will be eventually reached,
and the system would definitively stay there afterwards. From now on,
we will indistinctly refer to the intermediate and receiver nodes as recoder
and decoder, respectively.

The probability of receiving an innovative packet at the intermediate
node can be calculated based on the work by Trullols et al. [TBF11]. It
depends on the degree of freedom at the recoder, i.e the rank of R, and
can be seen as the probability of choosing a linear combination from the
previous received packets. There exists Qr possible linear combinations,
from all the possible combination, Qk. Hence, the probability of receiving
a linear dependent coded packet in the recoder, ψR(rr) is:

ψR(rr) =
Qrr

Qk (3.23)

where Q is the field length, GF(Q = 2q). The same reasoning can be used
to obtain the probability of receiving a linearly dependent coded packet at
the receiver, ψ+

D(rd). In this case, since the recoder can only generate com-
binations of the previously received packets, all the possible combinations
are Qrr . Hence, we can write:

ψD(rd) =
Qrd

Qrr
(3.24)

Let us define the transition probability, π(i, j), which corresponds to
the probability that the system would go from (rr, rd) to (rr + i, rd + j).
It goes without saying that i, j ∈ {0, 1}, since the rank of either R or D
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can only increase in one unit after a transmission. In addition, the rank at
the recoder would be always greater or equal to the rank at the decoder:
rd ≤ rr. We will also assume that packet loss events are i.i.d. uniformly
distributed, with probability α1 on the link between S and R, and with
probability α2 between R and D. We can therefore establish the transition
probabilities by identifying four different cases, as follows:

π(i, j) =



α1α2 + α1 (1− α2)
(

Qd

Qr

)
+ (1− α1)

(
Qr

Qk

)
α2+

+ (1− α1)
(

Qr

Qk

)
(1− α2)

(
Qd

Qr

) i = 0, j = 0

(1− α1)
(

1− Qr

Qk

)
α2+

+ (1− α1)
(

1− Qr

Qk

)
(1− α2)

(
Qd

Qr+1

) i = 1, j = 0

α1 (1− α2)
(

1− Qd

Qr

)
+

+ (1− α1)
(

Qr

Qk

)
(1− α2)

(
1− Qd

Qr

) i = 0, j = 1

(1− α1)
(

1− Qr

Qk

)
(1− α2)

(
1− Qd

Qr+1

)
i = 1, j = 1

(3.25)

With the transition probabilities we can build the corresponding fun-
damental matrix. According to [KS60], its canonical form, for t and a tran-
sient and absorbing states, respectively, of such process, can be defined as
follows:

P =

[Ia×a 0
Lt×a Qt×t

]
(3.26)

where I is an identity matrix, since the probability of staying at the absorb-
ing state is 1. The element (i, j) of Qt×t represents the probability of going
from transient state i to transient state j. Finally, the element (i, j) of Lt×a
represents the probability of going from transient state i to absorbing state
j. In our case, there is only one absorbing state, so Lt×a is a column vector
of t elements.

Now, let us recall Theorem 3.2 from [KS60]:

Theorem 3.2. Average number of transitions (Theorem 3.2.4 in [KS60]). The
average number of transitions before being absorbed, when starting in a transient
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state i, is the ith element of the column vectorM:

M = (I −Q)−1 Γ (3.27)

where I is an identity matrix with the same dimension as Q, and Γ is an all-one
column vector. Furthermore, the matrix N = (I −Q)−1 is called the funda-
mental matrix for Sq(k).

Corollary 3.3. Average number of transmissions. The average number of tran-
sitions corresponds to the transmissions of the source node, before the generation
can be decoded. A transition always involves two transmissions: one from the
source to the intermediate node and another one from this intermediate node to
the destination. Hence, the first element ofM would correspond to the expected
number of transmissions before the whole generation is successfully received.

If the intermediate node only retransmits the received information we
can use a simpler model, since we would not be interested on the rank at
the recoder. We only need to consider the overall loss packet rate, that can
be even generalized for Nr forwarders as follows:

α = 1−
Nr

∏
i=1

(1− αi) (3.28)

Therefore, the average number of transmissions correspond with:

E[N] =
k + βq

1− α
(3.29)

where βq is the average number of coded packets required to decode a
generation at receiver, given by Eq. 3.8

In order to understand the potential benefits of recoding and validate
the analytical model, we analyse the performance of both communication
schemes: (i) RLSC (Figure 3.8a), which corresponds with the traditional
communication scheme, where the intermediate node just forwards every
received packet, without any further processing; (ii) RLNC (Figure 3.8b),
in this configuration (pure recoding) every transmission performed by the
recoder corresponds to a recoded packet. The results after 1000 indepen-
dent simulations per configuration are shown in Figure 3.8. We plot the
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Figure 3.8: Performance of different communication approaches over a line
topology with 3 nodes, q = 1. Markers correspond with the values ob-
tained with the theoretical framework.

number of transmissions that the source node needs to carry out before the
generation is successfully decoded, i.e. the decoder has received k = 100
linearly independent coded packets. As can be seen, the number of trans-
missions increases as the link qualities get worse. Overall, the results show
that RLNC yields a relevant reduction in the number of transmissions over
lossy links and that the analytical model perfectly match the simulation
results.

We also validate the model in Figure 3.9, where we can see the average
number of linear dependencies for different generation sizes. Again, the
model perfectly matches the results obtained with simulation. We also use
these results to show that under ideal link conditions RLNC does not bring
any benefit compared with RLSC (Figure 3.8b). Over error-free links every
packet arriving at the recoder has previously arrived at the receiver, and
thus that the rank at both nodes is always alike.

This first analysis assumes that the intermediate node transmits a re-
coded packet every time it has a transmission opportunity. As can be seen
in Eq. 3.24, it might not always be sensible transmitting a recoded packet,
since when the ranks of the two matrices are alike (rd = rr), the probabil-
ity of increasing the rank is close to 0. In this sense, when the interme-
diate node does not have much information (i.e. at the beginning of the
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Figure 3.9: Linear dependencies Vs generation size, α1 = α2 = 0.0 and
q = 1.

generation) or when both intermediate and receiver nodes have similar in-
formation, i.e same rank, it would be probably a better choice forwarding
the previously received packet. In fact, there is no straightforward solu-
tion to the aforementioned question:“when should the intermediate node start
recombining packets instead of just forwarding the last received one?”.

We thus include in our analysis the transition probabilities when the
intermediate node only retransmits the received information. In this case,
a coded packet will only increase the rank at the receiver if it arrives at
the forwarder with certain error probability, α1, and then it is correctly re-
transmitted to the receiver with certain error probability, α2. The transition
probabilities of every state is independent from the previous states, which
means that at every estate it could decide whether to perform recoding
or not. The transition probabilities of a state without recoding is given
by Eq 3.30, while the transition probabilities when recoding is given by
Eq 3.25.

We can obtain the canonical matrix P , defined in Eq. 3.26, and use the
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π(i, j) =
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(
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α2+
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(
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(
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Qk

)
(1− α2)

(
1− Qrd

Qrr+1

)
i = 1, j = 1

(3.30)

Theorem 3.2 and Corollary 3.3 to establish the average number of transmis-
sion before the receiver would be able to decode a generation. Note that if
the relaying node was aware of the current rank of D, then it could decide
whether to transmit a recoded packet at every state. However, obtaining
the optimum decision would imply evaluating P for every possible com-
bination (of recoding or not) at each state. The number of possibilities is
combinatorial, for instance, in the previous toy example we would have
to evaluate (21

2 ) = 210 possibilities, which makes a hard problem to solve
with larger generations.

Hence, to better understand why the intermediate node should not al-
ways transmit recoded packets we propose a greedy algorithm. We obtain
the average number of transmissions vector, Theorem 3.2, when the inter-
mediate node always uses recoding, Mr, and when it never does, Ms f .
As we said, their lengths equal the number of transient states of Sq(k), i.e
t, and each element corresponds to the average number of transmissions
that are required to reach the absorbing state. In Figure 3.10 we color those
states, j→ (rd, rr), where

Mr(j) ≥ Ms f (j) (3.31)

i.e those states that would require a larger number of transitions to reach
the absorbing state if they transmit a recoded packet. In this case we have
assumed an error rate of 0.1 for both links, α1 = α2 = 0.1, and we have
used a binary Galois Field.
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Figure 3.10: Absorbing Markov Model for RLNC over a line topology with
3 nodes. Colored states are those where the best option is to just retransmit
the information.

Note that the coloured states also correspond to those where the in-
formation level at the forwarder and the receiver is similar, and we can
intuitively see, that in those cases we increase the probability that the in-
termediate node generates linearly dependent packets.

In any case, the knowledge of the state of the receiver at the intermedi-
ate node would also imply a considerable overhead, so we need to explore
more pragmatic solutions. Pahlevani et al. proposed in [PLPF13] a scheme
where the intermediate node transmits recoded packets only when the re-
laying node has enough information, in order to reduce the probability of
sending linear dependencies, proposing the PlayNCool policy. However,
in their analysis they assume a large finite field size, which highly reduces
the number of linearly dependent packets. We define ρ as the rank upon
which the recoder would start sending recoded packets (when ρ = k + 1
the intermediate node should never recode), rather than just forwarding
the received packets.

We can easily include this approach in our analytical model. Those
states with rr ≤ ρ have transition probability defined in Eq. 3.30 the rest
of states have transition probabilities defined in Eq. 3.25. Again, we can
build the canonical matrix to obtain the average number of transmissions
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Table 3.4: Optimum value of ρ, ρ†, for different channel conditions, where
k = 100 and q = 1.

H
HHH

HHα1

α2 0.0 0.1 0.2 0.3 0.4

0.0 101 101 101 101 101
0.1 101 29 16 11 9
0.2 101 19 11 8 6
0.3 101 15 8 6 5
0.4 101 22 7 5 4

with Theorem 3.2. Also, we validate the analytical model in Figure 3.11,
where we can see the average number of transmissions for different recod-
ing thresholds, ρ, and different link qualities (in this case, k = 100 and
q = 1). These results were obtained through experimentation, exploiting
the platform presented in Annex C.

Note that under ideal link conditions the intermediate node should al-
ways retransmit received packets, i.e the minimum average of transmis-
sions is with ρ = 101 = k + 1, what means that the relaying node never
performs recoding. On the other hand, when the link conditions get worse
we highly reduce the number of transmissions.

As we previously explained, without recoding the overall loss packet
rate would be α = 1− (1− 0.4)(1− 0.4) = 0.64, which implies an average
number of transmissions of E[N] = k

1−α ≈ 277.78. Without recoding we
have an overall loss packet rate α = max{α1, α2} = 0.4, yielding an average
number of transmission of E[N] = k

1−α ≈ 166.67. Hence, recoding at the
intermediate node reduces more than twice the number of transmission
over packet erasure links.

We carried out an extensive analysis with the Markov Model, changing
α1 and α2, so as to find the optimum value of the threshold upon which
the intermediate should start sending recoded packets, ρ†, for the various
combinations. Table 3.4 shows the value of ρ†, which was obtained by eval-
uating all the different possibilities, i.e. ρ† = arg minρ∈[0,k] E[N]. The table
shows that the intermediate node should never transmit recoded packets
when there are not erasures.

In Figure 3.12 we can see the difference between the approach based
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Figure 3.11: Expected number of transmission as the recoding threshold
increases and for different channel conditions. Markers correspond with
the values obtained with the analytical framework.

on the recoding threshold, the one described in Eq. 3.31 (greedy solution)
and without recoding. The recoding threshold is defined in Table 3.4. As
can be seen, the two recoding approaches strongly outperform the legacy
forward (RLSC) operation, and they yield almost the same results. We can
thus discard the use of a more complex approach where we would used to
have knowledge of the decoder state.

So far we have studied the performance of the scenario shown in Fig-
ure 3.6, with just one intermediate node. We can assess the behaviour
over more complex topologies, encompassing a larger number of hops.
Figure 3.13 shows the number of linear dependent packets that arrive at
the destination during the transmission of a generation, considering up to
three hops. We have configured all links to have the same packet loss rate,
α = 0.1, and we have considered two schemes: (1) ρ = 0, where interme-
diate nodes always send recoded packets, and (2) ρ = ρ†, where each in-
termediate node only transmit a recoded packet when the rank of its own

54



3. Random Linear Network Coding

0 5 · 10−2 0.1 0.15 0.2 0.25 0.3 0.35 0.4
100

150

200

α2

E
[N

]

RLNC - greedy solution RLSC

RLNC - ρ = ρ†

(a) α1 = 0.1

0 5 · 10−2 0.1 0.15 0.2 0.25 0.3 0.35 0.4
150

200

250

300

α2

E
[N

]

RLNC - greedy solution RLSC

RLNC - ρ = ρ†

(b) α1 = 0.4

Figure 3.12: Expected number of transmission for different recoding sched-
ulers and channel conditions, k = 100 and q = 1.

matrix is greater than ρ†, using the values that were shown in Table 3.4.
We can see that the number of linear dependent packets that arrive at the
destination increases when there are more hops. However, the use of the
proposed scheme notably reduces the corresponding overhead, and it also
stabilizes the behaviour, since the increase when adding an intermediate
node is less pronounced.

In all our previous results we have made some strong assumptions,
specially regarding channel states and contention schemes (slotted chan-
nel). Through an extensive simulation campaign we obtain the results with
more realistic assumptions. We deploy the scenario described in Figure 3.6,
where the wireless links follow the 802.11g, 54 Mbps, technology. We still
assume that loss events follow a memoryless uniform distribution, but the
channel is shared between the three nodes, using the CSMA/CA mecha-
nism. This have some initial implications, since there is not perfect shared
(slotted) channel. Figure 3.14 shows the average throughput of 50 simula-
tions and the 95% confidence interval. For this results we fix an error rate
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Figure 3.14: Throughput of line topology with 3 nodes. Link layer follows
802.11g (54Mbps) recommendation and with α1 = 0.4, k = 128, q = 1.

of 0.4 over the link between S and R, and we modify the error rate of link
R→ D between 0.0 and 0.4. As we can see, RLNC yields a higher through-
put, specially over low quality links. In this case we use a generation size
of 128 packets.

We broaden previous result through experimentation, exploiting the
COTS platform in Figure 3.15. The topology analyse is the same, one
source that transmits information to a receiver through a relaying node
without overhearing link. The error link between the source and the re-
laying node is defined by α1 while between the relaying node and the re-
ceivers is defined by α2. We compare the performance of the of RLNC
with the recoding threshold shown in Table 3.4 with the most widespread
transport protocols: UDP and TCP. We can see some differences between
the performance obtained in the experimentation compared to the simu-
lation, specially in the latter case (Case E). Nevertheless, RLNC yields a
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Figure 3.15: Throughput of RLNC, TCP or UDP for different channel con-
ditions over the platform. Case A: α1 = α2 = 0.0. Case B: α1 = 0.05, α2 =
0.05. Case C: α1 = 0.05, α2 = 0.1. Case D: α1 = 0.05, α2 = 0.2. Case B:
α3 = 0.05, α2 = 0.3 k = 128, q = 1.

much better performance than the legacy TCP. We again plot the average
of 50 iterations and the 95% confidence interval.

3.2.2 Line Topology - Overhearing Channel

It is not unusual that there exists the possibility of direct communication
between source and destination, but the routing protocol decides using an
intermediate node to forward the information, specially when the direct
link shows a high loss rate. Indeed, routing protocols based on Expected
Transmission (ETX) metric will choose a longer number of hops if it yields
a lower ETX, which is defined as the average number of transmissions per
packet, as follows [DABM05]:

ETX =
1

(1− α
) (3.32)

For instance, in our illustrative example (Figure 3.6) R would be cho-
sen as a forwarder if α3 > 1− (1− α1)(1− α2). However, due to the the
intrinsic broadcast nature of the wireless networks the received node, D,
can still overhear packets transmitted by the source.

In traditional approaches, where the intermediate node only retrans-
mits the received information, the destination does not process the over-
heard packets, they are directly discarded. With RLNC we can benefit
from this overhearing link. Since the intermediate node transmits recoded
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Figure 3.16: Total number of transmissions Vs the generation size for dif-
ferent link qualities. Comparative between RLSC and RLNC. k = 100 and
q = 1.

packets, the information transmitted by the source and the recoder might
in fact be different, i.e the coded packets transmitted by the source and the
recoded packet could be linearly independent.

In Figure 3.16 we can see the benefits of overhearing packets from
the direct link between source and destination. We assume uncorrelated
losses, and a fixed error rate of the overhearing link of 0.6. As we said ear-
lier, the routing protocol would select the intermediate node as forwarder
if α3 > 1− (1− α1)(1− α2). This happens for all configurations, but when
α1 = α2 = 0.4. However, even though with the traditional approach the
use of the direct link would be the better choice (in this case we would
have an average number of transmissions E[N] = 1

1−0.6 = 254), processing
the overheard packets highly reduces the number of transmissions (with
RLSC E[N] ≈ 166 and with RLNC E[N] ≈ 135). Besides, if the interme-
diate node transmits recoded packets instead of forwarding the received
information, it yields a even lower number of transmissions, as can be seen
in Figure 3.16b. RLNC yields the performance of having a direct link with
an overall loss rate of α ≈ 1− α3 ·max{α1, α2}

Including this overhearing link in the previous analytical model, we
would need to consider twice as many states in the Markov Chain, consid-
ering those cases where the decoder has a higher rank than the interme-
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Figure 3.17: Throughput over line topology with overhearing channel (α3).
With 802.11b (11Mbps) and α1 = α2 = 0.0 and q = 1.

diate node. Besides, the complexity of the transition probabilities would
increase. We will thus focus on the simulation based results.

First, we assume that the wireless channels between S and R and be-
tween R and D are ideal, and there are not transmission errors over these
particular links. On the other hand, we increase the packet error rate of the
overhearing link between S and D (from 0 to 1), so as to see the impact of
the overhearing possibility. Besides, we also modify the generation size, k,
so as to study whether there is any particular configuration that leads to a
better performance.

Figure 3.17 shows the throughput that was observed for the various
configurations using the ns-3 framework. First of all, both figures yield
a rather similar behaviour, showing that the use of RLNC (3.17b) does
not provide any relevant improvement over this particular scenario. This
could have been expected, since as we have seen in the previous section
the use RLNC over ideal links does not provide any benefit. In fact, the
performance is jeopardize with RLNC over ideal links, α1 = α2 = 0, and
no overhearing link, α3 = 1, since ρ = 0. We can nevertheless see a slight
improvement of RLNC as compared to RLSC when overhearing link error
rate is close to ideal (Figure 3.17a); this is due to the fact that in the for-
mer case R will not forward packets that are linearly dependent with the
ones already transmitted, this reducing the number of packets sent to the
wireless medium, leading to a higher throughput.
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Figure 3.18: Throughput over a line topology with overhearing link (α3 =
0.6). With 802.11b (11Mbps) and α1 = 0.0, q = 1 and k = 128.

Regarding the impact of the k parameter, we can see that the higher
the generation, the better the performance, although the additional im-
provement is not very relevant. In fact, the behaviour is similar to the seen
in Figure 3.3, where we discussed that higher generation sizes show two
potential advantages: first, the number of acknowledgements is reduced
(thus saving some transmissions over the wireless medium); in addition,
the impact of linearly dependent packets is also reduced.

In order to decorrelate the information received over the two available
paths, we decrease the quality of the wireless link between R and D (we in-
crease the error rate between 0.0 and 0.6), fixing a value of 0.6 for the over-
hearing link. Figure 3.18 shows the throughput for the two approaches.
In this case we can see that there is a clear benefit when recoding feature
is enabled at the intermediate nodes, since the performance of RLNC is
always higher than the one observed for the RLSC scheme. For instance,
for a error rate of 0.3 the gain is around 20%. Besides, we compare both
approaches with the legacy TCP protocol, either when it uses the two-hop
route or the direct link between S and D. We can see that the benefit is
rather relevant when the quality of the link between R and D gets worse.

Finally, we assess the performance of RLNC over different channel con-
ditions with 802.11g in Figure 3.19, ensuring that those channels conditions
respect that α3 > 1− (1− α1)(1− α2). Altough RLSC with overhearing al-
ready yields a relevant performance gain when we take advantage of the
overhear link link, RLNC yields the highest throughput. Again, over ideal
links RLSC and RLNC yield similar performance, which similar to RLSC
without overhearing. We show the average after 50 simulations and the
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Figure 3.19: Throughput 3 over a line topology with overhearing channel
for different channel conditions. CASE A: α1 = α2 = 0.0 and α3 = 0.3.
CASE B: α1 = α2 = 0.1 and α3 = 0.3. CASE C: α1 = α2 = 0.2 and α3 = 0.3.
CASE A: α1 = α2 = 0.3 and α3 = 0.6. Link layer follows 802.11b (11Mbps)
recommendation and we use q = 1 and k = 128.

95% confidence interval

3.2.3 Multiple Relays

We have seen that RLNC improves the overall efficiency of communica-
tion networks. One significant advantage of network coding in wireless
channels lies in overhearing, as we have just discussed. This feature can be
exploited not only at the receiver, as was the case in previous section, but
also by the intermediate nodes in the network. In Figure 3.20 we represent
an illustrative example, where there exist several intermediate nodes that
can act as forwarder nodes between S and D. In traditional approaches the
routing protocol choose the best node between the source and destination,
and forward each packet through that node, while the rest of them remain
sleep. However, it has been shown that traditional routing may not be the
best approach[BM05]. A different scheme would consist on allowing any
node that listens the packet sent to collaborate in the forwarding process.

In the illustrative example, all the intermediate nodes take part of the
forwarding process. Since after each transmission from the source the
packet might have been received by a different subset of nodes, this ap-
proach highly reduces the total number of transmissions. However, mul-
tiple nodes may hear the packet and unnecessarily forward the same in-
formation. RLNC can be exploited to avoid the use of a complex sched-
uler [CJKK07]. If multiple nodes overhear a coded packet and decide to
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forward some information, they would transmit a recoded packet, and
with high probability the information transmitted by both nodes would
be innovative for the receiver.

Nevertheless, since there are Nr relaying entities which would eventu-
ally contend to access the shared wireless medium, the potential benefit of
the relaying (and coding) process could be masked. In order to avoid this,
we use a probabilistic forwarding mechanism, such that an intermediate
node would forward a packet with the following probability:

Pforward
i =

1
αi

1

∑Nr
j=1 αj

(3.33)

We discuss four different approaches:

• RLSC - Naive forwarding: Only the source node transmits coded
packets, while the intermediate nodes just retransmit the received
packets. In fact, a coded packet is retransmitted by each of the inter-
mediate nodes that get it.

• RLSC - Probabilistic forwarding: Again only the source node gen-
erates coded packets, while the intermediate nodes just retransmit
the received packets. In this case, every relay retransmits the coded
packet with certain probability, defined by Eq. 3.33.

• RLNC - Naive forwarding: Intermediate node transmit recoded
packets at every transmission opportunity.

• RLNC - Probabilistic forwarding: Intermediate nodes transmit re-
coded packets with certain probability, defined by Eq. 3.33.
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Figure 3.21: Throughput of different RLSC/RLNC approaches for different
channels conditions. The wireless link follows the 802.11b (11Mbps) and
k = 128 and q = 1.
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In a first analysis all links between Ri and D have the same quality,
α′i, we assume uncorrelated losses between channels and we have ideal
links between S and all the relays. These results were obtained through
simulation with ns-3.

The results for the four approaches are shown in Figure 3.21. When
the naive forwarding scheme is used (i.e. a retransmitted packet or coded
packet is sent by each of the relaying nodes upon receiving it from S), there
is not a relevant gain when using the RLNC scheme, although the observed
performances are slightly higher than the ones achieved with RLSC; the
gain increases when the error rate of the wireless channels between the Ri
nodes and D is higher, and the recoding approach is able to compensate for
the transmissions losses for a greater range of α′i values. However, we shall
also see that, depending on the particular link qualities, there are cases
in which the use of additional intermediate nodes does not provide any
gain, since the throughput is lower than the one achieved with just one
single forwarding node. This is due to the extra contention caused by these
relaying entities, which might generate linear combinations of the same
packets, thus leading to useless transmissions and lower performance.

In the case of the probabilistic forwarding, the benefit yielded by the
RLNC implementation is much more clear; the performances are always
higher than the ones seen for the single relaying node configuration and
for the legacy TCP operation. On the other hand, the use of additional
relaying nodes would not be sensible for α ≤ 0.3 when RLSC is being
used. Last, it is also worth highlighting that the use of the probabilistic
forwarding might be as well negative, when the quality of the links gets
worse; this is especially relevant when there are fewer relaying entities. In
this case, the impact of the channel contention is not very strong and the
fact that more redundant packets are transmitted increases the probability
of receiving the data (reliability).

In a second analysis, we randomly select a link quality 0.0 and 0.6
for each link between Ri and D and we use two probabilistic forwarding
schemes: the one which is described with Eq. 3.33 and a second one, in
which we use the same probability for all nodes 1

N (i.e if we did not have
cross-layer information). We also include the naive scheme in which all
intermediate nodes forward all the received information. In the results
shown in Figure 3.22 we increase the number of intermediate nodes from
2 to 8. As can be seen, the two probabilistic approaches lead to higher
performances, but there is a clear gain when incorporating the cross-layer
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Figure 3.22: Throughput of different RLSC/RLNC approaches Vs number
of parallel relaying nodes. The wireless link follows the 802.11b (11Mbps).
With k = 128 and q = 1

information. In both cases, the performance does not decrease when the
number of intermediate nodes gets higher but it remains stable. However,
if nodes forward every received packet, the performance is severely jeop-
ardized, showing the impact of the higher number of nodes contending for
the shared channel.

3.2.4 Bursty Wireless Channels

The experimentation over real test-beds is usually rather complex. The
complexity of the topologies that can be used is limited and there is little
flexibility to tune some of the protocol operational parameters.
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On the other hand, the use of simulation tools, albeit overcoming many
of the problems one can find with experimentation, is said to offer less re-
alistic results. One of the most widespread criticism is the small accuracy
of the most popular propagation models. In general we assume a uniform
distribution of losses: a memoryless channel. There exists several works
that have proposed more complex propagation models. For instance, Car-
doso et al. proposed a novel approach based on a Hidden Markoc Pro-
cess (HMP), showing that it is able to accurately reproduce the bursty be-
haviour of real wirelesses environments. In [GAGM15] Gomez et al. im-
proved such approach, decoupling it from a particular service pattern, by
configuring the corresponding Markov chains on a time-basis. In this sub-
section we use such model, which is included in the ns-3 framework.

In the following we summarize the most relevant aspects of the HMP
channel model. A Hidden Markov Process is defined as a system with n
states, i = 0, · · · , n− 1. The transition between two states are defined by a
set of stochastic probabilities, which are referred to as transmission prob-
abilities, where πi,j represents the probability of shifting from the currant
state i to j. These particular Markov models, states are said to be “hid-
den”, since they do not yield a single output value, but each of them might
lead to various potential outputs, according to a probability given by bi(h),
where i refers to the current state, and h corresponds to the system output
value. Hence, we consider the probabilistic approach defined before over
bursty wireless links.

A Hidden Markov Process can be modelled by the operational param-
eters enumerated below:

• Number of states, n

• Number of output values, m

• Transition matrix, P , a matrix of dimension n × n, where each ele-
ment, πi,j, corresponds to the transition probability between states
i→ j

• Emission matrix, B, matrix of dimension n×m, where each row cor-
responds to the probabilities associated to the m potential outputs for
a particular state
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Table 3.5: Three links modeled with the HMP. The results shown the UDP
performance over a real indoor wireless channel, used to train the HMP
model

Link quality Thput (Mbps) α

Bad 2.33 0.517
Average 3.80 0.298

Good 4.79 0.163

• The initial probability distribution, Φ, a column vector with n ele-
ments, which defines the probability of being at a particular state at
t = 0.

We use the same Markov Chains used in [GAGM15], which were
trained with real traces over indoor wireless networks, by means of hm-
ntrain Matlab function. Specifically, we use a 4-state hidden Markov chain,
with two possible outputs, i.e two hidden states: either correct or erro-
neous reception.

In order to complete this time-based model configuration, is necessary
to estimate the probability distribution function of the time spent at each
particular state, which correspond to a negative exponential distribution,

fTi(ti) = λi · e−λi ·ti (3.34)

with Ti = 1/λi, being the average time spent at state i. This average time
can be calculated as follows:

Ti =
τdata

1− πi,i
(3.35)

where τdata is the inter-frame duration, which is assumed to be con-
stant.

From this analysis we have a model for four different cases: ideal, good,
average and bad quality channels. The ideal case is without any propaga-
tion model, where every transmitted packet reach its destination. In Ta-
ble 3.5 we can see the throughput and the average error rate of the other
three modeled links.
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Figure 3.23: cdf of the # of transmitted packets to decode a block, with
a HMP channel model. The dashed lines correspond with the values ob-
tained with the probabilistic approach

In an initial study, Figure 3.23 we assume that each node is aware of the
various links’ qualities, by exploiting the possibilities brought by the simu-
lation framework. Although we know that this an unrealistic situation, we
are interested in understanding the potential loss that might be attributed
to the limitations of the link quality estimation schemes that are usually
used by different routing protocols. Hence, we analyse the decoding prob-
ability, ξq(k, N), as a function of the overall number of packets received by
the destination, N = k + β + β̃.

In this initial study, we assume that there are two sources transmit-
ting the same information to the destination, and we establish a different
link quality to every source, using the four configurations that were in-
troduced earlier. There exists a direct link between sources and receivers.
First, we can see that the number of excess packets that are needed to suc-
cessfully decode a block grows as the links’ quality gets worse. In addition,
the results shown in Figure 3.23 also yield that the proposed probabilistic
scheme, in Eq. 3.33, is able to heavily reduce the amount of excess pack-
ets that are needed; we observe that it is able to decouple the performance
from the particular characteristics of the wireless links and, as can be seen,
the good-bad configuration equals the performance achieved with the good-
average, being always higher than the one seen with this latter setup, if the
probabilistic scheme was not used. Note that for this results we have used
a generation of 32 packets.

At this stage we propose an enhanced probabilistic transmission
scheme, using he following probability:
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Pforward
i =

1
α

χ
i

1

∑Nr
j=1(αj)−χ

(3.36)

where χ can be seen as an aggressiveness factor: the higher χ is, the more
transmission opportunities will be granted to those nodes with better qual-
ity links. Note that the sum of these probabilities, considering all the inter-
mediate nodes, equals 1.

In a second experiment, we keep the ideal situation where the sources
are aware of the instantaneous transmission error rate, but we increase the
number of source nodes, Nr = 2, 4, 8 to assess the impact of having a larger
number of nodes contending for the shared wireless medium. Figure 3.24
shows the cdf of the throughput that was observed during the connection.
We study four different configurations: (i) a naive scheme, where all source
nodes try to access the wireless channel equally; (ii) the probabilistic scheme,
with two different χ values: 1, 4; (iii) the best solution, in which we en-
sure that only the node having the best link to the destination is sending
packets; and finally, (iv) a blind scheme, where a single source is randomly
selected, without considering the corresponding qualities. For the naive
scheme there is a clear decrease on the system performance when the num-
ber of source nodes increases, due to the larger number of entities contend-
ing for the channel. On the other hand, the probabilistic scheme is able to
maintain the performance, even for a larger number of transmitters, due to
the fact that it effectively distributes the use of the wireless channel. In fact,
the throughput observed for the probabilistic scheme almost reaches the one
that would have been obtained with the best solution, especially if χ = 4.

We have so far assumed that nodes are able to monitor all link qualities
in real-time, exploiting the possibilities that are offered by the simulation
platform. In order to use the aforementioned cross-layer technique, we
could take advantage from the fact that there are several routing proto-
cols proposed for wireless mesh networks that require the dissemination
of loss probabilities across the network. Some of the most remarkable ex-
amples are [CJKK07; BM05]. Both of them aim at reducing the number of
transmissions that are needed to deliver a packet from the source to the
destination. They use the ETX metric, originally proposed by De Couto et
al. in [DABM05]. For example, in [CJKK07] the authors assume that the
source is aware of the ETX metric for every other node in the network.

The ETX, which can be seen as an estimation of the link loss probability,
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Figure 3.24: cdf of the throughput for the different transmission schemes

could be measured over a real network by means of probe packets of a fixed
size that are periodically sent. Each node broadcasts one probe packet every
τprobe seconds, while it also remembers the number of probe packets it has
received during the last ω seconds, δ(t−ω, t); with these two parameters,
it can estimate the delivery ratio rprobe from a particular sender at any time
t, as follows:

rprobe =
δ(t−ω, t)

ω/τ
(3.37)

Figure 3.25 can be used to assess the accuracy of the link quality esti-
mation with the ETX, α. In particular we use two different configurations,
sending either 10 or 100 probe packets per second, that are used to estimate
the error rate and, afterwards, the ETX. In order to help the readability of
the graphs, we apply a low-pass filter to smooth the real instantaneous er-
ror rate, α̃; we are mostly interested in assessing whether the estimation
scheme is able to follow the long-term variations of the link quality. As
can be seen, both configurations provide an accurate estimation of the α
value; the figure shows that a higher frequency of probe packets leads to
a slightly more precise estimation, although there is a clear trade-off be-
tween this accuracy and the increase of the required overhead, as will be
discussed later in this section.

Finally, we deploy the scenario depicted in Figure 3.20, with Nr = 4,
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Figure 3.25: Impact of the probe transmission frequency over the quality
link estimation

randomly selecting the quality of those links between Ri and D, assuming
an error-free condition for all links between the source and the forwarding
nodes. We carry out a Monte-Carlo analysis, repeating each experiment
1000 times. Figure 3.26 compares the results that were obtained with three
different configurations: (i) a naive scheme, in which the probabilistic mech-
anism is disabled; (2) an optimal probabilistic scheme, where we again exploit
the possibilities of the simulation platform and we use the error rate to up-
date the transmission on a real-time basis; finally we use (iii) a realistic prob-
abilistic scheme, where the error rate value is estimated by means of probe
packets that are sent by each of the source nodes, as it would happen over
real networks. To ensure a fair comparison, the source nodes send probe
packets in all the studied configurations, regardless of whether they are
really needed or not. Figure 3.26a corresponds to the configuration where
100 probe packets are sent per second, while the results shown in Figure
3.26b were obtained when only 10 probe packets are transmitted per sec-
ond. Since the estimated error rate is more accurate when the frequency of
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Figure 3.26: cdf of the throughput for the probabilistic transmission
scheme

the probe packets is higher (as was seen earlier), the performance achieved
with the realistic configuration almost matches that observed for the ideal
case. On the other hand, when a less accurate estimation scheme is used
(sending 10 probe packets per second), there is a larger loss compared to
the optimal configurations; we can also see that in all cases, including the
naive scheme, the throughput is higher, as a consequence of the lower num-
ber of probe packets that are sent, causing less contention. In any case, the
probabilistic scheme that would have been used in a realistic implementa-
tion always leads to a higher throughput (the gain is approximately 10 %)
while the difference with the optimum configuration is not very large.

3.3 Opportunistic Networks

Opportunistic routing [BM05] is a novel approach, proposed to be used
over wireless networks, which has recently received remarkable attention
from the research community. This approach is able to offer high through-
puts, even when links exhibit a low qualities. While traditional routing
schemes select a single path to send the data through the network, oppor-
tunistic routing establishes that any node that overhears a transmission
could participate in the forwarding process, even if did not belong to the
established route. In the previous section we saw that, taking advantage
of the broadcast nature of the wireless network and using more than one
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intermediate node, NC yields a performance improvement. Opportunistic
routing can be seen as the natural evolution of the toy topologies shown in
Figure 3.6 and Figure 3.20.

On the other hand, opportunistic routing also poses to several chal-
lenges. In particular, when multiple forwarders overhear the same pack-
ets, they might unnecessarily retransmit the same information. Again, we
can see the parallelism with the multi relay scenario, where the use of NC
techniques is an interesting alternative to overcome this issue.

In opportunistic routing, a set of nodes are selected as appears as poten-
tial forwarders, the so-called Candidate Selection (CS). This set of nodes,
following some criteria, forwards the packet to another set of nodes, which
are closer to the receiver. Usually, a different priority value is assigned to
each node of the CS, according to a certain cost. This cost could consider
a number of different aspects, such as the distance (number of hops) to
the destination, the power consumption, or the ETX, among others. Based
on that priority, the node is able to establish a probability of transmitting
a packet (or likewise, an average number of transmissions); the lower the
cost, the higher the probability. All in all, this mechanism allows a packet
to dynamically decide the path it flows through.

An illustrative example, where the use of opportunistic routing might
increase the network performance, is the topology of Figure 3.20. Lets
imagine we have three intermediate nodes and that the error rate between
S and all of them is 0.5, while the link between the intermediate node and
the receiver is erasure-free, i.e no losses. A traditional routing approach
would select a single forwarder node, for instance R2, and the communi-
cation path would therefore be, S → R2 → D. The overall loss probabil-
ity of this path would be 0.5, and it would be thus necessary transmitting
two packets to guarantee, on average, a single reception. On the contrary,
opportunistic routing might select the three nodes as simultaneous poten-
tial forwarding entities, and, assuming perfect coordination between them,
i.e only one forwards the packet to avoid unnecessary transmissions and
possible collisions, the overall loss rate in this case would be reduced to
0.53 = 0.125.

Hence, opportunistic routing needs to deal with three main problems,
as discussed in [BD14]:

1. Candidate selection algorithm. This method identifies those node
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that are closer to the receiver and, therefore, can participate in the
forwarding process, i.e the CS.

2. An appropriate opportunistic metric. The next forwarder would be
selected according to the best node in the CS set. It is then of utter
relevance to select a good metric. Different alternatives might be con-
sidered according to the particular network characteristics. Here, we
consider ETX, proposed by De Couto et al. in [DABM05] and used by
Biswas in [BM05].

3. Coordination mechanism. Signaling among the nodes is usually re-
quired to avoid transmission of unnecessary packets

Biwas and Moris proposed ExOR in [BM05], where they used the ETX
metric, requiring a strict scheduling. Each forwarding node uses a reserved
time slot to send an acknowledgement upon a new packet is received,
sorted by the corresponding ETX metric. When the forwarder with the
higher priority does not correctly receive the packet, an alternative relay-
ing entity realizes (absence of acknowledgement) that such packet was not
forwarded and it therefore retransmits it. It is worth highlighting that this
solution requires modifying the legacy MAC layer operation.

Other proposals use different metrics. For example, Zorzi et al. pro-
posed in [ZR03] a local metric, the so-called Distance Progress (DP), which
considers just the local information provided by each of the nodes, in par-
ticular, the distance towards the destination. However, it does not take into
account the quality of the links. More recently, a more advanced metric,
Expected Distance Progress (EDP) [DC12], was proposed as an enhanced
version of DP, overcoming such limitation.

NC might help to avoid the strict scheduling imposed by the oppor-
tunistic routing protocols. If two nodes in the CS set decide to forward
the information, they will transmit two recoded packets, so they might
provide different information to the next CS. The use of NC with oppor-
tunistic routing techniques was presented in [CJKK07], where Chahulski et
al proposed MORE. MORE is a routing protocol for stationary wireless
mesh networks, being particularly suitable for transmitting large files. An
heuristic approach is proposed to route a packet from the source, S, to the
destination, D, being the main principle that, among those nodes that re-
ceive a new packet, the closest one to the destination should forward it
onwards. MORE solves the three aforementioned issues as follows:
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1. The candidate selection algorithm calculates the TXcredit parame-
ters according to Algorithm 1. It is run by the source node, which
required the delivery probability of each node with its neighbors.
Then, the source node includes the forwarding list with their respec-
tive TXcredit.

2. The opportunistic metric used is ETX, although the scheme is
generic to consider any other metric. The authors in [BD14] dis-
cuss whether ETX is appropriate for opportunistic routing networks
and they report other alternatives, as Successful Transmission Rate
(STR) [LaLL09], which could yield a better performance over this
type of networks.

3. Coordination mechanism is simplified. Each possible forwarder
keeps a credit counter. When a node i receives a packet from a
node upstream, it increments the counter by its TXcredit. When the
MAC grants the node a transmission opportunity, the node checks
whether the counter is positive. If this is the case, the node creates a
new coded packet (recoded those already received), broadcast it, and
decrements the counter by one.

MORE is a distributed solution, where the strong scheduling mecha-
nism is negligible, since it only needs information that is already used by
several state of the art routing protocols.

In what follows, we introduce the candidate selection algorithm. We
assume that nodes are sorted according to their distance towards the des-
tination (the source node is in charge of creating an ordered list with all
the forwarding nodes). We consider a node within the Candidate Selection
set, i ∈ CS, and define the set of upstream nodes, Ui, as those with a higher
ETX than i and the set of downstream nodes, Di , as those nodes closer to
the destination than i. Let us ni be the expected number of transmissions
that i should perform to route one single packet to the destination. Then,
we can calculate the average expected number of packets that j receives
from nodes with higher ETX, i.e being farther to the destination than j, as
follows:

rj = ∑
Uj

ni(1− αi,j) (3.38)
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where αi,j represents the frame loss probability over the link between i and
j. Node j only transmits a packet received from a node with higher ETX.
Hence, the number of packets that j would eventually forward can be cal-
culated as:

lj = ∑
i∈Uj

(ni(1− αi,j)) ∏
k∈Dj

αi,k (3.39)

Note that lS = 1, i.e the packets that the source would forward per each
transmission equals one.

We can as well calculate the expected number of transmissions that j
would perform, considering that it continuously forwards each packet un-
til a node with a lower ETX receives it, as follows:

nj =
lj

(1−∏k∈Uj
αj,k

) (3.40)

Algorithm 1 Algorithm to compute the TXcredit

1: for i = m ... 1 do
2: Li ← 0
3: end for
4: lm ← 1
5: for i = m ... 2 do
6: zi ← li/(1−∏j<i αi,j)
7: P← 1
8: for j = 2 ... i-1 do
9: P← P · αi,(j−1)

10: lj ← lj + ni · P · (1− αi,j)
11: end for
12: end for

Any node is assigned with a TXcredit, as mentioned earlier, which is
defined as the number of transmissions that a node should make for every
packet it receives from a node with a higher ETX. Given that for each
transmitted packet j receives ∑i∈Uj

(1− αi,j)ni, the TXcredit of node j can be
obtained by:
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Figure 3.27: Proprietary header used with opportunistic routing and NC.

TXcredit(j) =
nj

∑i∈Uj
(1− αi,j)ni

(3.41)

To compute the TXcredit for every node, the source uses Algorithm 1,
originally proposed in [CJKK07], with a complexity of (O)(m2), being m
number of nodes in the network.

The protocol functionality at the source node is the same as the de-
scribed in previous sections, specified in Annex B. The source node divides
the information into generations, executes Algorithm 1, and it attaches the
corresponding forwarder list into the header. Hence, besides the specific
information of RLNC, we need to include the list of forwarders within the
proprietary header, whose format can be seen in Figure 3.27. It starts with
a number of compulsory fields: Type (data or ACK), generation size, field
size, source port and destination port; a total of 8 bytes, and the number
of forwarders. This fixed-length part is followed by a number of optional
fields (with variable length). The code vector is only used in data pack-
ets and indicates the coefficients that were used to build the coded packet.
It is followed by the list of potential forwarders, sorted according to their
distances to the destination, including the TXcredit. While the header is
initialized by the source, the coded vector can be afterwards changed by
each of the forwarding nodes. The source discards from the forwarding
list those nodes with a negligible contribution within the routing scheme,
ni < 0.01 ∑j∈CS nj

5.

If a node receiving a packet is included in the forwarding list, it in-
creases the credit counter by the corresponding TXcredit in the header,

5It is specially important in dense networks, where the number of nodes might be
actually rather large
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Figure 3.28: Performance comparison over a canonical scenario with four
parallel relaying entities. k = 64, q = 1.

whenever the packet comes from a node in Uj so we avoid infinite loops.
At each transmission opportunity provided that the credit counter is posi-
tive, it transmits a recoded packet, decreasing the credit counter by one.

In order to evaluate NC techniques over opportunistic mesh networks
we included the MORE protocol in the ns-3 framework, the reader can find
a more detailed description of this implementation in Annex B. We discuss
now the main results obtained after an extensive campaign simulation. In
Figure 3.27 we can see the proprietary header use with this approach.

First of all we assess the performance over a canonical scenario, as the
one presented in Figure 3.20, where we consider two relaying nodes. In
this case, the two links between the source and the two forwarding nodes
are configured to have the same error rate, α1 = α2 = 0.1, while the links
between those and the destination (α′1, α′2) exhibit an error rate that is in-
creased from 0.0 to 0.6. The legacy approach (RLSC) provides a higher
throughput when the links between the relaying nodes and the destina-
tion are ideal, as we have already shown in previous sections. However,
opportunistic routing scheme (RLNC) leads to a higher throughput than
that achieved by the two other solutions, when the conditions of the links
between the forwarding nodes and the destination get worse. The combi-
nation of opportunistic routing and network coding leads to a gain of al-
most three times as compared to the throughput offered by the traditional
TCP.

In order to broaden the study we deploy random mesh networks. The
scenarios are generated by randomly deploying 32 nodes over a squared
area, following a Poisson Point process. Both the source and the destina-
tion nodes are randomly chosen among them. We discard all deployments
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Figure 3.29: Throughput over a random mesh topology with a oppor-
tunistic routing approach (RLNC) compared to an legacy routing approach
(RLSC) and TCP. q = 1, k = 128.

whose subjacent graphs are not fully connected, thus ensuring that there
is at least one path between any pair of nodes. The coverage are of nodes
is modeled by a 20 meter disk radio.

Figure 3.29 shows the cdf of the throughput for two different node den-
sities: the first one (see Figure 3.29a), corresponds to a density of 3.2 · 10−3

nodes/m2, while the second one (Figure 3.29b) was obtained over a net-
work in which the density was twice as big as the previous one (6.4 · 10−3
nodes/m2), since we kept the same number of nodes, but we reduced the
area to 70.71× 70.71 m2. We can see that the use of opportunistic routing is
favored by higher node densities, since it increases the probability of find-
ing advantageous forwarding nodes, leading to situations similar to those
shown in Figures 3.20 and 3.6. The median of the throughput increases
from 0.76 Mbps to 1.2 Mbps, yielding a gain of ≈ 63%.

In both figures we compare the performance achieved by opportunistic
routing with the one that would have been obtained by means of a more
traditional scheme. The results show that opportunistic routing signifi-
cantly increases the throughput. In particular, this gain is ≈ 67% for the
low density deployment (see Figure 3.29a) and ≈ 71% for the second net-
work deployment (Figure 3.29b). We can see that, although the perfor-
mance of the legacy approach is higher for greater densities (shorter routes
can be used), the gain of the opportunistic routing scheme remains almost
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Figure 3.31: Throughput of RLNC over an opportunistic mesh network Vs
number of hops for different field sizes. k = 128.

constant.

This relevant improvement is a consequence of the combination of
intra-flow NC and the capability of taking advantage of the broadcast na-
ture of wireless channels. As can be seen in Figure 3.30, the combined use
of opportunistic routing and RLNC, where intermediate nodes recode the
packets, brings a performance that surpasses the one observed with both
RLSC and RLNC over a single-path configuration. The combination of the
RLSC scheme and opportunistic routing does not seem to bring additional
advantages, since the forwarders would be transmitting the same infor-
mation. Compared to other opportunistic routing solutions, the recombi-
nation at intermediate routers helps to reduce the complexity of the cor-
responding scheduler, since nodes are continuously generating new infor-
mation from the previously stored packets; on the other hand, traditional
solutions would need to handle the possibility of transmitting redundant
messages.

Finally, we study the impact of using a greater Galois Field, GF(2q).
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Figure 3.31 shows the throughput as a function of the number of hops of
the shortest path from the source to the destination. Although there exists
a small gain when q = 2, it is almost negligible, and due to the higher
computational cost, the use of larger q does not pay off.

3.4 Multicast Topology

Multicast communication stands as an efficient mechanism for packet de-
livery in one-to-many applications. Their popularity has significantly
grown during the last years and they are believed to play a relevant role
in next wireless networking scenarios, where services as video streaming
will be prominent. However, most of the existing protocols are designed
seeking reliability and in-order delivery for unicast communications, and
they are thus not suited for multicast topologies.

Among multicast solutions we find the NACK-Oriented Reliable Mul-
ticast (NORM) protocol, which was designed to offer reliable multi-
cast communications based on Negative ACKnowledgement (NACK)s.
NORM protocol was developed within the Internet Engineering Task Force
(IETF) Reliable Multicast Transport working group [ABHM12]. However,
protocols based on acknowledging every single packet (or missed packet)
suffer from the same scalability limitation. NORM uses probabilistic sup-
pression of redundant feedback, based on exponentially distributed ran-
dom back-off timers. This allows NORM to scale well, yet keeping a reli-
able data delivery transport, an without jeopardizing the overall legacy.

Besides, several protocols based on coding schemes have been also pro-
posed to offer reliable multicast communications, such as fountain codes
(for instance, LT [Lub02] or Raptor Codes [Sho06]) or NC [ACLY00]. In this
work we focus on NC, which brings greater versatility, where intermediate
nodes can discard, or recode the information, and has been shown to of-
fer a better performance over packet-erasure channels than source coding
channels (as RLSC).

When applied to multicast communications the NC module does not
implement the acknowledgement scheme per generation, and we propose
to transmit enough coded packets to ensure that every device decodes the
information with certain probability. For instance, if we consider the bulk
transmission of a file from a source to many receivers, we have a successful
reception probability of:
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ξreception(k, N) =
(
ξq(k, N)

)M (3.42)

where ξ ′q(N, k) is the decoding probability of a generation (Eq. 3.6) after
transmitting N coded packets and M is the number of generations that
should be transmitted to send the whole file. Therefore, we can obtain
the number of coded packet that the source should transmit to ensure a
successful reception with a given probability.

In Figure 3.32, we analyse the probability of successfully receiving all
the information, when using different redundancy values, as a percentage
of the total number of transmitted packets. The results compare the redun-
dancy when we transmit a single generation, or when we send a whole
file, of size T = 104 packets. We can see that the redundancy level that
is required to achieve a high successful probability clearly depends on the
link quality. On the other hand, the figures also show that such probabil-
ity gets higher as we increase the generation size. We can thus reduce the
redundancy by increasing the generation size and, consequently, transmit-
ting the same amount of information with a fewer number of generations.
Nevertheless, it is important to highlight that increasing the generation
size would also yield larger coding vectors6, and a bigger overhead. This
tradeoff has been studied in Section 3.1, which concluded that if the net-
work Maximum Transmission Unit (MTU) is 1500 bytes, the generation
size should not be larger than 255, using binary field.

These results were obtained through experimentation, as can be seen
in Figure 3.33 in the platform described in Annex C. In this case, we also
represent the values obtained through the theoretical model. Hence, we
validate the model and we also show that the simulation and experimen-
tation yield the same results.

The main benefit of RLNC is that, in general, any packet recovers from
any loss, so the system does not need to track which packets have been lost
per receiver. In fact, the source only needs to transmit enough packets to
ensure that the receiver with the higher error link receives enough coded
packets to decode the generation.

In Table 3.6 we can see these results for various link qualities and differ-
ent number of receivers, obtained through simulation. Also, we compare
the amount of extra packets that we should transmit with RLNC, β + β̃,

6The coding vector length equals kq
2
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Figure 3.32: Probability of successfully receiving the information Vs. re-
dundancy. The results are compared for different loss probabilities and
generation sizes. q = 1.
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Figure 3.33: Probability of successfully receiving the information Vs. sys-
tem redundancy. The results are compared for different loss probabilities
and generation sizes. Markers represent the values obtained with the ana-
lytical model.

Table 3.6: Comparative between RLNC and any retransmission based pro-
tocols. Average number of retransmissions or extra coded packets (RLNC)
for different quality links and number of receivers. k = 100, T = 104, q = 1.

α RLNC 10 receivers 20 receivers 30 receivers
0.05 528 4.2·103 7.02·103 8.8·104

0.1 1.11·103 7.6·103 1.08·104 1.24·104

0.15 1.76·103 1.06·104 1.40·104 1.59·104

obtained with Eq. 3.16. It is worth highlighting that it does not depend on
the number of receivers.

In our analysis we have assumed uncorrelated losses between the re-
ceivers, but perfect correlated losses, i.e all the receivers have the same
erasures packets, would yield the same results with RLNC. However, in
legacy protocols, as for example NORM, if losses are uncorrelated between
receivers the amount of different lost packets in the system would increase
with the number of receivers. Exploiting the test-bed platform we carried
out the following experiment: we moved away the transmitter from the
platform, leading to an average error rate of α = 0.1 from the source to all
the receivers. Then, 104 packets were transmitted, which were identified
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Figure 3.34: Amount of lost packets as we increase the amount of receivers.
Comparative between a situation where losses are uncorrelated Vs a real
situation

by a unique number. Every device trace all the lost packets, that can be seen
in Figure 3.34 as we increase the number of receivers. The experiment was
repeated 50 times. We also plot the bound that would correspond with the
situation considered so far, where losses are uncorrelated. Although all the
destinations are near each other, the amount of lost packets highly increase
with the number of receivers. Hence, losses are far from be correlated.

3.5 Multiple Sources

We started this chapter with the decoding probability of a generation after
receiving N coded packets, ξq(k, N), which is given in Eq. 3.6. As was ear-
lier mentioned, such probability was obtained by Trullols in [TBF11]. Now,
we broaden such expression to consider multiple sources that collaborate
in the transmission of information.

Multiple sources transmitting the same information is the typical sce-
nario of P2P networks, where NC is used to reduce signaling an enhance
the network performance [WL07b]. Another case is with distributed stor-
age, where several clouds have the part of the information, which is, in
many cases, replicated to offer reliability. With NC we can aggregate
multiple clouds and request the same block to different clouds or down-
load simultaneously different blocks (or generations). Aggregating clouds
and exploiting them simultaneously allows us to aggregate the download
speed of the different providers and, therefore, more speed for the re-
ceiver [SFLP14]

85



Let us assume that there are Ss nodes transmitting the information, and
the links between each of them and the receiver exhibit different qualities,
error rate of αi. We assume that each of the sources transmits Ni coded
packets, where Ni = ∑Ss

i=1 Ni = N.

The probability of receiving i packets when the overall number of trans-
missions equals N is shown in (3.43). As can be seen, we use the multi-
nomial distribution, M(−→x ,−→m ). x is a vector of Ss + 1 elements, where
xi (i ≤ Ss) is the number of packets received over the ith link and xSs+1 rep-
resents the N − i lost packets; −→m is a vector with the probabilities of each
of the aforementioned Ss + 1 events. The multinomial distribution (Eq.
3.46) calculates the probability of each event occurs −→x = [x1, x2, · · · , xSs ]
times, where each event occurs with a probability −→m = [m1, m2, · · · , mSs ]

and ∑Ss
i=1 mi = 1.

Prx(i, N) =
i

∑
x2=0

i−x2

∑
x3=0
· · ·

i−∑Ss−1
j=2 xj

∑
xSs=0

M(−→x ,−→m ) (3.43)

where

−→x =

[
x1 = j−

Ss

∑
i=2

xi, x2, x3, · · · , xSs , xSs+1 = N − i

]
(3.44)

i =

{
1−αi

Ss
1 ≤ i ≤ Ss

1−∑Ss
i=1 mi i = Ss + 1

(3.45)

M(−→x ,−→x ) =
N!

∏Ss+1
i=1 xi!

Ss+1

∏
j=1

m
xj
j (3.46)

By combining (3.6) and (3.43) we can find the probability of success-
fully decoding a block of k packets when the overall number of transmitted
packets was N, as can be seen in (3.47).

ξMulti
q (k, N) =

N

∑
j=k

ξq(k, j) ·Prx(j, N) (3.47)

86



3. Random Linear Network Coding

Naturally, we can broaden the analysis done in Section 3.1 but consid-
ering multiple source nodes. Hence, the average number of transmission
to decode the generation is given by:

E[N] =
∞

∑
i=k

j · ξMulti
q (j, k) (3.48)

As E[N] ≥ k, we can establish the excess packet ratio, which have a
negative impact over the achieved throughput, given by Eq 3.8. Such im-
pact is measured by the penalization factor shown in Eq. 3.17 . Another
factor limiting the performance are the penalization due to acknowledge-
ments transmitted by the receiver when it decodes a generation, which
is given by Eq. 3.18, and the penalization of transmitting the proprietary
header, given by Eq. 3.21. These two last penalization factors are depen-
dent on the technology used and the RLNC protocols design, since we con-
sider wireless links (802.11b) and the implementation depicted in Annex B,
such parameters are shown in Figures 3.2.

Finally, the overall throughput (S) can be calculated using (3.22). Let us
recall such equation:

SRLSC = SUDP × (1− εβ)× (1− εack)× (1− ε−→c ) (3.49)

where we use the Bianchi model [Bia00] to establish the value of SUDP.
Opposite to Section 3.1 we have to consider that multiple sources content to
the channels and, hence, collision might happen. Bianchi’s model already
consider this situation.

We assume that all the wireless links between all the sources and re-
ceiver share the same channel, with and that a contention-based MAC pro-
tocol, in this case 802.11b, is used. Under this circumstances, assuming sat-
uration conditions, we could state that a naive scheme would equally share
the transmission opportunities between the nodes, i.e by allowing, on aver-
age, the transmision of one packet every Ss attempts. However, this might
be not the best strategy when link qualities are different, since it would be
more sensible to allocate more transmission opportunities to those sources
having better links. We therefore propose the use of a context-aware proba-
bilistic transmission scheme, which was already proposed in Section 3.2.3.
If we recall such transmission scheme, the probability that a node, i, trans-
mit a packet is given by:
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β̃. The markers correspond with the values obtained with the analytical
framework, the dashed lines correspond with the naive approach and reg-
ular lines correspond with the probabilistic approach.

Ptx
i =

1
α

χ
i

1

∑Ss
j=1(αj)χ

(3.50)

where the χ can be seen as an aggressiveness factor: as χ gets higher, more
transmission opportunities will be granted to those links exhibiting a better
quality.

This scheme, where each source transmits with a certain probability,
can be also included in the previous theoretical model. The only modifi-
cation required is to replace the expression (3.45) for the probability of a
particular transmission mi by:

mi =

{
Ptx

i · (1− αi) 1 ≤ i ≤ Ss

1−∑Ss
i=1 mi i = Ss + 1

(3.51)

Note that if all wireless channels exhibit the same quality, Ptx
i =

1
Ss

; ∀i ≤ Ss, and (3.51) simplifies to (3.45).

Now, we validate the model proposed through an extensive simulation
campaign over the ns-3 simulator. The different nodes are connected to
the receiver by means the same wireless channel, which follows 802.11b
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Figure 3.36: Excess packets and throughput, alike channels (i.e α1 = α2).
Markers correspond with the values obtained with the theoretical frame-
work.

(11Mbps) recommendation, and, as in previous sections, we disable MAC
retransmissions.

First, we fix the number of transmitters to two, which transmit a file
of M = 1000 generations and each generation of 32 packets. Figure 3.35
shows the cdf of the number of packets that need to be transmitted (by
the two sources) before the destination is able to decode a generation.
We use different erasure rates for the two wireless link (α1 = 0.0 and
α2 ∈ {0.0, 0.6}) and we analyse the results of the two transmission schemes
(naive and probabilistic, with χ = 4). In all cases, there is an almost perfect
match, yielding the validity of the proposed model. We can also see that
the probabilistic scheme is able to provide the same performance as the
one it would have been assessed over an ideal channel, while the number
of excess packets for the naive transmission scheme increases as far as the
quality of the wireless links get worse.
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Figure 3.37: Excess packets and throughput, asymmetric channels (α1 =
0.3). Markers correspond with the results obtained with the theoretical
framework.

Once we have assessed the validity of the theoretical model, Figure 3.36
show the performance when modifying the quality of the two wireless
links. First, we increase the error rate of both channels (so that they exhibit
the same quality). In this case, the probabilistic scheme would not have any
impact, and thus we just plot the results assessed with the naive model (the
probabilistic approach performance would be alike). This figure yields the
statistical tightness of the results (the 95 % confidence intervals are almost
imperceptible), as well as, we show the performance for both binary case,
q = 1, and q = 2 (Larger generation fields would yield approximately the
same performance as the later case). The model is validated for larger finite
fields and erasure rates, both for β and the throughput.
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Figure 3.38: Throughput cdf for the different transmission configurations.

Afterwards we fix the erasure rate of the first channel to 0.3 and we in-
crease the other one from 0 to 0.6, showing the result in Figure 3.37. In this
case, we analyse the behaviour of the probabilistic transmission scheme,
studying the impact of the χ parameter, by representing the performance
that would have been achieved if only the best channel had been used; we
can see that the behaviour of χ = 4 is closer to the one exhibited by this
best channel configuration. We can clearly see that the theoretical model
matches the simulation results, for all the studied modes. Regarding the
throughput we observe again that the probabilistic scheme, with χ = 4,
yields almost the same performance as the best channel configuration.

In the final batch of experiments, we increase the number of sources to
3 and 4, and we carry out a Montecarlo process (1000 executions), by ran-
domly selecting the link of the corresponding wireless channels within the
range 0.0 . . . 0.6. Figure 3.38 shows the throughput cdf. We add a new con-
figuration (blind) in which the same link is always used (whatever the error
rate it has). The naive scheme (again the theoretical results perfectly match
the simulation) outperforms the blind approach 60 % of the cases. How-
ever, we can see that the probabilistic scheme is always better than this
baseline performance and, moreover, when χ = 4 the throughput is almost
the same as the one that would have been achieved if only the best channel
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had been used. It is worth highlighting that the probabilistic scheme is able
to mask the information loss caused by the hostile conditions of the wire-
less channel and it also balances the transmissions between the available
sources, thus leading to a fairer energy consumption.

3.6 Conclusions

In this chapter we have shown the benefits of NC over different network
topologies. Indeed, we use RLNC, which despite its simplicity, it is known
to yield optimum performance with high probability. We started analysing
the impact of different parameters of RLNC over a single hop communi-
cation and we broaden the analysis with more complex topologies. Most
part of analysis has been carried out through a theoretical framework and
simulation, using a ns-3 module. Besides, we consider important to show
the viability of RLNC over real devices. Hence, we replicate some of the
results over experimental platform based on Raspberry-PIs.

Using NC techniques over devices as Raspberry-PI brought a different
perspective. The first issue found was the high computation cost required
by the coding and decoding operations, more details can be found in An-
nex C. It was already pointed out by the literature as one of the drawbacks
of NC, but the lack of experimental results was decisive to include in our
work the analysis of the benefits and limitations of RLNC over real devices.
Some contributions that were deployed over real devices are [CJKK07;
PFP+15; PLPF13] but the authors used metrics which do not take into ac-
count the computational limitation. In the next chapter we exploit some
techniques to reduce the coding and decoding computational cost.

We consider it is worth to mention that the results shown in the differ-
ent sections were submitted in international conferences or journals. The
reader can find a relation between the different publications and the con-
tent in this chapter in Table 3.7.
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3. Random Linear Network Coding

Table 3.7: Summary of publications and their relationship with sections of
this chapter

Section 3.1 3.2 3.3 3.4 3.5
[WD14] X
[SIMU15] X
[PIMRC15] X
[MONET17] X
[MAMI15] X
[COMM15] X
[EW18] X X
[WCNC28] X
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Chapter 4

Sparse Network Coding

We concluded Chapter 3 pointing out one of the main drawbacks of RLNC:
its coding/decoding complexity. Here we introduce Sparse Network Cod-
ing techniques, which aim to reduce such complexity by just selecting
a small set of packets from the generation to generate a coded packet.
The complexity reduction at the encoder is straightforward, since only
a small amount of packets are combined. At the decoder side, the ad-
vantage comes from the low sparsity of the decoding matrix, where the
majority of coefficients are zero. The computational cost of the decoding
process is mainly due to the inversion of the decoding matrix, needed to
solve the set of linear equations. Using Gaussian Elimination such com-
plexity is O(k3) for a decoding matrix Dk×k, and could be reduced to
O(k3/ logq k) [AHM07], which is considerably high compared to fountain
code solutions1, specially with large generation sizes.

Sparse Coding solutions, initially proposed in [WL06], aim to reduce
such complexity at the expense of increasing the network overhead, due to
the transmission of useless packets. Feizi et al. presented in [FLM12] TSNC,
which does not only to reduce such complexity, but it also lowers, at the
same time, the network overhead by dynamically increasing the coding
density.

Nevertheless, there was not an optimal SNC solution, due to the lack
of an accurate expression for the probability of sparse random matrix, gen-
erated over a finite field, being full rank. Although there exists several

1For instance with LT codes, k symbols can be recovered from any set of k +

O(
√

k ln2 kη) with probability 1− η [Lub02]
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works that have studied this problem [BKW97; Coo00; LMT11b; LMT11a;
TCL16], all of them propose upper or lower bounds that are only valid
for large finite fields, making them not applicable to practical scenarios,
where binary fields are widely used, because of their reduced implemen-
tation complexity.

In this chapter, we assess the behaviour of SNC and we propose a novel
semi-analytical model that accurately mimics its performance. We analyse
the trade-off between computational cost and network overhead, and we
propose and study different tuning functions with the goal of jointly opti-
mizing the computational cost and network overhead. Besides, exploiting
the accuracy of the proposed model, we introduce a novel and practical im-
plementation of SNC that outperforms state of the art solutions [SBC+15;
PIMRC16].

On the other hand, SNC limits the possibilities of recoding at interme-
diate nodes. There is not stateless, universal an efficient procedure that can
be used to recombine packets and, at the same time, keep a low density. In
this chapter we analyse the problem of recoding with SNC and we propose
some practical algorithms that can be used to recombine packets, without
strongly increasing their density.

Table 4.1 summarizes the nomenclature that will be used through the
chapter.

Table 4.1: Nomenclature definition of this chapter

k Generation size
q Field length, GF(Q = 2q)

N Coded packets transmitted, N = k + β + β̃
β Overhead due to linear dependencies

βq Constant value of the linear dependencies, with RLNC and
a field size of q

β̃ Extra transmission due to losses
εβ, εack, ε−→c Performance penalization factors

ξq(k, N) Decoding probability after receiving N packets, for GF(2q)
and a generation size of k packets

α Error rate
PRLNC
D,r+ Probability of increasing the rank of the matrix D

Z Set of packets that comprise the sliding window
|z| Sliding window size
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ξ
sliding
q (N, k) Decoding probability after receiving N packets, using the

sliding window approach
Hsliding Proprietary header size used with the sliding window ap-

proach
εsliding Overhead defined for the sliding windows approach

v Density of the sparse code, which is defined as the average
ratio of non-zero coefficients of a coding vector

W Set of coded packets used to build a coded packet with SNC
w Size of W

pw Sparsity probability
PSNC
D,r+ Probability of increasing the rank of the matrix D using

SNC
Sq(w, k) Absorbing Markov Chain that mimics the behaviour of

SNC techniques, with states defined as (r, c)
π(r,c)(i, j) Transient probability of Sq(w, k) from state (r, c) to state

(r + i, c + j)
θq(r, c, w) Probability for a randomly generated sparse vector with

w non-zero elements to be linearly dependent with the al-
ready received r vectors when no new coefficients are used,
c

θ̃q(r, c, w) Fitted function of θq(r, c, w)

Ca
b Combinatorial number, a(a−1)···(a−b−1)

b(b−1)···1
γq(c), m, b4, c0 Fitting parameters of θq(r, c, w)

a, t Number of absorbing and transient states respectively
P ,Q,L Different transient probability matrices that define the Ab-

sorbing Markov Chain
Γ All-one column vector
I Identity matrix
N Fundamental matrix of Sq(w, k)
Nd Diagonal matrix with the same diagonal as N
M Number of transitions vector
H Transient probability matrix
N̂ Budget defined and used in the density tuning functions

mv, bv Gradual tuning function parameters
χ TSNC design parameter

G = (K, E) Bipartite graph to characterise the state of the decoding ma-
trixR at the recoder

M Number of transmitted generations
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The chapter is structured as follows. First, in Section 4.1 we propose
a sliding window coding approach, which was considered to reduce the
overhead caused by the coding vector. In Section 4.2 we introduce SNC
techniques and we proposed a semi-analytical model that mimics their be-
haviour, which is also validated through simulation campaign. Then, in
Section 4.3 we introduce TSNC techniques by first assessing the perfor-
mance of schemes found in the literature, and afterwards proposing new
tuning functions, which exploit the accuracy of the semi-analytical mode.
In Section 4.4 we characterise recoding at the relaying nodes, and in Sec-
tion 4.5 we assess TSNC and multicast communications.

4.1 Initial Approach - Sparse Sliding Window

In this section we analyse a sliding window coding approach that aims to
reduce the coding/decoding complexity, as well as alleviating the over-
head caused by the transmission of the coding vector, by including a
smaller number of coefficients. The goal of this initial approach was to
reduce the overhead produced by the coding vector, in a similar way to
the scheme presented in Section 3.1.3.

We start by introducing a new parameter in the NC scheme, the slid-
ing window size, |z|. Rather than sending random linear combinations of
the whole generation, as RLNC, the source node transmits a combination
of packets from the coding window Z, which comprises |z| consecutive
packets, starting at zmin index. As can be seen in Figure 4.1, it starts with
zmin = 0 and zmax = |z| − 1 and both indexes are increased by one packet
after every transmission.

Since we have modified the coding scheme, we can not use the theo-
retical framework described in Section 3.1. In order to find the probability
of decoding a generation of k packets after receiving N, ξ

sliding
q (N, k), we

use again an urn-based model, as was done in [TBF11; COMM15]. Con-
sider an urn having all the vectors with length k, which can be generated
in a Galois Field of size Q = 2q. If we discard the null coefficients, there
would be (Qk − 1) possible choices. Under this scheme, we can guarantee
that the first k− (|z| − 1) generated vectors are linearly independent, since
they always include a novel packet. In the illustrative example, shown
in Figure 4.1, with |z| = 3, all coded packets are innovative until the 5th
transmission.
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Figure 4.1: Illustrative example of the coding process for a 3-packet win-
dow; each row corresponds to a single transmission, entailing 3 different
packets; the columns reflect the packets of a single comprise the generation
(7 in this case).

In order to decode the whole block, the destination needs to receive k
linearly independent coding vectors. Since we know that the first k− (|z| −
1) ones are independent, the problem can be reformulated as building |z| −
1 linearly independent packets in the next N − k− (|z| − 1) tries. We can
therefore see the problem as a linear system, where we have to generate
|z| “equations” for |z| unknown “variables”. Since the already k − (|z| −
1) generated equations are linearly independent, we can build an initial
“equation” as a linear combination of the existing ones.

We will first consider the case where N = k, and then extend it for N
greater than k.

Case N = k: As was already said, after extracting k − |z| − 1 coding
vectors from the urn, we can artificially build a “new” coding vector of
|z| coefficients. Then, the probability of decoding the whole block after re-
ceiving N packets can be seen as the probability of extracting |z| − 1 new
coding vectors from such urn. Since there are Q − 1 linearly dependent
vectors and we can overall generate (Q− 1)|z| different vectors, the prob-
ability of obtaining a new linearly independent vector equals, for the first
try, 1− Q−1

(Q−1)|z|
.

In order to illustrate the process, Figure 4.2 shows an example where
the window size is 3. The first extraction is represented by the vector
a = [ak−2 ak−1 a0], built as a linear combination of the k − (|z| − 1)
previously received vectors, keeping, as unknown variables, the last two
packets of the block as well as the first one: k − 2, k − 1, 0, since the next
coded packet would involve those indexes. As mentioned earlier, the prob-
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ak−2 ak−1 a0
bk−2 bk−1 b0

0 0 0

→
a′k−1 a′0 a′1

bk−1 b0 0
ck−1 c0 c1


Figure 4.2: Illustrative example of the evolution of the decoding matrix
following a sliding window approach.

ability for the next extraction to be linearly independent is 1− Q−1
(Q−1)|z|

. Af-
terwards, the relevant coefficients would affect the k− 1, 0 and 1 packets,
and the problem can be therefore rewritten as can be seen in Figure 4.2,
where the new vector a is built from the combination of the k − (|z| − 1)
initial vectors, such that the unknown variables are those corresponding to
the k− 1, 0, 1 packets.

Hence, there will be (Q− 1)2− (Q− 1) linearly dependent vectors from
a′ and b′, and the probability of obtaining a third innovative vector would
be (Q−1)2−(Q−1)

(Q−1)|z|
. Finally, the probability of having k linearly independent

vectors after N = k extractions (receptions) is given by:

ξ
sliding
q (k, k) = 1 +

(Q− 1)
(Q− 1)|z|

|z|−1

∏
j=2

(Q− 1)j − (Q− 1)j−1

(Q− 1)|z|
(4.1)

Case N > K: Lets first assume N = k + 1 extractions. We can again as-
sume that the first vector is always independent (probability P1 = 1), since
it is obtained by linearly combining the k− |z| initial receptions. In the sec-
ond extraction, the probability of obtaining a linear dependent vector will
be P2 = Q−1

(Q−1)|z|
and in such case, there are still |z| − 1 extractions to obtain

|z| − 1 independent vectors. Note that if the kth reception is already lin-
early dependent, all the remaining ones must be independent (N = k + 1).
For the case of a 3-packet window:

ξ
sliding
q (k + 1, k) = ξ

sliding
q (k, k) · (1 + P2 + P3) (4.2)

where P2 and P3 are the probabilities of obtaining a linear dependent vec-
tor in the second and third receptions, respectively. If we follow the same
reasoning for a generic N, we can finally obtain the following result:
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ξ
sliding
q (N, k) = ξ

sliding
q (k, k)·

·
[

1 +
|z|
∑

i1=2
Pi1

[
1 +

|z|
∑

i2=i1

Pi2 . . .

[
1 +

|z|
∑

iN−k=iN−k−1

PiN−k

]]]
(4.3)

The density of the sparse code is defined as the ratio of non-zero coef-
ficients in the coding vector; in our case: v = |z|

k . There exits a trade-off
between the density (lower densities lead to less complex decoding oper-
ations), and the overhead associated to the number of linearly dependent
packets that are transmitted.

Last, it is worth mentioning that thanks to the sliding-window ap-
proach, we could reduce the overhead of the RLNC header. As has been
already seen, the header size depends on the Galois field and generation
sizes, d k·q

8 e. It is known that larger Galois Field sizes are able to reduce
the transmission of linearly dependent packets. However, the overhead
required to include the coefficients in the corresponding header might be
unacceptable, especially for larger generation sizes. This is avoided in the
proposed window-based scheme, since the corresponding header carries
fewer coefficients (corresponding to the packets that are combined in a
transmission).

Now, we assess the validity of the equations 4.1 and 4.3. After a large
number of experiments (104). Figure 4.3 shows the cdf of the number of
packets that need to be transmitted by the source, under ideal conditions
(no packets are lost within the wireless channel), for a successful decoding
process. The field size is q = 2 and we represent the results for two distinct
cases: when the coefficients are randomly chosen from the whole GF(2q)
(including the zero coefficients) or when we discard such coefficients (i.e.
ci ∈ GF(2q)−{0}). The figure also includes the theoretical values (Eq. 4.3),
showing a perfect match for the case where we discard zero coefficients.
The results show a worse behaviour for smaller field and window sizes,
as can be seen in Figure 4.3a, which also reflects a strong impact of null
coefficients. For higher values of these parameters, there is not a relevant
difference between the two schemes.

Next, we can evaluate the impact of the particular configuration of gen-
eration: field and window sizes, in terms of the overhead. We define the
overhead as follows:
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Figure 4.3: cdf of the number of transmitted packets to ensure a success-
ful block decoding, for the use a sliding window approach. We show the
results for GF(22) and different generation sizes, after 104 repetitions.

εsliding =
N · Hsliding + β · (MSS− Hsliding)

k · (MSS− Hsliding)
(4.4)

where we take into account the total number of spurious packets, i.e linear
dependencies (β), the corresponding proprietary header size2, Hsliding, and
the MSS. Note that the payload, amount of information that a packet can
transmit, depends on the header size. In this sense, there might be certain
configurations in which the number of linear dependencies are reduced,
but this does not compensate the additional header length, and the overall
overhead is, in fact, increased.

Figure 4.4 shows the evolution of the overall overhead (εsliding) against
the window size, and for different generation sizes. In order to carry out a
fair, comparison, the x-axis corresponds to the ratio between the window
and the generation size. As can be seen, the performance depends on this
ratio, rather than on the window value itself. The use of small window val-
ues yields a remarkable increase of the number of spurious transmissions,
since the probability of receiving linearly dependent packets becomes quite
high, as was already observed in the analytical model. For k = 255 we can

2We use the same header that in previous sections and defined in Annex B, but we
reduce the coding vector size by d |z|q8 e
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Figure 4.4: Total overhead for the sliding window approach and for differ-
ent generation sizes. The encoder uses q = 1.

see an interesting effect, since there is an optimum value for the window
size, and larger windows would actually lead to higher overheads. This
reflects a longer RLNC header without a relevant decrease of the spurious
packets. By inspecting the obtained results, we can establish the most fa-
vorable configuration, which is k = 255 and |z| = 32, yielding an overhead
of εsliding ≈ 0.02, regardless of the field length.

In order to analyse the behaviour when k = 255 over a non ideal sce-
nario, we randomly drop packets while they are being transmitted, config-
uring a transmission error rate, α, that is varied between 0.0 and 0.6. In this
case, we cannot use the overhead to assess the performance of the scheme,
since the increase of transmissions is not only due to linear dependencies,
but packets can be also lost during their transmission. In this sense, we
use Eq. 3.17 and we assess the performance for different field sizes3 and
window sizes, Figure 4.5. We can again see that the linear dependencies
decrease until a certain window size is used, |z| = 32 for the error-free
scenario. In this case, it is worth highlighting the impact of packet losses:
when the window is long enough, |z| > k/4, the linear dependencies are
not affected by packet losses. However, for shorter window sizes, the slid-
ing window scheme has an interesting effect, since having more dropped
packets can even reduce the number of linear dependencies. For smaller
error rate values, if either of the two last packets are lost, the source needs
to go over the whole generation (quite likely transmitting useless pack-
ets). On the other hand, when the α is higher, many packets might have
been previously lost, and therefore not so many redundant receptions are
observed.

3Note that the binary configuration q = 1 is the only case in which null coefficients are
allowed.
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Figure 4.5: Penalization due to linear dependencies with a sliding window
coding approach. Markers correspond with the values obtained with the
theoretical framework.

We proceed with the same analysis we used in Section 3.1.1, where from
the throughput perceived by the RLNC layer, we obtain the performance
at the application layer:

S = SUDP × (1− εβ)× (1− εack)× (1− ε−→c ) (4.5)

As can be seen, S is jeopardized by three penalization factors, which can
be obtained with equations 3.17, 3.18 and 3.21. Note that SUDP is calculated
by means of Bianchi’s model [Bia00],yielding the values shown in Table 3.3

By means of simulation we obtain the throughput over a single wireless
link (802.11b 11Mbps) between two nodes. The experiment is performed
by transmitting 100 generations and repeated 50 times. Figure 4.6 shows
the throughput for different generation and window sizes. As could have
been expected, the best performance is achieved for the largest generation
size, and when the coding window size equals 32. In addition, we can
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Figure 4.6: Throughput over an ideal wireless direct link, (802.11b
11Mbps), using the sliding window approach for different generation
sizes. The encoder uses q = 2 and transmits 100 generations.
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Figure 4.7: Throughput over a direct wireless link communication (802.11b
11Mbps) using the sliding window approach. The encoder transmits 100
generations of 256 packets.

observe that, the sliding window coding outperforms the original RLNC
scheme (it corresponds to the value w/k = 1). We can also highlight the
good match between the theoretical values and those obtained during the
simulation campaign.

We now assess the performance over a lossy channel, increasing the
erasure rate, α, between 0.0 and 0.6. We focus on a generation size of k =
255, since we previously showed that the best performance was achieved
with this configuration. The results yield that a window size of 32 leads
to the highest throughput, regardless the field size, as shown in Figure 4.6.
We obtain the same performance than that best one of the original RLNC
scheme (i.e. without sliding window, |z| = 255). In addition, we shall also
mention that the proposed sliding scheme always outperforms the legacy
TCP protocol, especially when the link quality gets worse.
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4.2 Sparse Coding Techniques

Let us now introduce a novel coding techniques, Sparse Network Cod-
ing, which was first introduced in [WL06]. It aims to reduce complexity of
RLNC coding and decoding operation, thus enabling the use of NC tech-
niques over low computational devices.

As was discussed in Chapter 3, legacy RLNC generates coded packets
by randomly combining the original packets of the same generation, pi
(where i = 1, . . . , k). The corresponding coefficients, ci,j, are selected from
a Galois Field, GF(2q), and the two required operations (sum and product)
are as well defined over GF(2q), as can be seen below:

p′RLNC
i =

k

∑
j=1

ci,j · pj (4.6)

Using a Sparse Coding Scheme only
a set of w randomly selected packets,
W = {pj1 , pj2 , . . . , pjw |pjm 6= pj′m , ∀jm , 6= j′m}, from the same genera-
tion are combined to build a coded packet:

p′TSNC
i =

w

∑
m=1

ci,jm · pjm (4.7)

the coefficients ci,jm ∀jm ∈W are randomly selected from nonzero elements
in the Galois Field GF(2q), while the rest are zero. We will consider a coded
packet as w-sparse when it is generated by the combination of exactly w
information packets.

The outcome of the coding process is a sparse coding matrix, i.e the
majority of the coefficients are zero. The more zero coefficients, the greater
the sparsity. Also, we define the density as the ratio between zero and non
zero elements w/k. In Figure 4.8 we show an illustrative example of the
coding matrix, where every row corresponds with the coefficients used to
create a coded packet (grey if it is non-zero).

Other authors, for example [LMT11a], consider a different approach of
generating sparse coded packets. Instead of a fixed number of coefficients,
they use a probabilistic approach as follows:
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4. Sparse Network Coding

p′j = ∑w
m=1 ci,jm · pjm

Tr
an

sm
is
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Packets

Figure 4.8: Illustrative example of a coded packet generation SNC with
w = 3

P{ci = v ∈ GF(2q)} =
{

pw if v = 0
1−pw
2q−1 otherwise

where every information packet will be considered with probability 1− pw
when building the coded packet.

The use of highly sparse coded packets (low w) would alleviate the
computational cost of decoding operations. In Figure 4.9a we show the
decoding throughput for two different versions of Raspberry PIs. We gen-
erated a bunch of coded packets to measure the time needed by the de-
coder to read these coded packets until it can decode the generation for
different sparsity levels, using the probabilistic approach. As can be seen
in Figure 4.9a, the throughput by the newer version is always higher. It
is interesting the fact that the decoding throughput increases as we reduce
the density, higher pw. Note that, since we are working on the binary field,
the configuration pw = 0.5 is equivalent to RLNC, where half of the coeffi-
cients are zero on average. It is worth noting that with RLNC the decoding
throughput might be lower than the network throughput, thus becoming
the system bottleneck. For instance, with a direct error-free communication
using 802.11n (54 Mbps) the throughput offered at the application layer is
around 24.3 Mbps (UDP throughput, Table 3.3), which is close to the de-
coding throughput offered by the devices (15.49 Mbps with Raspberry PI
v2 and 26.04 Mbps with Rasperry PI v3).

The decoding throughput heavily depends on the device. For instance,
with a more advance machine, with a 3.50 GHz Intel Processor, and 16
GB of RAM memory, the decoding throughput varies from 371 Mbps with
RLNC to 846 Mbps with a sparsity probability of 0.9. In order to analyse
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Figure 4.9: Computational complexity and throughput of the decoding
process over Raspberry-PIs using the binary field.

the decoding complexity regardless the device, we count the number of op-
erations (in the Galois Field) needed to decode a generation, as can be seen
in Figure 4.9b. These operations are a row permutation plus xor, for the bi-
nary case, or multiplication and permutation plus subtraction, for the rest
of the field sizes. We show the average number of these operations for dif-
ferent generation sizes, and we plot the same result for different sparsity
levels. We can ensure that a lower number of operations yields a higher
throughput, for all devices. We can again appreciate the remarkable com-
putational complexity reduction when we use low dense codes, specially
with high generation sizes.

On the other hand, the use of highly sparse coded packets could also
lead to a greater probability of transmitting linear dependent combina-
tions, thus increasing the corresponding network overhead, and jeopar-
dizing the performance. Figure 4.10 shows the impact of the sparsity level
and the generation size over the decoding probability. In Figure 4.10a we
fix a sparse coding scheme, pw = 0.9, and we change the generation size,
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Figure 4.10: Decoding probability for SNC, in terms of the extra transmis-
sions (β) for different number of generation sizes and sparsity levels.

we can conclude that decoding probability increases, even with fewer ad-
ditional transmissions, as long as k gets higher. In Figure 4.10b we keep
the generation size to 100 packets, and we change the sparsity level. In this
case, we can see that the higher the sparsity, the larger the overhead, since
the number of linear dependencies received before decoding the genera-
tion grows with pw.

We have therefore seen that there exists a trade-off between the com-
putational complexity and the overhead in terms of extra coded packets
that need to be transmitted before the receiver can decode the generation.
In the following section we propose a semi-analytical model that mimics
the behaviour of SNC, which will be afterwards exploited to optimize the
performance of these techniques.

Note that the use of sparse coding techniques would as well lead
to more efficient coding vector representations. We could, for instance,
represent each non-zero coefficient by an index-scalar pair. The authors
of [HPFM11] evaluated how this overhead is affected by different coding
parameter representations. In any case, the corresponding overhead anal-
ysis is rather limited for the binary case (q = 1) or/and when coding op-
erations are restricted to a generation of size k. For instance, the authors
of [PLP+14] were able to add a reasonable overhead for 4000 data packets
coming from 4000 different sources, proposing an efficient solution, using
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the identifier of data packets. Besides, various recoding schemes at inter-
mediate nodes have been also published. The authors of [FLS+14] anal-
ysed two different solutions (on a theoretical level), while [PLP+14] pro-
posed a practical implementation of sparse coding techniques, with recod-
ing at intermediate nodes, which is exploited to gather information over
smart grid scenarios.

4.2.1 Semi-Analytical Model

Trullols et al. [TBF11] derived, for the RLNC scheme, the exact decoding
probability for a successful decoding event after the reception of a number
of coded packets. Zhao et al. proposed in [ZMH+12] a simplified modifica-
tion, introducing a generalization of the original expression. Those mod-
els were used in the previous chapter but are not valid for sparse coding
techniques, and all the existing works aiming to analytically characterise
sparse coding schemes either lack accuracy or have some limitations. Li
et al. showed in [LMT11b] that the singularity probability, i.e the proba-
bility for a random sparse matrix to have a full-rank, can be upper and
lower bounded. However, the analysis was limited to rather large finite
fields (q → ∞) and results were obtained for very low generation sizes,
k ≤ 5. An extension of this work was presented in [LMT11a], where a
more generic coefficient distribution was considered. On the other hand,
Blomer et al. highlight in [BKW97] the complexity of the problem we tackle
in this work, establishing upper and lower bounds for the number of lin-
ear dependencies within a random sparse matrix. Although they do not
explicitly exploit this result for coding purposes, their conclusions are still
valid for the sparse coding model proposed in this PhD.

The authors of [SBC+15; FLS+14; TCL16] exploit one of the lower
bounds to leverage a trade-off between complexity and overhead. Such
lower bound establishes that the probability of receiving an innovative
packet at the decoder, when it already has rd linearly independent pack-
ets, is:

PSNC
D,r+d

(k, rd, v) ≥ 1− (1− v)k−rd (4.8)

where k is the generation size and v = w
k is the corresponding coding den-

sity.
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4. Sparse Network Coding

We propose a Markov Chain Model that mimics the behaviour of SNC
techniques. This model is valid from the receiver’s perspective, i.e it is
based on the status of the decoder, and it is therefore independent of the
particular network that connects the source with the destination. We define
a set of states (r, c), where r is the current rank of the decoding matrix and
c is the number of non-zero columns. Clearly, r ≤ c. Based on these states,
we can establish a discrete Markov Chain, Sq(w, k).

Figure 4.11 shows an illustrative example for such chain, with w = 3
and k = 10. Although the initial state is (0, 0), the first received packet
always leads to the state (1, 3). The next one depends on the sparsity level
used, for example, with w = 3 the potential following states are (2, 4),
(2, 5) and (2, 6) for the binary case. With a higher finite field the state (2, 3)
would be also feasible. An important fact of this Markov chain Sq(w, k) is
that it describes an absorbing process, since the state (k, k) will be eventu-
ally reached, and the probability of leaving it is zero.

Once we have defined the Markov chain we have to obtain the transient
probabilities between states, which are given with the following Theorem:

Theorem 4.1. (Transition Probabilities)

The transition probability between states (r, c) and (r + i, c + j), πr,c(i, j) are
as follows:

ϑq(r, c, w)
w−1

∏
l=0

c− l
k− l

if

{
i = 0
j = 0

(4.9.1)

[
1− ϑq(r, c, w)

] w−1

∏
l=0

c− l
k− l

if

{
i = 1
j = 0

(4.9.2)

(
w
j

)w−j−1
∏

l1=0
(c− l1)

c+j−1
∏

l2=c
(k− l2)

w−1
∏

l3=0
(k− l3)

if

{
i = 1
j = 1 . . . min(w, k− c)

(4.9.3)

0 otherwise (4.9.4)

where ϑq(r, c, w) is the probability for a randomly generated sparse vector, with
w non-zero elements, to be linearly dependent with the already received r vectors,
from the c-dimensional space, i.e no new coefficients are used. Hence, c captures
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Figure 4.11: Absorbing Markov chain that mimics the behaviour of SNC
for w = 3 and k = 10

the coefficient distribution length for the already received packets. A Galois Field
GF(2q) is assumed.

Proof. We use simple combinatorial mathematics to derive the transition
probabilities of the absorbing Markov chain that was previously discussed.

For any (r, c) state, if the received packet includes any novel coefficient,
the rank is always increased. The number of combinations that would
change the state from (r, c) to (r + 1, c + j), j > 0 are:

C(r,c)(r + 1, c + j) = Cc
w−j ·Ck−c

j =

(
c

w− j

)
·
(

k− c
j

)
(4.10)

where Cn
t is the combination of n elements taken t at a time without repe-
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tition.

In addition, the overall number of possible vectors are Ck
w. Hence, the

corresponding probability is:

πr,c(1, j > 0) =
( c

w−j) · (k−c
j )

( k
w)

=

c!
(c−w+j)!(w−j)! ·

(k−c)!
(k−c−j)!j!

k!
(k−w)!w!

=

=

(
w
j

)
·

w−j−1
∏
t=0

(c− t) ·
c+j−1

∏
t=c

(k− t)

w−1
∏
t=0

(k− t)
(4.11)

On the other hand, if the new packet does not include any new co-
efficient, the corresponding vector could be either linearly dependent or
independent, and this is established by ϑ. The combinations that do not
increase the number of already received coefficients are Cc

w. Hence, the
probability of staying at the current state, (r, c) is:

πr,c(0, 0) = ϑq(r, c, w)
( c

w)

( k
w)

= ϑq(r, c, w)

c!
(c−w)!w!

k!
(k−w)!w!

= ϑq(r, c, w)
w−1

∏
t=0

c− t
k− t

(4.12)

While the probability of going to (r + 1, c) can be calculated as follows:

πr,c(1, 0) =
[
1− ϑq(r, c, w)

] ( c
w)

( k
w)

=
[
1− ϑq(r, c, w)

] w−1

∏
t=0

c− t
k− t

(4.13)

Whenever a packet is received, the rank can only increase in one single
unit, and thus, πr,c(i, j) = 0, i > 1. Likewise, the number of novel coeffi-
cients per packet cannot be larger than w, while the maximum number of
non-zero columns is k, so πr,c(i, j) = 0, j > min(w, k− c).
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4.2.1.1 Empirical modeling of ϑq(r, c, w)

To the best of our knowledge there is not a closed expression for ϑq(r, c, w),
so we conducted a Montecarlo analysis to empirically obtain it. We start
by synthetically reaching every state of the corresponding Markov Chain,
and then we generated a new vector, enforcing that the w components were
selected just from the c already received coefficients. Afterwards, we calcu-
lated the rank of the corresponding matrix to see whether it had increased.
If that was the case, the vector was linearly independent. We estimated
the corresponding probability by counting the number of successes over a
total of 105 independent experiments. Note that ϑq(r, c, w) is the probabil-
ity for a generated vector to be linearly dependent, and thus 1− ϑq(r, c, w)
corresponds to the probability for a generated vector to be linearly inde-
pendent, in both cases knowing that the number of received coefficients
remains the same, i.e. no novel coefficients are used.

Figure 4.12 shows how ϑq(r, c, w) varies against the ratio r
c for various

combinations of q, w and c. In all cases we can use a function ϑ̃q(r, c, w) =( r
c

)γ to approximate the observed behaviour. Figure 4.12 also shows such
fitting functions with a solid line, yielding a rather accurate approximation.
This fitting is valid for all the possible combinations of w ≤ k

2 and q, and
for every c value (from 1 to k).

Figure 4.13 shows the evolution of γ against c for different w and q con-
figurations. As can be seen on the lower figures, for w > 3, there is a clear
linear relationship between γ and c, and the slope of the corresponding
line only depends on the values of w and q. On the other hand, for w = 3
and w = 4, a different behaviour was observed (see upper figures). In
order not to increase the complexity of the model, we have approximated
the behaviour of w = 3 with two different lines, since it can be seen that,
for lager c’s, the slope of the corresponding function does not depend on
q, being all of them parallel. As will be seen later, the results are rather
accurate, despite there is a non-negligible difference between the observed
values and the corresponding fitting.

With all of the above into account, we can use the following functions
to estimate the value of γ:
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Figure 4.12: ϑq(r, c, w) Vs. r
c . Markers correspond to the values obtained

with the Montecarlo analysis, while the solid lines are the fitting curves
ϑ̃q(r, c, w) =

( r
c

)γq(c).

γq(c) =



modd · c w = 3, c < c0

0.3 [c− c0 (1−modd)] w = 3, c ≥ c0

m4 · c + b4 w = 4
meven · c 4 < w < k/2; w%2 = 0
modd · c 4 < w < k/2; w%2 = 1

(4.14)

where the value of the slopes m, depends on q, and c0 is the point where
the slope of γ changes for w = 3. The w%2 correspond with the module
operation and the values of m, c0, and b4 for the different q’s are given in
Table 4.2.
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Figure 4.13: Fitting of γq(c). Markers correspond to the values obtained
with the Montecarlo analysis, while the solid lines are the fitting curves.

Table 4.2: m, b4 and c0 for different q values.

q 1 2 3 4 8
modd 0.676

1.367 2.055 2.738 4.891meven 0.337
c0 17 15 12 10 6
m4 0.337 1.101 1.417 1.565 1.491
b4 0 3.817 9.627 17.298 42.634
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4.2.1.2 Fundamental Matrix

Once we have established all the transition probabilities, we can build
the fundamental matrix for the Absorbing Markov Chain. According
to [KS60], the canonical form, for t and a transient and absorbing states,
respectively, of such process, can be defined as follows:

P =

[Ia×a 0
Lt×a Qt×t

]
(4.15)

Since there is only one absorbing state (k, k), I is an identity matrix
of one single element and L is a column vector with the transition prob-
abilities of all the remaining states to (k, k). Finally, Q is a matrix with
the transition probabilities between the transient states. We will assume
that the first row/column of this matrix correspond to the initial state, i.e.
(1, w).

Theorem 4.2. Average number of transitions (Theorem 3.2.4 in [KS60]). The
average number of transitions before being absorbed, when starting in a transient
state i, is the ith element of the column vector

M = (I −Q)−1 Γ (4.16)

where I is an identity matrix with the same dimension as Q, and Γ is an all-one
column vector. Furthermore, the matrix N = (I −Q)−1 is called the funda-
mental matrix for Sq(w, k).

Corollary 4.3. Average number of transmissions. The average number of transi-
tions defines the average number of transmissions, since in our case, a transition
always corresponds to a packet transmission, and the first element of M would
correspond to the number of transitions that are required to hit the (k, k) state
from the initial one (1, w).

Theorem 4.4. Probability of being in state j after N transitions (Theorem 3.1.1
in [KS60]). The entry π

(T)
ij of PN is the probability of being in state j after N

transitions, provided that the chain was started in i.

Corollary 4.5. Probability of successfully decode a generation. Since the chain
always starts from the initial state 1 → (1, w) and there is only one absorbing
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state, t + a→ (k, k), the probability of successfully decoding a generation after N
transmissions is:

ξSNC
q (k, N) = πN

1,t+a (4.17)

Another parameter of interest would be the probability of increasing
the rank of the corresponding decoding matrix with every transmission.
This would allow establishing dynamic tuning schemes for the coding den-
sity, since lower densities would yield lower coding/decoding times, but
they might as well lead to a higher number of transmissions.

Theorem 4.6. Transient Probabilities (Theorem 3.5.7 in [KS60]). The probability
of visiting a state j, when starting at transient state i, is the (i, j) entry of the
transient probabilities matrix H:

H = (N − I) · N−1
d (4.18)

where Nd is a diagonal matrix with the same diagonal of N .

Corollary 4.7. Probability of receiving a linearly independent packet. We define
the set of states s(r) as all the states from the chain where the rank equals r, s(r) ={
(i, j) ∈ Sq(w, k) |i = r

}
. Hence, the probability of increasing the rank of the

matrix when r independent packets have been already received can be calculated
as follows:

PSNC
D,r+ = ∑

∀j |(r,j)∈s(r)
H(1, i) ·

(
1− πr,j(0, 0)

)
(4.19)

where i is the index corresponding to the (r, j) state.

4.2.1.3 Impact of errors

So far we have assumed an ideal wireless channel between the transmit-
ter and the receiver. However, the model can be easily broadened so as to
consider packet-erasure links. For that we just need to modify the corre-
sponding transition probabilities as follows:
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π̃r,c(i, j) =

{
πr,c(i, j) (1− α) (i, j) 6= (0, 0)
πr,c(i, j) (1− α) + α (i, j) = (0, 0)

(4.20)

where α is the error rate of the wireless link.

We can easily see that Q̃ = (1− α)Q+ αI , and hence:

M̃ =
(
I − Q̃

)−1
Γ = [I − ((1− α)Q+ αI)]−1 Γ =

(I −Q)−1

1− α
Γ (4.21)

4.2.1.4 Model Validation

We assess the validity of the proposed model and all the results that were
previously discussed by means of an extensive simulation campaign. We
use the M4RIE library [Alb12] to transmit 104 different generations, in or-
der to ensure statistical tightness of the corresponding results. The reader
can find more information about the libraries we have used in Annex A

Figure 4.14 shows the probability of receiving a linearly independent
packet against the current rank at the receiver, Eq. 4.19. As can be seen, the
probability is close to 1 until the rank is considerable large. Afterwards, it
decreases quite sharply, especially for low values of q and w. We can also
see the small difference between the simulation results (solid line) and the
proposed model (markers). The model shows a very good accuracy. On
the other hand, the lower bound that was previously proposed in the liter-
ature, (Eq. Eq. 4.8), which has been used in various works, yields a much
lower probability, exhibiting very little accuracy. Since the corresponding
operations that need to be performed are much faster if the coding density
(w) is low, this result is really interesting, since it shows that there is no
disadvantage in using a low w until the rank at the receiver is reasonably
high. Increasing w would likely improve the corresponding performance.

We show the same results for a different field size in Figure 4.15. The
model shows an almost perfect match with the simulation, with a mean
squared error of 3.14 · 10−4 in the worst case (k = 128, q = 3). The same
reasoning as for the binary case apply here, the lower bound used in the
literature exhibits very little accuracy and the probability of increasing the
rank at the receiver is almost 1 at the beginning of the transmission regard-
less the field size used.
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Figure 4.14: Probability of increasing rank Vs. current rank at the decoder
for the binary case and generation sizes k = 64, 128. Markers show the
values obtained with the proposed model and the solid lines correspond
to the simulation results
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Figure 4.15: Probability of increasing rank Vs. current rank at the decoder
for field size q = 3 and generation sizes k = 64, 128. Markers show the
values obtained with the proposed model and the solid lines correspond
to the simulation results.
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Table 4.3: Average number of transmissions required to successfully de-
code a generation for different SNC configurations

w = 3 w = 7 w = 15 w = 31 w = 64

k = 32
Model 43.83 33.62 33.58 - -
Simul 44.17 33.64 33.60 - -

k = 64
Model 100.34 65.92 65.62 65.62 -
Simul 101.49 65.91 65.61 65.60 -

k = 128
Model 230.36 131.22 129.85 129.63 129.62
Simul 231.89 131.19 129.84 129.62 129.61

Another interesting result would be the average number of transmis-
sions that would be required to correctly receive a generation. Table 4.3
collects such metric for different configurations, in which we have modi-
fied the value of both w and k. The theoretical result is obtained using Eq.
3.27. The simulation results correspond to averaging of 104 independent
runs per configuration. We can first highlight that the difference between
the two values is almost negligible (the maximum relative error is smaller
than 0.8%), proving the validity of the proposed model. Note that for larger
densities (≈ 1/2) the average number of additional transmissions is ≈ 1.6,
for all k. This result matches the value that would have been obtained
for the traditional RLNC approach. However, for lower densities, w = 3,
the number of required transmissions increases considerably, especially for
larger k.

In order to complement the average values collected in Table 4.3, Fig-
ure 4.16 shows the probability of successfully decoding the whole gen-
eration after receiving N coded packets. Since we consider an error-free
link, the extra coded packets received are due to linear dependencies,
β = N− k. Such probability is defined in Corollary 4.5, and the simulation
results are obtained after the independent transmission of 104 generations.
Again, the difference between the results obtained by means of simula-
tion and those using the model is negligible, with a mean squared error of
9.35 · 10−5 in the worst case (w = 3, k = 128). Note that lower densities
would yield a worse performance, since the probability of successfully de-
coding a complete generation is very small when the number of additional
transmissions is low. However, when w increases, such probability equals
almost 1 for just 5 additional transmissions.
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Figure 4.16: Probability of a successful decoding event after β + β̃ extra
transmissions, q = 1. Markers show the values obtained with the proposed
model and the line corresponds to the simulation results.

After validating the proposed model over an ideal channel, we broad-
ened the assessment to include error-prone scenarios. For that we intro-
duce a certain loss probability, α, over the link between the source and
the receiver, so that some packets might get lost during their transmission.
Figure 4.17 shows the average number of transmissions that are required
to successfully decode a generation (k = 64) as a function of α. As can
be seen, there is again a very tight match between the simulation results
and the values obtained with the proposed model, being the relative er-
ror smaller than 0.8%. The impact of greater α values is more relevant
for lower densities, since the number of required transmissions would in-
crease quite strongly.

The previous results are broadened in Figure 4.18, which shows the
impact of packet erasure channels over the probability of being able to de-
code a generation after E[N] = k + β + β̃ transmissions. We have used a
low density, w = 3, since it showed a worse behaviour in terms of the ad-
ditional transmissions that are required. The impact of the packet-erasure
links is again clearly seen, since ξSNC

q (k, N) sharply decreases when α gets
higher. On the other hand, we can see that there is a slight difference be-
tween the simulation results and the values obtained with the model. As
was already discussed, the fitting for w = 3 was less accurate than the ones
for larger densities. In any case, the differences are rather small, and the

123



0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8

200

400

α

E
[N

]

w = 3

w = 31

Figure 4.17: Average number of transmissions required to decode a gen-
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obtained with the proposed model and the solid lines correspond to the
simulation results.
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Figure 4.18: Probability of a successful decoding event after β extra trans-
missions, k = 64 and q = 1. Markers show the values obtained with the
proposed model and the solid lines correspond to the simulation results.

results clearly show that the proposed model can also be used over error-
prone links. In this case the mean squared error for the worst case (α = 0.3)
is approximately 3.9 · 10−4.

Up to now, we have argued that the use of low coding densities would
be beneficial since they would yield shorter decoding times. We have even
seen this results in Figure 4.9, where we show decoding throughput for
different devices or the average number of operations performed by the
decoder. The same conclusions could be drawn from Figure 4.19. In this
case we represent the average number of operations performed by the de-
coder as it increases its rank, and we compare with the average number of
coded packets received to reach that rank level. We can actually see that
until almost the end of the generation, we can still use the highest sparsity
level without transmitting more packets than with RLNC, but strongly re-
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Figure 4.19: Number of operations performed by the decoder and trans-
missions sent by the encoder Vs. the number of r linearly independent
packets already received at the decoder, k = 64, q = 1.

ducing the amount of operations needed (almost 2.8 times). As we will
show afterwards, we can change the sparsity at this last moment of the
transmission, providing the same performance as RLNC, but minimizing
the number of operations.

4.3 Tunable Sparse Coding Techniques

Tunable Sparse Network Coding (TSNC) was proposed by Feizi et al.
in [FLM12]. They revisit the idea of using sparse coding to reduce the de-
coding complexity, but using a fundamentally different approach, in which
they tune the level of sparsity as the transmission process evolves. This
tuning process can reduce the overhead by using denser codes towards
the end of the transmission, while maintaining the advantages of a sparse
code. Unlike RLNC, in TSNC the coding coefficients are chosen sparsely,
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i.e. most of them are zero, and as the session progresses, they become
denser, i.e., statistical properties of the coding coefficients vary in time.

4.3.1 Initial Approach

In [FLS+14] the authors use the bound shown in Eq. 4.8 to tune the den-
sity as the transmission evolves, studying the behaviour of TSNC from a
theoretical perspective. In [SBC+15] Sorensen et al. propose a practical im-
plementation of TSNC, which uses the same bound to tune the sparsity,
exploiting a practical implementation to assess its performance. Since we
are going to compare this approach with our proposal, we will briefly dis-
cuss their density tuning mechanism.

In a nutshell, they define a budget, or number of packets which the
transmitter would transmit, N̂, and they split the generation into a number
of regions, kt, defined by the number of linearly independent packets that
the sink needs to receive, as follows:

regions(j) =

{
k 2j−1

2j j = 1, 2, · · · , kt − 1
k j = kt

(4.22)

i.e region j implies that the decoding matrix at the receiver is lower than
k 2j−1

2j . Opposed to our previous RLNC approach, the authors already de-
fined how many packets are sent by the transmitter, N̂, and with that de-
sign parameter the density is established during the transmission.

We can proceed under two different approaches: the receiver informs
the sender about the current rank after reaching each region, or the source
estimates the rank at the decodes. The authors in [SBC+15] use the first
approach.

After defining the number of regions and the budget, the authors pro-
pose to calculate the appropriate density using the bisection algorithm.
Since the average number of transmissions required to increase the rank
is given by:

1
PSNC
D,r+d

(k, rd, v)
≤

region(j)−1

∑
i=regions(j−1)

1
1− (1− w/k)k−i (4.23)
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so knowing Ñ, the number of already transmitted packets, we can obtain
the remaining budget before sifting to the next level, (N − Ñ)/2. Hence,
we select the lowest density that:

region(j)−1

∑
i=regions(j−1)

1
1− (1− w/k)k−i =

N̂ − Ñ
2

j = 1, · · · , kt − 1 (4.24)

with the exception of in the last region, where the entire remaining budget
is assigned:

k

∑
i=regions(kt−1)

1
1− (1− w/k)k−i = N̂ − Ñ j = 1, · · · , kt − 1 (4.25)

In short, the encoder updates the density every time it receives a notifi-
cation from the decoder, according to Eq. 4.24. From now on, we will refer
to this scheme as Step-by-Step the aforementioned proposal.

The computational cost of the Step-by-step approach can be seen in Fig-
ure 4.20a. We represent the number of finite field operations required at the
decoder and the cdf of the number of packets that are transmitted by the
source node before the receiver can decode the generation. First, we can
see that higher budgets yield lower computational costs in the decoding
process, since the encoder can build lower density packets, if more trans-
missions are allowed. It is also worth highlighting that a small kt reduces
the possibilities for the encoder to change the density, thus leading to an
increase of the number of operations. On the other hand, a high number
of levels, kt > 4, does not reduce the number of operations, since the last
density updates happen when the rank level at the decoder is close to k.

The Step-by-step approach has two drawbacks over real networks: (1)
notification packets are not instantaneous, and can even be lost; and (2)
the large overhead induced by the decoder feedback might jeopardize the
overall network performance. In order to promote approaches less sensi-
tive to those drawback, we propose two others schemes:

• Gradual1: when the encoder receives feedback from the decoder,
it calculates the density as was done in the previous alternative,
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Figure 4.20: Number of finite field operations and cdf of the number of
transmissions Vs. N̂ and kt for the Step-by-step function.

v1. Then, starting from the last known value, the density is lin-
early increased until it reaches v1. For example, the encoder always
start with v = 1/k and, assuming that the density calculated with
Eq. (4.24) is v1, it will gradually increase (using a linear trend) from
v = 1/k to v1.

• Gradual2: we introduce the following growth function v = mv · x +
bv, where x is the current rank at the decoder, mv corresponds to the
slope that would be required to comply with the corresponding bud-
get, and bv ensures its continuity. In this case we use the bisection
algorithm to calculate mv, considering the remaining budget, while
bv ensures that the density does not have discontinuities. Regarding
the rank at the decoder, such value is updated each time the decoder
sends an acknowledgement noticing the region end and the encoder
assumes an increment of 1 per each transmitted packet in the succes-
sive iterations

The two gradual functions increase the density for every transmitted
packet, and do not require a new notification to increase it. Notifications
are exploited to establish more appropriate growing functions. In any case,
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Figure 4.21: Density evolution of the three approaches: Step-by-Step,
Gradual1, Gradual2.

the density never decreases during a generation transmission. If the next
value is lower than the previous one, we keep using this latter value.

As an illustrative example, Figure 4.21 shows the evolution of the three
approaches when the budget equals 110. The evolution of Gradual1 starts
from a lower density, v = 1/k, and packets are always generated with a
lower density compared with the Step-by-step approach. In the second case,
Gradual2, coded packets are generated with a density similar, on average,
to the reference scheme and, although the growing pace is faster at the
beginning, the density is actually lower at the end of the transmission.

In Figure 4.22 we analyse the behaviour of the two proposed schemes.
As was already explained, Gradual1 operation is quite similar to the one
fostered by the Step-by-step alternative, although it gradually increases the
density in every new transmission; on the other hand, Gradual2 takes into
account the evolution of the density and, instead of estimating the most
appropriate value, it establishes the slope of a linear growing function. As
shown in Figure 4.22 the first approach yields a more significant reduction
of the number of operations for small budget values, although the second
alternative offers a better operation for higher budgets and kt = 2.

Both approaches have a similar behaviour regarding the number of
transmitted packets, as can be seen in Figure 4.23, especially for low bud-
get values. Gradual1 generally starts from lower densities, w = 1, no matter
the budget, and gradually increases it until it reaches the value given by
Eq. (4.24), which is in fact an upper bound; as a consequence, the encoder
sends lower dense coded packets, without increasing the number of trans-
missions.

Figure 4.24 shows the gain, in terms of the number of required opera-
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Figure 4.24: Reduction in the number of operations with respect to the
RLNC scheme (N̂ = 110). Dashed line correspond with GF(28) and the
regular lines with the binary field.

tions, if we take as a reference the behaviour of a legacy RLNC scheme:

G =
#operationsRLNC
#operationsTNSC

(4.26)

We fix the budget, N̂ = 110, since it provides a good trade-off be-
tween complexity and overhead, and we also modify the size of the cor-
responding Galois Field, q (for both the TSNC solution and the reference
RLNC scheme). We can see that increasing the number of density re-
gions (kt) above 4 does not yield any additional benefit. Furthermore,
the Gradual1 approach outperforms the other TSNC schemes. Although
the gain slightly increases for higher q values, we have to bear in mind
the larger computational costs, since they require both multiplications and
subtractions, compared to the simple xor operations if binary field is used.
Hence, this latter configuration would lead to larger reduction in terms of
energy consumption and computational time.

So far, all results have been obtained by means of an analytical frame-
work assuming, ideal conditions where all packets arrive at their desti-
nation without delay, as well as instantaneous knowledge of the decoder
status. However, these assumptions are not realistic. Hence, the ns-3 mod-
ule was broadened to implement TNSC, as depicted in Annex B. We have
used a single IEEE 802.11b link. As was also done in Chapter 3, the num-
ber of retransmissions for TCP at the MAC layer is set to a maximum of 4,
while we disable them when NC is used.

While with RLNC the delay between the source and the receiver was
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not relevant. With TSNC it becomes important to study the impact of such
delay, d, which corresponds to the propagation delay and the processing
time required by the decoder to calculate the rank.

Figure 4.25 shows the reduction in the number of operations that are
performed, Eq. 4.26. We keep using a budget of N̂ = 110 packets, and we
increase d. We can see that the best behaviour is obtained by the Gradual1
approach, for kt = 4. Furthermore, if kt = 2 the impact of d is less signif-
icant, since the encoder has low chances to tune the density, leading to a
higher density at the beginning and a similar value after receiving the rank
notification from the decoder, no matter when this happens.

Despite the reduction caused by higher d values, this strongly depends
on the particular system and application. The processing time measured in
our benchmark is, on average, 0.6 ms per packet. We have carried out the
measurements on a computer equipped with an Intel Core i5-3317U, run-
ning at 1.70GHz. We can thus state that, in this case, the delay induced by
this processing is negligible, since it is much lower than the transmission
time.

Once we have seen the complexity reduction offered by the proposed
schemes, we next study the network performance, by analysing the cor-
responding throughput, as can be seen in Figure 4.26. We plot the values
obtained for the three solutions, comparing them with the performance of
the RLNC scheme and the one exhibited by the TCP protocol, since it is the
traditional transport layer used for reliable services (file transfer). When
N̂ ≤ 110 the throughput of TSNC mimics the one offered by RLNC and, as
was previously discussed, the computational cost is heavily reduced (≈ 3
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times lower). However, when N̂ ≥ 120, we can see a throughput reduc-
tion, due to the transmission of linear dependencies. With higher budget
we relax the density condition, i.e the encoder would transmit more sparse
coded packet at every region, leading to a higher overhead.

The tuning functions presented in this section can ensure an optimum
density value, the same performance as RLNC. First of all, the bound is
very loose, as we showed in Figure 4.14 and secondly, we would require
instantaneous knowledge of the decoder status to establish the optimum
density. Nevertheless, they are a practical implementation of TSNC, which
have been proved to show a good performance and a high computational
complexity reduction.

4.3.2 Semi-Analytical Model Implementation

Now, we take advantage of the of the semi-analytical model introduced
Section 4.2 to optimize the trade-off between coding/decoding complexity
and network performance, proposing a novel tuning scheme. We select the
corresponding code sparsity to guarantee that the probability of receiving
an innovative packet is slightly smaller than the one that we would have
with the legacy RLNC scheme, being the difference determined by a con-
figuration parameter, χ. The goal is thus to keep w as low as possible (to
reduce the complexity of the coding/decoding operations), while yielding
a performance comparable to the one that would have been obtained with
RLNC:

PTSNC
D,r+ (rd) ≥ PRLNC

D,r+ (rd) · (1− χ) (4.27)
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Table 4.4: Average Number of transmission for RLNC and TSNC.

k = 100, q = 1 RLNC TSNC Bound Eq. 4.28
χ = 0.001 101.60 101.69 101.70
χ = 0.01 101.60 102.01 102.62
χ = 0.05 101.60 103.7 106.94
χ = 0.1 101.60 107.24 112.88

The source node starts with w = 1, and for every new scheduled trans-
mission, it checks whether Eq. 4.27 is satisfied. If not, the source increases
the sparsity until the condition holds, as can be seen in Algorithm 2.

Algorithm 2 Algorithm to tune the density at each transmission
Require: w, ε, r, c return w′

1: w′ = w
2: while PTSNC

D,r+ (rd) ≥ PRLNC
D,r+ (rd) · (1− χ) do

3: if w′ < k
2 then

4: w + 1
5: end if
6: end while

Since we are forcing to use a density that yields a probability of increas-
ing the rank bigger or equal to PRLNC

D,r+ (rd) · (1− χ), we can upper bound
the maximum number of packets that would need to be transmitted with:

E[N] ≤
k−1

∑
i=0

1
ProbRLNC

r+ (i) · (1− χ)
≈ k + βq

1− χ
(4.28)

with this bound we can have an idea of the worst scenario we can find
with a given χ. As we already know, the average number of transmissions
for RLNC is bounded by a constant, βq, approximately 1.6 for the binary
case (we can see the results for other field sizes in Table 3.2). For TSNC we
show in Table 4.4 the average number of transmissions for different values
of χ for the binary case, and we compare with the upper bound shown in
Eq. 4.28 and RLNC.

First, we show the sparsity evolution as the transmission evolves in
Figure 4.27, where we can see the coding density that was used for each
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Figure 4.27: Evolution of the coding density (sparsity) Vs. the rank value
at the decoder.

rank at the decoder. We plot both the average density value (obtained for
all experiments that were carried out) as well as the range where all val-
ues were observed (shadowed area). At the beginning (when rank at the
decoder is low), w stays close to 1, and this few packets are combined for
each transmission, as could have been expected. The figure also shows that
the corresponding density starts to significantly increase when the rank
approximately equals 80% of the generation size. The impact of the χ pa-
rameter can be also clearly seen, since the density is higher for lower χ.

Regarding the average number of coded packets that need to be gen-
erated, Figure 4.28a shows that they increase with χ, due to the impact of
the linearly dependent transmissions. We represent the number of extra
packets that are received at the decoder, corresponding to linear depen-
dent receptions. Hence, the overall amount of received packets is k + β.
For the RLNC case, which equals 1.6 for the binary case. We also plot
the upper bounds given by Eq. 4.28. Note that the overhead caused by
the transmission of linearly dependent packets always stays below such
bound, and that χ values lower than 0.01 yield a performance close to the
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Figure 4.28: Average number of transmissions and finite field operations
Vs. χ.

one offered by the RLNC approach. We can also see that the upper bound
is less tight as long as χ increases, because at the beginning of the transmis-
sion even with w = 1, we have a probability of increasing the rank higher
than ProbRLNC

r+ (i) · (1− χ).

On the other hand, Figure 4.28b illustrates one of the greatest advan-
tages of the proposed sparse coding scheme compared to the legacy RLNC.
It shows that the complexity (number of requires operations) is remarkably
reduced. Although the reduction is even more relevant for higher χ values,
the decoding complexity can be reduced up to 70%, even for low χ values.

Once we implement this new approach in the ns-3 framework we as-
sess the network performance (throughput) by means of a thorough sim-
ulation campaign. We consider a point-to-point wireless link, which is
configured following the 802.11b standard (11 Mbps). Figure 4.29 shows
that the network performance is jeopardized for higher χ values. We can
see that, for instance, the performance achieved with χ = 0.0001 equals
the one that would be obtained if the legacy RLNC solution was used.
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Figure 4.29: Throughput over a wireless link Vs. χ.

However, the decoding complexity (number of finite field operations) is
strongly reduced (≈ 70%). Since the ultimate goal of the TSNC scheme is,
in this case, the successful transmission of a file, we also compare the per-
formance with that exhibited by the traditional TCP alternative, resulting
a gain of ≈ 16%.

Last, we compare the proposal that uses the semi-analytical model with
previous TSNC implementations. Since the goal is to reach a performance
close to the one shown by RLNC and, at the same time, reduce the com-
plexity as much as possible, we introduce two performance indicators,
defined as the relative difference with the RLNC performance (Eq. 4.29
and Eq. 4.30), which is thus considered as our benchmark. Note that for
both parameters, a value close to 1 reflects a good behaviour, and thus the
closer the point to (1, 1), the better the overall performance is. Figure 4.30
represents the different values (plotted as a frontier) that were obtained
during the measurement campaign. The graph illustrates the evolution
of the observed performance as χ grows (from 10−4 to 0.4), showing the
behaviour for some particular values of this configuration parameter: 0.1,
0.2, 0.3 and 0.4. We compare them with the behaviour exhibited by two
previously analysed tuning functions: Gradual1 and Step-by-Step. As can
be seen, a quite notable complexity reduction could be achieved, provided
that a small performance reduction would be admissible. The results also
show that the performance of the novel tuning clearly outperforms previ-
ous alternatives.
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Figure 4.30: Trade-off between complexity reduction and network perfor-
mance

Fcomplexity =

∣∣# OpsTSNC − # OpsRLNC

∣∣
# OpsRLNC

(4.29)

Fthroughput = 1−
∣∣ThputTSNC − ThputRLNC

∣∣
ThputRLNC

(4.30)

4.4 MultiHop Networks

Despite the interesting trade-off between coding/decoding complexity of-
fered by TSNC, we must address an extra challenge when we use sparse
coding techniques. As we commented in Section 4.1, when the interme-
diate node recombines coded packets, the density of the generated packet
likely increases its density. In fact, there is not a stateless, universal and
efficient procedure that can be used to recombine packets and, at the same
time, keep a low density level. Indeed, finding an exact solution might
lead to a NP-complete problem.

However recoding at intermediate nodes brings additional gain, as we
showed in the previous chapter. Without recoding we would have source
coding approaches, as LT or Raptor codes, that could yield a similar per-
formance as RLSC, with a much lower decoding complexity. In [FLS+14]
Feizi et al. already tackle this issue, introducing two theorems that ensure a
specific coding sparsity within a network, without compromising its code
structure at the time of recoding. However, the corresponding algorithms
are not implemented nor validated, and their performance is questionable,
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since they require the source to keep a much lower density, so the relaying
nodes can perform recoding and slightly increase it.

The authors in [CHKS10] propose a recoding scheme based on LT
codes, aimed to fully benefit from the low complexity of belief propaga-
tion decoding. They also claim that finding a set of coded packets that
the sum of their degree is exactly w, is known as the subset sum problem,
which is known to be NP-complete. Although their idea is based on LT
codes, many of the principles can be exploited in RLNC codes

Nevertheless, we start by charactering the status at the intermediate
node. We assume the topology shown in Figure 3.6 with only one relaying
node and without an overhearing link. We are interested on analysing the
possibilities at the intermediate node as the transmission evolves.

4.4.1 Characterization

Let us define a bipartite graph G = (K, E), where K = Kn ∪ Kc, being
Kn the set of native packets and Kc the one corresponding to the coded
packets that have been already received at the intermediate node. We can
therefore establish that the size of Kn equals the generation size, |Kn| = k,
while the size of Kc matches the current rank at the decoding matrix at
the intermediate node. Last, E are the edges of the graph, which always
connect coded and native packets, i.e e ∈ E = (i, j) : i ∈ Kc, j ∈ Kn. Each
node i ∈ Ec is connected to as many nodes in En as the number of native
packets that were used to build it, w.

As has been previously said for the destination, the intermediate nodes
also have a decoding matrix, R, defined over GF(2q), with dimension k×
k. R can be said to define the aforementioned bipartite graph, since its
columns and rows correspond with the native (Kn) and coded (Kc) packets,
respectively. Indeed, each element ei,j can be seen as the weight of the edge
connecting node i ∈ Kc with j ∈ Kc. For the binary case (GF(2)), the
coefficient ei,j identifies whether an edge exists between both nodes.

Let us define the degree of a node, deg(i), as the number of its adjacent
vertices. Hence, we can define the average degree of the native packets
(degn) and the average degree of the coded nodes (degc) as follows:
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Figure 4.31: Illustrative examples of recoding involving native packets
with deg = 2.

degn =
∑k−1

j=0 deg(j)

k
j ∈ Kn (4.31)

degc =
∑rr−1

i=0 deg(i)
rr

i ∈ Kc (4.32)

where rr is the rank at the decoding matrix of the intermediate node,R.

Whenever the intermediate node generates a recoded packet, it starts
by selecting coded packets that it has previously stored at the decoding
matrix R. The degree of such recoded packet is bounded by the sum of
the degrees of all the coded packets that were used. Let us consider for
example a binary SNC system with a fixed sparsity level, w = 3. The de-
gree of all coded packets is therefore 3 (every coded packet is connected to
three native packets). We want to combine a number of coded packets, so
that the density of the recoded packet is smaller than 3 · w, which would
be the value if there was not any native packets in common between them.
Hence, instead of randomly selecting the nodes in Kc, we pick two nodes
in Kn having deg = 2 to combine all the coded packets they are connected
to into a single recoded packet. Since we are using GF(2), the native pack-
ets with an even degree would not be part of the recoded packet. As can
be seen in Figure 4.31 there are three possibilities, depending on the num-
ber of coded packets that are connected to the two selected native nodes:
2, 3, 4. In case (a), the sparsity of the recoded packet (c0 ⊕ c1) would equal
2, including n0 and n3. For case (b), the recoded packet (c0⊕ c1⊕ c2) would
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Figure 4.32: Sparsity level of recoded packets for various combinations of
native and coded packets, #n and #c, respectively.

have a sparsity of 5 (n0, n1, n3, n5, n6). Finally, when 4 coded packets are in-
volved, as in (c), the sparsity of the coded packet (c0 ⊕ c1 ⊕ c2 ⊕ c3) would
be 8 (n0, n1, n3, n4, n5, n8, n9). Note that in the three cases, the degree of all
nodes corresponding to coded packets deg ci equals the sparsity used at
the source node (w = 3, in this illustrative example), while there are only
two native packet nodes with a degree of 2.

If we extrapolate such previous example to consider a larger num-
ber of native and coded packets, the sparsity of the recoded packets, w′,
would strongly increase. Figure 4.32 shows such increase, when various
native packets (#n), always assuming that the degrees of their correspond-
ing nodes equal 2, and considering the different number of coded packets
(#c) that are feasible. We have assumed that w = 3 in all cases. With this
particular configuration, such sparsity level can be calculated as:

w′ = w · #c− 2 · #n (4.33)

we can easily gather the complexity of generating recoded packets with a
certain (low) density, even for this very particular case, where the sparsity
of the incoming packets is not very large. Hence, we can conclude that
identifying a method to recode packets without severely increasing their
sparsity might be cumbersome.

The corresponding problem (i.e. building a recoded packet with a cer-
tain sparsity) is indeed rather complex, corresponding to an NP-complete
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one. The intuitive proof is as follows: the subset problem consists on, given
a set of integers, finding a non-empty subset whose sum equals zero. Such
problem is known to be NP-complete [CHKS10]. In this particular case,
we have a similar, yet more complicated problem, since the density of the
combination of coded packets may not match the sum of their respective
densities.

Furthermore, we have assumed the use of a binary Galois field. Un-
der these circumstances, a native packet would be eliminated from a re-
coded packet if the degree of the corresponding node is even (2 in the pre-
vious illustrative example). If we had used a larger field, this would not be
true and, hence, the possibilities of building low-density recoded packets
would become even lower.

We have seen that proposing a method to build recoded packets with a
certain density value is not an easy task. In order to promote a heuristic-
based procedure, we first need to understand the evolution of the degrees
at the intermediate node as long as the connection evolves. For the sake of
clarity we focus on the binary SNC case, where only 0 or 1 coefficients are
used and we further assume that w is kept during all the transmission.

Figure 4.33 shows the degree distribution at the decoding matrix R at
four particular moments, considering that the rank of the decoding ma-
trix has reached a certain percentage of the generation size. By performing
experiments with different k, we realized that such distribution only de-
pends on w, so the results are valid regardless of the generation size, k.
As can be seen, the degree of nodes corresponding to native packets in-
creases as long as the information at the intermediate node (i.e. the rank of
R) is greater. On the other hand, as was mentioned earlier, the degree of
nodes corresponding to coded packets equals w (see Figure 4.31), since the
density (sparsity) is kept during the transmission. By considering the ob-
tained pdf, together with previous results (see Figure 4.32), we can again
conclude that creating recoded packets at the intermediate node, having
a density similar to the received ones is far from being trivial, and it gets
more complicated as long as the rank of R gets higher. The results also
show that the increase of w leads to having larger degrees, as could have
been expected. In addition, the corresponding distributions correspond to
binomial random variables, since we are calculating the number of times
(successful events) that each native packet was used, having repeated the
experiment a certain number of times (rank of the decoding matrix), with
a probability of selecting a packet on each transmission that can be calcu-
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Figure 4.33: Degree of native nodes for different rank level at the interme-
diate node.
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Figure 4.34: Degree of native packet nodes for different rank levels at the
intermediate node, when it derives the reduced echelon form ofR.

lated as w
k .

We can nonetheless exploit one of the main advantages of NC schemes,
and we will thus allow the intermediate node to partially decode the infor-
mation as long as it receives more packets. Lets define R̃ as the reduced
row echelon form ofR, which is known to be unique and can be computed
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Figure 4.35: Degree of coded packet nodes for different rank levels at the
intermediate node, when it derives the reduced echelon form ofR.
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by a simple Gauss-Jordan elimination [Leo80]. In this sense, for every new
reception, the intermediate node computes the rank of R as well as R̃,
using for both operations, a Gauss-Jordan elimination. Due to such re-
duced echelon form, the intermediate node reduces the degree of nodes
corresponding to native packets, even completely decoding some of them,
which might be very helpful to generate low degree recoded packets.

The degree of native nodes when this reduced echelon form is used can
be seen in Figure 4.34. We can see that the degree is heavily reduced from
the previous experiment (when the originalRwas considered). Obviously,
when the rank equals k, the degree is one for all nodes, since we would
be able to decode all the original packets (the full matrix R is invertible).
In this case, the differences observed between different w values is less
relevant.

More interestingly, the degree of the coded nodes is not constant for this
reduced echelon form. Figure 4.35 shows its evolution at the same time in-
stants (rank ofR reaching a certain percentage of k). Again, when the rank
equals k, the degree of all coded packets is also 1, since the intermediate
node would be able to decode the complete generation.

4.4.2 Recoding Schemes

As we have seen during the characterization, the generation of recoded
packets at the intermediate node, keeping the sparsity degree at a certain
value, is far from being a straightforward problem, and it might be cum-
bersome finding an algorithm to efficiently tackle it. One might be tempted
to think that selecting coded packets based on the degree of the nodes cor-
responding to the native packets (if it is even) could yield an appropriate
solution. However, this might lead to build recoded packets that had been
transmitted earlier. Hence, we introduce a heuristic-based approach that,
based on the reduced echelon matrix, is able to generate recoded packets,
without strongly increasing the corresponding density.

First, in order to select an appropriate sparsity level, we follow the
scheme introduced in Section 4.2.1, which makes use of a semi-analytical
model for the probability of receiving a linearly independent packet. In a
nutshell, the encoder starts with the lowest density, w = 1, and gradually
increases the sparsity level in order to fulfill the following expression, until
w reaches a predefined maximum value, wmax = k

2 , following Eq. 4.27.
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Figure 4.36: Evolution of the sparsity level, w, Vs. the information, rank
(rd), at the decoder.

We have seen that the reduced echelon form of the decoding matrix
yields a greater probability of generating recoded packets with low den-
sity at the intermediate node. We now propose a simple recoding scheme
that takes advantage of the intrinsic characteristic of TSNC, which gradu-
ally increases the density during the transmission. Furthermore, we also
exploit the fact that, at the beginning of the transmission, the probability of
generating linearly independent packets is close to 1, regardless the value
of w.

The proposed model, SUMX, consists on randomly combine X coded
packets, being X the sparsity level established by the encoder for every
transmission, given the status at the decoder. The expected sparsity level
of the recoded packet would clearly be greater but, since the intermedi-
ate node uses the reduced echelon form, the overall sparsity level is not
expected to strongly increase, especially if the information at such inter-
mediate node is relevant (high rank).

The sparsity level at the decoder is represented, for various approaches,
in Figure 4.36. If intermediate nodes just forward the received packets,
(we will refer to ti as TSNC-SF), the decoder would see the sparsity level
fixed by the source node (i.e. as if the intermediate node did not exit). We
can see that our proposed scheme yields a higher density, especially at the
beginning of the transmission, but it is much lower than the one we would
have if the pure RLNC scheme was used, where an average of w = k/2
(50, in this case) is always observed.

Figure 4.37 shows the performance of the different schemes. We as-
sume a slotted time system, and we use the number of transmissions car-
ried out by the source node as our performance indicator. We fix χ = 10−4,
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since it was found to offer a good trade-off between network performance
and decoding complexity. Besides, we study four different schemes:

RLNC-RLNC (Figure 4.37a), a raw RLNC scheme, where the source
node generates coded packets following the legacy RLNC scheme, and the
intermediate follows a pure recoding scheme, exploiting RLNC. TSNC -
SF (Figure 4.37b), in this case the intermediate node acts as forwarding
node, only retransmitting the received packets, while the encoder follows
the TSNC scheme previously depicted. TSNC - RLNC (Figure 4.37c), the
encoder uses the TSNC approach, but the intermediate node follows the
pure recoding (RLNC) scheme. And, TSNC - SUMX (Figure 4.37d), the
encoder follows the TSNC scheme, while the intermediate node generates
recoded packets as was explained before, SUMX. Although the RLNC -
RLNC scheme offers the best performance, we can see that the behaviour
of the three schemes using the recoding feature is almost the same, yield-
ing a reduction of ≈ 1.56 times in the overall number of transmissions for
the worst case (α1 = α2 = 0.4).

Since the proposed model increases the density of the received packets
at the decoder, the computational cost is slightly increased, as can be seen
in Figure 4.38, which compares the complexity of two TSNC approaches
with the RLNC solution, when we increase the value of χ. We can see
that the decoding complexity is much lower than the one needed by the
legacy RLNC approach and, as can be seen in Figure 4.37, the performance
is almost the same.

4.5 Multicast Topology

As we already did with RLNC, we assess the performance of TSNC over
multicast networks, since NC techniques were initially proposed for one to
many communication. We consider the same scenario and models defined
in Section 3.4. The results are obtained over the real platform described in
Annex C

Using SNC, where the sparsity level will be kept fixed during the whole
transmission, we could rewrite Eq. 3.42 by combining the results of Corol-
lary 4.5, as follows:

ξSNC
reception(k, N) =

(
ξSNC

q (k, N)
)M

(4.34)
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Figure 4.37: Performance of different schemes over the chain topology.
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Figure 4.38: Complexity of the different coding/recoding schemes.
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However, we are interested on considering TSNC. If we wanted to pro-
ceed as with RLNC in Section 3.4, i.e selecting a redundancy that yields a
probability 99.99% of successful reception, we would have to optimize the
overhead and density evolution. This implies considering many possibili-
ties, and the dimension of the decision problem would explode.

We propose the following approach, defined in Algorithm 3, where we
combine the tuning function defined in Eq. 4.27 and an approach similar
to the shown in Eq. 3.4. First, we obtain the redundancy that guarantees,
with high probability, a successful reception for RLNC, following Eq. 3.42.
Note that we need to define a maximum error rate supported by the sys-
tem, and the redundancy is thus such one that ensures certain reception
probability to the worst link conditions. The encoder always starts with
w = 1 and then, after each transmission, increases the sparsity level until
the inequality defined in Eq. 4.27 is fulfilled.

Since we want to avoid the transmission of notifications by the re-
ceivers, the transmitter estimates the rank at the decoder, r̃d. This fact is
reflected between lines 5 and 9 of the Algorithm 3, where the estimated
rank is increased with probability (1− α)

(
PTSNC
D,r+ (r̃d, w)

)
. Also, note that

the sparsity level can not exceed k− k
2q , since that would be the RLNC case.

In Figure 4.39 we compare RLNC with our approach based on TSNC.
We use χ = 10−4, since we saw in previous sections that it yields a good
performance. As can be seen in Figure 4.39, the successful reception ob-
served for the proposed approach matches with the one offered by RLNC.
Hence, we can offer the same performance transmitting coded packets
with lower density and, as an immediate consequence, minimize the de-
coding complexity.

Besides, we would like to stress out that even though the analytical
model presented in Section 4.2 has not been proved to mimic the behaviour
of TSNC techniques, Figure 4.39 shows an almost perfect match between
values obtained with the semianalytical model (markers) and the experi-
mental results.

The complexity reduction can be seen in Table 4.5. We compare both
overhead and computational complexity. As can be seen in Figure 4.39, the
overhead of RLNC and our TSNC approach is similar, but the computation
complexity is drastically reduced, which is reflected by the fewer number
of operations in the finite field or in the higher decoding throughput of-
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Algorithm 3 Sparse Network Coding Transmission process.
Require: k, q, α

1: N = OverheadRequiredRLNC(k,q, α) (Eq. 3.42)
2: w = 1; TX = 0
3: while TX < N do
4: TransmitRandomVector(k,w,q)
5: if rand() ≤ α then
6: if rand() ≤ PTSNC

D,r+ (r̃d, w) then
7: r̃d = r̃d + 1
8: end if
9: end if

10: while PTSNC
D,r+ (r̃d, w) ≥ PRLNC

D,r+ (r̃d, w) · (1− χ) do
11: if w < k− k

2q then
12: w + 1
13: end if
14: end while
15: TX = TX + 1
16: end while

Table 4.5: Performance comparison between the three different approaches

Scheme Decoding thput # Operations β0.05 β0.1
RLNC 26 Mb/s 9.96 ·103 528 ·103 1.11 ·103

TSNC 91.24 Mb/s 2.09 ·103 529 ·103 1.76 ·103

fered by the Raspberry-PIv3.

4.6 Conclusions

In this chapter we have introduced SNC techniques to reduce the coding
and decoding complexity. A major contribution is the corresponding semi-
analytical model, which has been shown to accurately mimic the behaviour
of SNC techniques over a wide range of configurations (generation and
field sizes). Thanks to this model we have proposed a novel and practi-
cal tuning TSNC mechanism that outperforms current proposals. We have
reduced the decoding complexity in ≈ 70%, without jeopardizing the per-
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Figure 4.39: Probability of successfully receiving the information, given a
redundancy. The solid lines correspond to the theoretical values, while the
experimental results are represented by markers.

formance offered by RLNC.

As we already highlighted, when an intermediate node recombines
packets, the resulting coding density is increased, and the sparsity benefits
are therefore lost. We have characterised the recoding possibilities of the
intermediate node, and proposed practical implementations that keep the
density in an appropriate level, so we can still highly reduce the decoding
density.

The different results have been published in various conferences and
journals, as summarized in Table 4.6.

Table 4.6: Summary of publications and their relationship with the sections
of this chapter

Section 4.1 4.2 4.3 4.4 4.5
[ICC16] X
[PIMRC16] X
[TOC17] X X
[WCNC17] X
[EW17] X
[WCNC28] X
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Chapter 5

Network Coding and Flow
Control

In previous chapters we have shown the full potential of NC. However,
we are far from seeing widespread implementation of NC over real net-
works. We understand that one of the reasons for this is the unknown
behaviour of these techniques over current systems, where we must deal
with flow and congestion control. While the previous NC implementation
fosters an enhanced mechanism mostly for access part of the network, is
not very suitable for end-to-end communications, where flow and control
congestion are indeed needed.

While much attention has been focused on the physical and link lay-
ers, it is increasingly being believed that a wider redesign of end-to-end
protocols is also needed to meet the requirements of next generation net-
works. Nowadays, the most widespread solutions at the transport layer
are UDP, targeted to best-effort services, and TCP, aimed to offer a reliable
end-to-end communication. It is well-known that TCP is not well suited
for lossy links, because it is unable to distinguish between losses due to
interferences or congestion events, which becomes more challenging over
bursty environments [ZCR00].

Adapting TCP to new environments has been extensively studied. Sev-
eral modifications to the legacy TCP congestion control schemes were pro-
posed to reduce the impact of losses and to adapt TCP to new scenarios.
Some examples are Fast Retransmit algorithm in TCP Tahoe, Fast Recov-
ery in TCP New Reno [APB09] and Selective Acknowledgements in TCP
Sack [MMFR96]. In the latest fully novel congestion mechanism were also
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introduced, as BIC [XHR04] or CUBIC [HRX08], which boosted the perfor-
mance over networks with large bandwidth and delay product.

Moreover, protocols based on ARQ, like TCP, are not sufficient to pro-
vide a low end-to-end delay, which is a stringent demand of new network
generations. Under scenarios with no delayed feedback, it is well known
that ARQ is optimal, both in terms of capacity and delay. However, when
feedback is delayed, the situation change fundamentally, and the end to
end delay can greatly increase [VSL10].

The use of coding schemes not only can protect from losses and en-
hance the performance provided by TCP but it, can also reduce such end-
to-end delay, even when feedback delay it not negligible [KLCM17]. In
this chapter we include NC within the transport layers, in cooperation with
TCP. However, block coding approaches do not offer the full benefits of NC
techniques, specially regarding the low latency requirements. Hence, we
introduce streaming codes under a more analytical perspective. We pose
as a decision problem, to establish whether the next packet to send should
be an information or a coded packet. While an exact solution to this deci-
sion problem is combinatorial in the feedback delay, we exploit ideas from
queuing theory to derive scheduling policies that, while suboptimal, can
be efficiently implemented and offer substantially better performance than
state of the art approaches.

Table 5.1 summarized nomenclature used throughout this chapter,
which is structured as follows: First, in Section 5.1 we combine NC tech-
niques with the most widespread solution at the transport layer, TCP. This
was done in the ns-3 framework, and we assess the performance os this
scheme by means of an extensive simulation campaign. In Section 5.2 we
introduce a joint scheduling and coding solution, which makes use of a
helpful connection between coding and queuing theory. Finally, in Sec-
tion 5.3 we conclude this chapter.

5.1 Network Coding Meets TCP

Sundararajan presented in [SSM+09] an initial analysis of the integration
of NC with the most widespread solution to flow and congestion control,
TCP. The authors introduced an interesting idea: instead of acknowledging
packets, the TCP ACKs acknowledge a new unit of information, the so-
called degree of freedom (dof). In essence, the dof of a receiver represent
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5. Network Coding and Flow Control

Table 5.1: Nomenclature used within this chapter.

k Generation size
q Field size, GF(Q = 2q)
L Coding window defined in the streaming codes, with l as

the coding rate
ρ Redundancy in TCP-NC

pi Native packet
p′i Coded packet
Dt Decoding matrix at slot time t

i Time slot
Ai, Si, Ci, Bi Events at slot i: arrival, information packet transmitted,

coded packet transmitted and useless coded packet trans-
mitter respectively

s̄ Information transmission rate defined as s̄ :=
limi→∞

1
i ∑i

j=1 Sj

c̄ Coding transmission rate defined as c̄ := limi→∞
1
i ∑i

j=1 Cj

ā Arrival information rate defined as s̄ := limi→∞
1
i ∑i

j=1 Aj

α Error rate defined as s̄ := limi→∞
1
i ∑i

j=1 Xj

β̄ Useless coded packets rate defined as β̄ := limi→∞
1
i ∑i

j=1 Bj

µ Network free capacity defined as µ = 1− a− α
Qt

i Transmitter queue at slot i
Qr

i Receiver queue at slot i
Q̂r

i Estimated receiver queue at slot i
d Feedback delay

dqt Delay at the transmitter
dqr Delay at the receiver

de2d End-to-end delay
η Weight given to the transmission queue
γ Threshold value defined in the scheduling function
δ Difference between the estimated and actual queue at the

receiver, δ = Q̂r
i −Qr

i
n Number of paths in a multipath network
m Number of flows in the network

B() Binomial distribution
I Regularized incomplete beta function

r f ,h Capacity allocated ub the flow f and path h
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its decoding matrix rank. With this approach, NC mask losses from the
congestion control algorithm, which, is unable to distinguish losses due
to interferences or congestion events in the network. It is well known that,
for this reason, the performance offered by TCP is heavily jeopardized over
lossy links.

In order to broaden the analysis presented in [SSM+09; SSM+11] we
implement this approach over the ns-3 simulator. Opposed to the module
proposed in Annex B, where the NC entity is placed between the transport
(UDP) and network (IP) layers, now the NC entity is integrated within the
TCP operation.

At the source node, the NC entity receives TCP segments from the up-
per layer and proceeds with the following steps:

• If the segment received is a control segment used for connection man-
agement:

– deliver it to the IP layer

• If the segment is a data segment:

– If the data segment is not already in the encoding buffer, it is
added to the coding buffer.

– If the coding buffer is full, the data segment is added to the re-
ceiving buffer.

– Set TX = TX + ρ

– Repeat the following bTXc times:

∗ The encoder transmits a coded packet, following a system-
atic approach, i.e if the packet is received for the first time,
it is transmitted uncoded, otherwise a random linear com-
bination is sent.
∗ The encoder transmits a coded packet, built as the random

linear combination of the packets in the coding buffer
∗ Add the proprietary coding header, which includes the cod-

ing vector
∗ Deliver packet to the IP layer

– TX = TX− bTXc
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5. Network Coding and Flow Control

In the previous algorithm we have mentioned an encoding buffer,
which is limited by the generation size k. If more segments are received,
they are kept at the so-called receiving buffer, and they will be eventually
included in the next generation, once all the packets in the previous coding
buffer are acknowledged. Besides, since the encoding buffer contains just
a few packets at the beginning of the connection, the coding operations are
performed following a systematic window approach. In essence, if a new
segment is received at the encoding buffer, it is first transmitted without
being combined with any other segment, while the next coded packet will
be generated as a random linear combination of the segments in the encod-
ing buffer. The ρ parameter defines the redundancy factor, defined as the
number of coded packets transmitted by each data packet received from
the TCP layer.

On the destination side, the NC entity, upon receiving a coded packet,
proceeds as follows:

• Retrieves the coding coefficients from the NC header, and stores
them at the decoding matrix.

• The decoder performs Gaussian elimination, checking whether the
packet is innovative

• If packet is innovative:

– The payload is stored in the decoding buffer, and the decoder
performs the operations corresponding to the Gaussian elimi-
nation on the buffer contents.

– If any packet is decoded, it is delivered to the TCP receiver, and
removed from the buffer

– An ACK is generated, which informs the last seen packet

Since we do not alter the TCP implementation, any ACK segment is ig-
nored at the NC entity. On the transmitter side, the NC acknowledgements
are parsed, and the NC entity artificially generates the corresponding TCP
ACKs to the upper layer, acknowledging the packets “seen” by the de-
coder.

To conclude the explanation of the implementation we show an illus-
trative example in Figure 5.1. Two segments are transmitted by the TCP
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TCP NC NC TCP
p1

p2
p′1 = p1

p′2 = p2 ×
p1

ack = 2
ack = 2

ack = 2
p′3 = c1 · p1 + c3 · p2

p2

ack = 3
ack = 3

ack = 3

Figure 5.1: An illustrative example of TCP + NC, involving the transmis-
sion of two packets and ρ = 1.5.

transmitter (segment numbers 1 and 2). These are stored in the encoding
buffer. Then, the encoder transmit two coded packets that correspond with
the original segments (as specified by the systematic coding approach). Let
us assume that the second coded packet is lost. TCP would not perceive
it, since the NC operation, configured with a certain redundancy, ρ = 1.5,
transmits the combination of the two first segments. In this sense, it is
worth highlighting the relevance of the redundancy parameter, ρ. If it was
too small, packet losses would not be appropriately masked, jeopardiz-
ing the performance. On the other hand, too much redundancy could in-
crease the corresponding overhead, and the performance would be also
damaged. It can be therefore argued that there exists a certain relationship
between the optimum redundancy and the quality of the wireless link, i.e.
its loss rate.

Now, we proceed to assess the performance of this proposal through an
extensive simulation campaign carried out over the ns-3 framework. The
scenario of interest considers an end-user connected over a IEEE 802.11
link to an access point, which gives him/her access to an external server
through a high-bandwidth connection (100 Mbps), characterized by a rel-
atively long delay (RTT ≈ 100ms), as illustrated in Figure 5.2.

We initially use a low rate wireless link, by configuring 802.11, at fixed
rate of 11 Mbps. As was seen in Chapter 3, NC yields the best performance
when we disable the MAC retransmission scheme. Furthermore, TCP+NC
approach, we adjust the corresponding redundancy parameter, ρ. On the
other hand, we vary the number of the maximum number of MAC retrans-
missions (from 0 to 8) for the legacy TCP. Figure 5.3 shows the average per-
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IEEE 802.11b/n
Rb = 11/54 Mbps

Error-prone channel

Rb = 100 Mbps
RTT = 100 ms

Ideal link

Client Access point Server

Figure 5.2: Scenario under study, with a end-user connected to a server,
through a wireless access point.
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Figure 5.3: Throughput Vs. # of MAC retransmissions (TCP) or redun-
dancy (TCP + NC) over memoryless 802.11b links.

formance over a memory-less wireless channel, for four different link qual-
ities. When the legacy TCP is used, the figure shows that increasing the
number of retransmissions yields a higher performance, until a maximum
throughput of ≈ 2 Mbps is reached. On the other hand, for the TCP-NC
solution, larger redundancy values lead to higher performances, but the
figure shows that there is an optimum value, after which the throughput
starts decreasing. Although the performance obtained with the traditional
TCP seems to be higher than the one assessed with the proposed scheme,
it is worth noting that this is only the case when the maximum number of
retransmissions is rather high.

In a second analysis we fix the maximum number of retransmissions
to 4 (only when legacy TCP is used), since it is a widespread configura-
tion. We also configure the channel to have an error rate α = 0.2, and we
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Figure 5.4: cdf of the throughput for legacy TCP (# of maximum MAC
retransmissions equals 4) and the proposed NC-TCP combination for var-
ious redundancy values over memoryless IEEE 802.11b links.

compare the performance seen for the TCP protocol to that of the proposed
scheme when we modify the value of the ρ parameter (redundancy). As
can be seen in Figure 5.4, which shows the cdf of the observed throughput,
not all NC configurations lead to better performances than the traditional
TCP and, in this particular case, ρ needs to be greater than 1.4 to yield
higher throughputs.

As we discussed in Section 3.2.4, indoor wireless channel exhibit a
“bursty” behaviour, which has a dramatic impact over the TCP perfor-
mance. Moreover, this loss distribution has an even worse impact over
TCP than NC, since with NC what matters is the number of losses within
a generation, and not its distribution. With large enough generation sizes,
the average losses within a generation can be established, to be recovered
with the redundancy. On the contrary, multiple consecutive losses with
TCP yield a drastic decrease of the congestion window. In order to assess
this particular effect, we have included the same channel model presented
in Section 3.2.4, based on a HMP and whose behaviour was extensively
analysed in [GAGM15]. Figure 5.5 reports the result of the same expression
as Figure 5.3, but with the HMP model, using an ideal scenario (α = 0.0), a
good quality link (α ≈ 0.16), an average quality link (α ≈ 0.25), and a very
bad quality link (α ≈ 0.35), as was presented in Table 3.5.

In this particular case, the MAC retransmission does not appropriately
hide the losses from the TCP layer, while the proposed TCP plus NC solu-
tion leads to the better performances. It is worth noting that we increased
the maximum number of retransmission to 15, since for the lower values
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Figure 5.5: Throughput Vs. # of MAC retransmissions (TCP) or redun-
dancy (TCP + NC) over bursty 802.11b links.

we did not reach the maximum available throughput (slightly higher than
2 Mbps)

The better behaviour exhibited by the proposed solution over ‘bursty’
channels is also seen on Figure 5.6, which shows the cdf of the throughput
over two instances of the ‘bursty’ channel. In this case we fix the maximum
number of IEEE 802.11 transmissions to 4 when the legacy TCP is being
used, while we use different redundancy values for the combination of NC
and TCP. As can be seen, the improvement brought by the proposed solu-
tion is more evident over these bursty channel conditions, especially when
the quality gets worse. On the other hand, the impact of the bursty channels
is clearly seen on the larger confidence intervals. In this sense, the obtained
results show another improvement brought about by the proposed combi-
nation, since the performance is less variable than the one observed with
the legacy TCP protocol (shorter confidence intervals are observed).

Up to now we have strictly compared the performance of TCP and the
NC-TCP combination over two different MAC layers, since in the former
case, IEEE 802.11 retransmission scheme was enabled, thus offering a more
reliable “service”. In order to carry out a fairer comparison, we enable such
scheme when the NC module is active, even if its effectiveness might not
be that good. In this sense, it is probably worth noting that this assessment
is closer to most of the previous studies (those carried out over wired net-
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Figure 5.6: cdf of the throughput for legacy TCP (# of maximum MAC
transmissions equals 4) and the proposed NC-TCP combination for vari-
ous redundancy values over bursty IEEE 802.11b links.
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Figure 5.7: Throughput Vs. error rate when both schemes use the same #
of MAC retransmissions (4).

works [SSM+09; SSM+11]), since they always used the same MAC layer
for the two transport layer schemes. Under this new configuration, we
vary the quality of the wireless link, using memoryless channels, and we
find the optimum redundancy parameter (ρ) for the NC-TCP combination.
As can be seen on Figure 5.7, the proposed scheme yields a relevant per-
formance increase in this case, even over memoryless wireless links. Al-
though for low quality link the performance shown by the legacy TCP is
slightly higher, it sharply decreases afterwards (for α values higher than
0.15), while the proposed solution keeps the performance rather stable,
with a gain of ' 350% when α equals 0.3.
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5.2 Joint Scheduling and Coding Optimization

Previous section shows that combining NC and TCP might yield a relevant
improvement in terms of throughput, and can offer a dynamic mechanism
to mask the network path losses, specially over more realistic scenarios,
where losses follow bursty distributions. However, the strict coding mech-
anism analysed does not bring all the benefits that NC techniques could
yield. We have mentioned limitation of applying coding operations to a
single generation, which imposes a low flexibility in the packets covered
by the coded packet, That is, the packets that can help to recover the recep-
tion of such coded packet.

Besides, we did not consider the analysis of end-to-end delay, which
has received attention in the recent years, being the corner stones of 5G
technology. Its requirements lay down real-time applications, as virtual
reality or the tactile internet. The NC coding solution previously discussed
is focused on hiding losses to the transport layer, but it lacks of any end-
to-end delay consideration.

In this section we revisit the transmission of packets across a lossy end-
to-end network path so as to achieve low in-order delivery delay. We
take a more theoretical perspective than in the previous section, propos-
ing a joint optimized scheduling and coding mechanism. For this purpose
we use modern low-delay streaming code constructions, while the task at
the transport layer can be formulated as deciding whether the next packet
should be a coded or a native ones, with this decision being made based
on stale/delayed feedback from the receiver.

The use of feedback in ARQ has of course been well studied, but pri-
marily in the case of instantaneous feedback, i.e where there is no de-
lay in the server receiving the feedback. When feedback is delayed the
problem becomes significantly more challenging, and has received almost
no attention in the literature. Notable exceptions include [VSL10; Sah08;
LK16]. While the decision task can be formulated as a dynamic program-
ming problem, the complexity grows combinatorially with the delay and
so quickly becomes unmanageable for even quite small delays. In particu-
lar, such solutions are unsuited to the real-time decision-making required
within next generation networks.

In fact, when delay is zero then the decision problem is akin to ARQ.
However, situations where the feedback delay is non-zero drastically
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change, and low delay stream codes are proved to yield a lower end-to-
end delay [LK16]

5.2.1 Low-Delay Streaming Codes

We model an end-to-end network path as a packet erasure channel (pack-
ets carry a unique sequence number and a checksum thus losses can be
detected). Our previous analysis on packet erasure channels have been
based on use of block codes, whereby the sequence of information pack-
ets to be transmitted is partitioned into blocks of size k and N − k coded
packets are appended to these to create a block of size N information and
coded packets, which implies a code with rate k/N, see Figure 5.8a.

As already noted, the requirement for low latency in next generation
networks has led to renewed interest in whether alternative code construc-
tions can yield a more favourable trade-off between throughput and in-
order delivery delay. To see that this may indeed be the case lets consider,
for example, a rate k

N systematic block code and suppose that the code
is an ideal one, in the sense that receipt of any k of the N packets allows
all of the k information packets to be reconstructed. Furthermore, assume
that the first information packet is lost. All remaining information packets
have to be buffered until the first coded packet is received. At this point,
the first information packet can be reconstructed and all of the information
packets can be delivered in-order. The in-order delivery delay is therefore
proportional to k. Alternatively, suppose that the N − k coded packets are
distributed uniformly among the information packets, rather than all be-
ing placed after the k information packets, see Figure 5.8b. To keep the
code causal, suppose that each coded packet only protects the preceding
information packets in the block1. Assume again that the first information
packet is lost. This loss can now be recovered on receipt of the first coded
packet resulting in a delay that is now proportional to k

N−k (i.e, this is much
lower than k when N is large).

With the aim of obtaining an improved trade-off between rate and
delay, [KLCM17] recently proposed an alternative code construction for
packet erasure channels, referred to as a streaming code (a form of convo-

1Thus, coded packet p′1 protects information packets p1 and p2, coded packet p′2 pro-
tects p1, p2, p3 and p4, and so on. Note that the resulting code construction is not the same
as using a short classical block code with k = 2 and N = 3 as then p′2 would only protect
p3 and p4.
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p1 p2 pk p′1 p′n−k

(a) Systematic Block Code

p1 p2 p′1 p3 p4 p′2 pk p′N−k

(b) Low Delay Code

Figure 5.8: Example of two codes with different throughput-delay char-
acteristics. Shaded squares indicated coded packets, unshaded indicate
information packets.
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Figure 5.9: Illustrating the low delay streaming code setup. Sequence {pj}
of information packets is interleaved with sequence {p′i} of coded packets
(indicated as shaded) and transmitted. Slots correspond to a single packet
transmission and are indexed 1, 2, . . .

lutional code). The code is constructed by interleaving information pack-
ets pj, j = 1, 2, . . . with coded packets p′i, i = 1, 2, . . .. One coded packet
is inserted after every l − 1 information packets and transmitted over the
network path, resulting in a code of rate l−1

l . Figure 5.9 illustrates this code
construction.

Coded packet p′i is built by taking random linear combinations of the
previously transmitted information packets {pL, . . . , p(l−1)i}. If the left-
hand edge of the coding windows equals 1 (lmin = 1), a coded packet is
generated by:

p′i = fi(p1, p2, . . . , p(l−1)i) :=
(l−1)i

∑
j=1

ci,j pj, (5.1)

where each information packet pj is treated as a vector in GF(2q), and each
coefficient cij ∈ GF(2q) is chosen randomly from an i.i.d. uniform dis-
tribution, with GF(2q) an appropriate choice of finite field, for instance
q = 8. Note that in practice the left-hand edge lmin of the coding window
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Figure 5.10: Example generator matrix for the low delay code with sliding
window showing the coefficients used to produce each packet. In this ex-
ample, we assume that the transmitter has obtained knowledge from the
receiver by time 10 indicating that it has successfully received/decoded
packets p1 and p2 allowing it to adjust the left-hand edge of the coding
window to exclude them from packet c2.

can be larger than 1. In particular, suppose that the receiver has received
or decoded all information packets up to and including packet pj. Feed-
back can be used to communicate this to the transmitter, allowing it to use
lmin = j + 1 for all subsequent coded packets. The generator matrix shown
in Figure 5.10 illustrates this sliding window approach, where the columns
indicate the information packets that need to be sent and the rows corre-
spond to the composition of the packet transmitted at any given time.

The receiver decodes on-the-fly, once enough packets/degrees of free-
dom have been received. In more detail, the receiver maintains a generator
matrixDt at time t, which is similar to that shown in Figure 5.10 except that
it is composed only of the coefficients obtained from received packets. IfDt
is full rank, Gaussian elimination is used to recover from any packet era-
sures that may have occurred during transit. We will make the standing
assumption that the field size q is sufficiently large that with probability
one each coded packet helps the receiver recover from one information
packet erasure, i.e. each coded packet row added to generator matrix Dt
increases the rank by one.
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In summary, this streaming code construction generates coded pack-
ets that are (i) individually streamed between information packets (rather
than being transmitted in groups of size N− k packets) and (ii) each coded
packet protects all preceding information packets (rather than just the in-
formation packets within its block). See [KLCM17] for a detailed analysis
of the throughput and delay performance of this code, but for a given code
rate it is easy to see that this code construction tends to decrease the overall
in-order delivery delay at the receiver compared to a block code, as illus-
trated in the example above.

Our interest in the above streaming code construction is twofold.
Firstly, for a given coding rate under a wide range of conditions, it offers
lower in-order deliver delay compared to standard block codes [KLCM17].
It provides a useful starting point for developing methods for low delay
transmission across lossy network paths. Secondly, it lends itself to be-
ing embedded within a clean decision problem. Namely, one where rather
than transmitting coded packets periodically according to a predetermined
schedule, at each transmission opportunity the transmitter dynamically
decides whether to send an information packet or a coded packet based
on feedback from the receiver2.

5.2.2 Problem Setup

Formally, assume a time-slotted system where each slot corresponds to
transmission of a packet. We have an arrival process consisting of a
sequence of information packets {Ai, i = 1, 2, . . . }, where Ai ∈ {0, 1}
is the number of new information packets in slot i, and define ā :=
limi→∞

1
i ∑i

j=1 Aj as the average arrival rate. These information packets are
buffered at the transmitter and then sent across a lossy path to a receiver.
We define a random variable Xi, which takes value 1 when a packet trans-
mitted in slot i is erased and 0 otherwise. We will assume the sequence of
random variables {Xi} is i.i.d. Xi ∼ X with P (X = 1) = α, and that when

2Use of block codes leads to a significantly more complex decision problem. To see
this observe that losing more than N − k packets within a block requires transmission of
additional coded packets from that block in order to avoid a decoding failure. These are
then received interleaved with later blocks. Thus we lose the renewal structure of open-
loop block code constructions and the decision-maker needs to (i) keep track of multiple
generations of interleaved blocks, each perhaps of a different size, and (ii) decide from
which block to send a coded packet as well as deciding whether to send an information or
coded packet.
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α = 0 then Xi = 0 for all i (so as i → ∞ the occurrence of a non-zero but
finite number of losses is excluded).

In each slot i the transmitter has the choice of (i) doing nothing, (ii)
sending the information packet at the head of transmitter queue (Si = 1)
or (iii) sending a coded packet (Ci = 1). The information packets at the
receiver are buffered and the queue occupancy Qt

i at the transmitter in slot
i behaves according to:

Qt
i+1 = [Qt

i + Ai − Si]
+ (5.2)

where Si ∈ {0, 1} is the number of information packets transmitted in
slot i and Qt

1 = 0, i.e queue starts always equals to zero. We define
s̄ := limi→∞

1
i ∑i

j=1 Sj as the average transmission rate.

Received packets are buffered at the receiver until they can delivered
in-order to an application, i.e. when an information packet is erased
then subsequently arriving information packets are buffered until the lost
packet can be recovered. The queue occupancy Qr

i at the receiver in slot i
behaves according to:

Qr
i+1 = [Qr

i + Si · Xi − Ci · (1− Xi)]
+ (5.3)

where Ci ∈ {0, 1} is the number of coded packets transmitted. The queue
occupancy increases whenever an information packet is erased and de-
creases whenever a coded packet is successfully received. Decoding events
occur at slots i where Qr

i = 0. We also define c̄ := limi→∞
1
i ∑i

j=1 Cj.

In each slot i the receiver also sends feedback to the transmitter, inform-
ing of the packets already received as of slot i. This feedback arrives at the
transmitter after delay d, in slot i + d. It is assumed, for simplicity, that
none of these feedback packets are lost.

A coded packet sent in slot i is built as the random linear combination
of all information packets sent before slot i. It is assumed that the field size
used is sufficiently large so every coded packet increases the rank of the
effective generator matrix at the receiver by one.

Figure 5.11 illustrates this problem setup. Our task is to solve the trans-
mitter decision problem while satisfying a number of constraints: both
the transmitter and receiver queues are stabilized, the link capacity is re-
spected, and the buffering delay at the receiver is kept small.

168



5. Network Coding and Flow Control

Tx Rx

Feedback delay d

a α

Figure 5.11: Schematic of the decision problem setup. Packets arrive at Tx
with mean rate ā, are transmitted from Tx to Rx and may be erased with
probability p. Rx informs Tx of its state via feedback, which is delayed by
d slots.

Note that both queues are in fact virtual queues: the transmitter needs
to store packets until they are acknowledged by the receivers and the re-
ceiver increases the queue every time an information packet is eraseds until
a decoding event occurs, so that it is not decreased by each coded packet re-
ceived. Nevertheless, if we bound those virtual queues, we also bound the
actual queues. Intuitively, the length of these queues are correlated with
the in-order delivery delay at the receiver – as they grow, the number of
information packets buffered in the system will also tend to increase. The
relationship is not one to one, and we explore it further here below, but as
we will see it is sufficient to form the basis of simple yet effective schedul-
ing policies. Importantly, by taking this approach we are able to obtain
bounds on delay, and rate which can be used for analysis and design.

We proceed by considering them in more detail the relationship be-
tween end-to-end in-order delivery delay, de2e, the transmitter queue oc-
cupancy Qt

i and the receiver virtual queue occupancy Qr
i . First, observe

that the end-to-end delay can be divided into: (i) the time between being
enqueued at the sender and being first transmitted, dQt , and (ii) the time
between being first transmitted and when the packet is successfully deliv-
ered to the application layer, dQr . We expect that dQt is related to Qt

i and
dQr to Qr

i , and this can be seen indeed in Figure 5.12. This figure plots
the average value of both delays, after repeating the experiment 100 times,
dQt and dQr per packet Vs. the queue occupancies Qt

i and Qr
i over a path

with erasure rate α = 0.2, and with coded packets sent periodically every
α/(1− α) information packets3. For this simulation, we run the system 104

slots, and we measure the average delay that every packet suffers when it
finds a specific queue size. The figure shows the average values after re-

3Note that in this case we follow the low-delay streaming codes approach
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Figure 5.12: Impact of queue lengths Qt
i and Qr

i on the average delay at
the transmitter, dqt, and the receiver, dqr. In this experiment, erasure rate is
α = 0.2, arrival rate is a = 0.7.

peating the simulation 100 times, as well as the 95% confidence interval.

The strong correlation between delay and queue occupancy is clearly
observed. Further, it can be seen that the impact of the receiver queue
occupancy dQr on delay is much larger than that of the transmitter queue
DQt . This is perhaps to be expected, since a loss causes all subsequent
information packets to be delayed at the receiver until the loss is repaired
and decoding takes place (Qr

i becomes zero), hence amplifying the effect of
a non-zero queue occupancy Qr

i on delay. Although the data in Figure 5.12
is for a particular choice of loss and arrival rate, it is representative of the
behaviour seen for other choices.

Based on the insight provided by the above analysis we consider the
following class of transmission policies, P:

Ci ∈ arg min
C∈{0,1}

F(Qr
i−d, Q̂r

i , Qt
i)C (5.4)

Q̂r
i = θ̂(Qr

i−d, α) (5.5)

Si = min{Qt
i + Ai, 1− Ci} (5.6)

where function F(·) is a design parameter, which we will discuss in more
detail shortly. Note that the function F(·) can consider the queue at the
transmitter (Qt

i ), the state of the queue at the receiver d slots before (Qr
i−d)

and the estimation of the queue at the receiver (Q̂r
i ) . Observe that selection

of Ci uses only information available at the sender at time i. Since Si =
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Figure 5.13: Comparison of delay Vs. ε for ARQ F(Qr
k−d, Q̂r

k, Qt
k) = −Qr

k−d
system and F(Qr

k−d, Q̂r
k, Qt

k) = ηQt
k −Qr

k−d. In this case d = 0 and α = 0.1,
Qr

k−d = Qr
k.

min{Qt
i + Ai, 1−Ci}, an information packet is transmitted when (i) Ci = 0,

and (ii) the transmission queue contains a packet to be sent. Furthermore,
Qr

i−d is only available at the sender after feedback delay d. We will focus
on the estimator

Q̂r
i = θ̂(Qr

i−d) = Qr
i−d +

i−1

∑
j=i−d

(Sjα− Cj(1− α)) (5.7)

which simplifies to θ̂(Qr
i−d) = Qr

i when the feedback delay equals zero,
d = 0. This estimator makes a d-step ahead prediction of the value of Qr

i
based on Qr

i−d and the average path loss α. We will consider the impact of
the accuracy of estimator predictions in more detail shortly. Other choices
of estimator are of course possible, but (5.7) has the virtues of simplicity
and tractability.

This class of transmission policies includes ARQ and open-loop FEC
as special cases. Namely, when F(Qr

i−d, Q̂r
i , Qt

i) = −Q̂r
i and d = 0, then

Ci = 1 when Qr
i > 0, i.e. a coded packet is sent whenever the receiver

reassembly queue is non-empty. Since for code construction considered
this coded packet will actually be an information packet, we have ARQ.
Similarly, selecting F(Qr

i−d, Q̂r
i , Qt

i) = −(Q̂r
i − Qr

i−d), then as d → ∞ we
recover the open-loop FEC in [KLCM17], whereby a coded packet is sent
every α/(1− α) information packets. To see this, observe that Ci = 1 when
Q̂r

i −Qr
i−d = α ∑i−1

j=i−d(Sj − Cj(1− α)/α) > 0.

Recall that the delay is much more strongly affected by the receiver
queue occupancy Qr than by the transmitter queue occupancy Qt. With
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this in mind, Figure 5.13 compares the end-to-end system delay for differ-
ent transmission policies. First, we take ARQ as a baseline scheme, com-
paring it with F(Qr

i−d, Q̂r
i , Qt

i) = η ·Qt
i − Q̂r

i , where η is a configuration pa-
rameter that modulates the weight given to the transmission queue length.
As can be seen, the more weight that is given to Qt (higher η), the longer
the end-to-end system delay.

The results shown in Figure 5.13 suggest that we should favour policies
such that:

Ci ∈ arg min
C∈{0,1}

(−Q̂r
i + γ)C (5.8)

Q̂r
i = θ̂(Qr

i−d) (5.9)

Si = min{Qt
i + Ai, 1− Ci} (5.10)

where γ ≥ 0 is a design parameter. Observe that this class of policies
corresponds to a threshold rule, namely C1 = 1 when Q̂r

i − γ > 0 and
Ci = 0 otherwise. As noted above, when d = 0 and γ = 1 this transmission
policy reduces to ARQ, while when d → ∞ then it reduces to open-loop
FEC. That is, in these two boundary cases this transmission policy reverts
to the state of the art.

5.2.3 Bounding Receiver Queue

We have already seen that the end-to-end delay mostly depends on the
receiver queue occupancy. The following establishes that for the class of
policies previously shown with estimator (Eq. 5.7) we can bound the queue
length.

Theorem 5.1. Consider transmission policy P using estimator (Eq. 5.7). Suppose
Q̂r

i − Qr
i ≤ δ, δ ≥ 0. When 0 < α < 1 then Qr

i converges almost surely to the
interval 0 ≤ Qr

i ≤ γ + δ + 1.

Proof. Since Q̂r
i = Qr

i−d + ∑i−1
j=i−d(Sjα− Cj(1− α)) then

Q̂r
i+1 =Q̂r

i + (Qr
i−d+1 −Qr

i−d)

+ (Si − Si−d)α− (Ci − Ci−d)(1− α) (5.11)
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Now Qr
i−d+1 − Qr

i−d = [Qr
i−d + Si−dXi−d − Ci−d(1 − Xi−d)]

+ − Qr
i−d =

Si−dXi−d − Ci−d(1− Xi−d) when Qr
i−d ≥ 1. Hence,

Q̂r
i+1 =Q̂r

i + (Xi−d − α)(Si−d + Ci−d)

+ Siα− Ci(1− α) (5.12)

when Qr
i−d ≥ 1. Conversely, when Qr

i−d < 1 then Qr
i−d = 0 since it is

non-negative and integer valued. Hence, Qr
i−d+1 − Qr

i−d = [Si−dXi−d −
Ci−d(1− Xi−d)]

+ = Si−dXi−d and

Q̂r
i+1 =Q̂r

i + (Xi−d − α)(Si−d + Ci−d)

+ Siα− Ci(1− α) + Ci−d(1− Xi−d) (5.13)

We proceed by considering the following two cases.

Case (i): −γ + Q̂r
i ≥ 1. Since −γ + Q̂r

i > 0 then Ci = 1, Si = 0. When
Qr

i−d ≥ 1 then (Eq. 5.12) applies and since −γ + Q̂r
i ≥ 1 then −γ + Q̂r

i+1 =

−γ + Q̂r
i + ∆1

i with ∆1
i := (Xi−d − α)(Si−d + Ci−d)− (1− α) ≤ 0. Similarly,

when Qr
i−d < 1 then −γ + Q̂r

i+1 = −γ + Q̂r
i + ∆2

i with ∆2
i := (Xi−d −

α)(Si−d + Ci−d)− (1− α) + Ci−d(1− Xi−d)) ≤ 0. Therefore,

−γ + Q̂r
i+1 ≤ −γ + Q̂r

i (5.14)

Observe that ∆1
i is strictly less than zero when Xi−d = 0 and ∆2

i is strictly
less than zero when Xi−d = 0 and Ci−d = 0. By assumption 0 < α =
P(Xi = 1) < 1 and Xi−d, ∀i are independent of Q̂r

i . Hence if −γ + Q̂r
i ≥ 1

persists then, with probability one, a slot will occur where Xi−d = 0 and so
∆1

i < 0. Further, when −γ + Q̂r
i ≥ 1 and Qr

i−d < 1 then ∑i−1
j=i−d(α− Cj) =

∑i−1
j=i−d(Ŝjα− Cj(1− α)) ≥ ∑i−1

j=i−d(Sjα− Cj(1− α)) > 1 + γ. Since α < 1

and ∑i−1
j=i−d(α − Cj) > 0 it follows that Cj = 0 for at least dd(1 − α)e of

the slots in the sum. Therefore, regardless of (Si−d + Ci−d), with positive
probability over any d slots a slot will occur where Xi−d = 0, Ci−d = 0 and
∆2

i < 0.

Case (ii) −γ + Q̂r
i ≤ 1. We now have two subcases to consider:

(a) When 0 ≤ −γ + Q̂r
i ≤ 1, then Ci = 1 and Si = 0. By update (Eq.

5.12) Q̂r
i+1 = Q̂r

i + (Xi−d − α)(Si−d + Ci−d) − (1− α) ≤ Q̂r
i − 1 + α

and by update (Eq. 5.13) Q̂r
i+1 = Q̂r

i + (Xi−d − α)(Si−d + Ci−d) −
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(1 − α) + Ci−d(1 − Xi−d) ≤ Q̂r
i . Hence, Q̂r

i+1 ≤ Q̂r
i and, therefore,

−γ + Q̂r
i+1 ≤ 1

(b) When −γ + Q̂r
i ≤ 0 then Si ∈ 0, 1 and Ci = 0. By update (Eq. 5.12)

Q̂r
i+1 = Q̂r

i + (Xi−d − α)(Si−d + Ci−d) + αSi ≤ Q̂r
i + α and by update

(Eq. 5.13) Q̂r
i+1 = Q̂r

i + (Xi−d − α)(Si−d + Ci−d) + αSi + Ci−d(1 −
Xi−d) ≤ Q̂r

i + 1. Therefore, −γ + Q̂r
i+1 ≤ 1

We have that −γ + Q̂r
i+1 never increases and strictly decreases with

positive probability when −γ + Q̂r
i > 1. And when −γ + Q̂r

i ≤ 1 then
−γ + Q̂r

i+1 never goes above 1. Hence, we can conclude that Q̂r
i converges

almost surely and that it is indeed upper bounded by−γ+ Q̂r
i+1 ≤ 1. Since

Q̂r
i − Qr

i ≤ δ it follows that −γ + Qr
i ≤ δ + 1, and the stated interval now

follows from the fact that Qr
i ≥ 0.

Importantly, observe that the bound in Theorem 5.1 is in terms of the in-
stantaneous queue length Qr

i and applies to every sample path. It is there-
fore much stronger than a bound on the average queue length. Further, we
can relatively easily derive good estimates for δ and so obtain a fairly tight
bound in Theorem 5.1. For example, since

Qr
i = [Qr

i−1 + (Si−1Xi−1 − Ci−1(1− Xi−1))]
+ (5.15)

≥ Qr
i−1 + (Si−1Xi−1 − Ci−1(1− Xi−1)) (5.16)

≥ Qr
i−d +

i−1

∑
j=i−d

(SjXj − Cj(1− Xj)) (5.17)

then

Q̂r
i = Qr

i−d +
i−1

∑
j=i−d

(Sj p− Cj(1− α)) (5.18)

≤ Qr
i +

i−1

∑
j=i−d

(Sj p− Cj(1− α))− (SjXj − Cj(1− Xj)) (5.19)

and so, by rearranging the terms:

Q̂r
i −Qr

i ≤
i−1

∑
j=i−d

(Sj(α− Xj) + Cj(α− Xj)) (5.20)
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Figure 5.14: Comparison between the maximum experimental value of
Qr after running the system for 106 slots with the Chernoff bound in
Lemma 5.2 and the loss bound Q̂r

i − Qr
i ≤ dα, for different feedback de-

lays. Configuration parameters, a = 0.4, α = 0.6, γ = 1.

Since Xj ∈ {0, 1} and Sj + Cj = 1 we can upper bound the RHS of (Eq.
5.20) by dα. However, when the Xj are i.i.d. we can use Chernoff’s inequal-
ity [Leo08] to obtain a much tighter bound, summarised in the following
Corollary:

Corollary 5.2. Qr
i converges to the interval 0 ≤ Qr

i ≤ γ + tdα + 1 with proba-

bility 1− exp−
t2

2+t dα, t > 0.

This upper bound is illustrated in Figure 5.14, we represent the bound
that ensures the convergence of Qr

i with a probability of 99%. Also shown
is the bound Q̂r

i − Qr
i ≤ dα and the maximum value of Qr

i observed in
experiments over 106 slots. It can be seen that the bound in Corollary 5.2 is
quite tight to the experimental data, and much better that the Q̂r

i −Qr
i ≤ dα

bound for delays larger than about 10 slots.

A tighter bound could be also found if we assume that loss events fol-
low a Bernoulli distribution, with probability α. In that case we know that
P[Xi ≤ t] = I1−α(d− t, a+ 1), where I1−α corresponds with the regularized
incomplete beta function. We can thus get the following corollary:

Corollary 5.3. Given a loss distribution that follows a binomial distribution
with parameters (d, α). Then, with probability I1−α(d − t − dα, t + dα + 1) −
I1−α(d− t + dα, t− dα + 1), Q̂r

i converges almost surely to the interval −1 ≤
−γ + Q̂r

i ≤ t + 1
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From Theorem 5.1 and Corollary 5.2 can be seen that the maximum
queue length Qr

i , and so delay, tends to increase with design parameter
γ. Hence, to minimise delay we should choose parameter γ small. Corol-
lary 5.2 tells us that the maximum queue length also tends to increase with
the feedback delay d and with loss rate α, although no more than linearly
in both.

5.2.4 Impact of the Estimator

The transmission policies use estimator θ̂(·) to make a d-step ahead pre-
diction of Qr

i . As discussed in more detail later, use of prediction lowers
delay. However, inevitably, this estimator will make mistakes when pre-
dicting Qr

i due to the uncertainty in the fate of the packets “in flight”, i.e.
those transmitted but not yet acknowledged. When Q̂r

i ≥ γ and Qr
i = 0

then the scheduler will send extra coded packets that are not useful (since
Qr

i = 0 there are no outstanding losses at the receiver). Prediction errors
therefore translate into a loss in capacity, since these extra coded packets
replace information packets that would have been otherwise sent.

The following theorem bounds the capacity loss induced by prediction
errors:

Theorem 5.4. Suppose |Q̂r
i − Qr

i | ≤ |δ|, |δ| ≥ 0 and E[Si|Q̂r
i ] > 0 when

Q̂r
i ≤ γ. Then E[Ŝi] ≥ (1− α)− ( 1

2 + |δ|+ (1 + |δ|)(1− α))/γ as i → ∞,
where ŝi := 1

i ∑i
j=1 Ŝj and Si ≤ Ŝi = 1− Ci.

Theorem 5.4 says that as parameter γ→ ∞, the transmission slots E[Ŝi]
available for sending information packets tend to the path capacity 1 −
α. That is, the transmission policy is capacity achieving as γ → ∞. The
requirement that E[Si|Q̂r

i ] ≥ ε > 0 when Q̂r
i ≤ γ excludes transient arrival

processes (for instance when packets arrive for a period of time and then
no further arrivals happen) and is satisfied when, for example, the packet
arrival process is ergodic and independent of the receiver queue.

To prove Theorem 5.4 we make use of the following technical lemma,

Lemma 5.1. Suppose E[Si|Q̂r
i ] ≥> 0 when Q̂r

i ≤ γ. Then γ − (1 − α) ≤
E[Q̂r

i+1] ≤ γ + α.
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Proof. Recall (5.12),

Q̂r
i+1 =Q̂r

i + (Xi−d − α)(Si−d + Ci−d)

+ Siα− Ci(1− α) (5.21)

when Qr
i−d ≥ 1 and (Eq. 5.13),

Q̂r
i+1 =Q̂r

i + (Xi−d − α)(Si−d + Ci−d)

+ Siα− Ci(1− α) + Ci−d(1− Xi−d) (5.22)

when Qr
i−d < 1. Since Ci−d(1− Xi−d) ≥ 0 it follows that:

Q̂r
i+1 ≥Q̂r

i + (Xi−d − α)(Si−d + Ci−d)

+ Sk p− Ck(1− α) (5.23)

for all values of Qr
i−d and taking expectations with respect to the packet

arrival and loss processes,

E[Q̂r
i+1|Q̂r

i ] ≥ Q̂r
i + E[Si|Q̂r

i ]α− E[Ci|Q̂r
i ](1− α) (5.24)

where we have used the fact that Xi−d is independent of Si−d and Ci−d. We
proceed by considering the following two cases.

Case (i): −γ + Q̂r
i ≤ 0. Then Ci = 0, and Si ∈ 0, 1:

−γ + E[Q̂r
i+1|Q̂r

i ] ≥ −γ + Q̂r
i + E[Si|Q̂r

i ]α (5.25)

Since E[Si|Q̂r
i ] > 0, then it follows that −γ + E[Q̂r

i+1|Q̂r
i ] is strictly increas-

ing and −γ + Q̂r
i ≤ E[Si|Q̂r

i ]α ≤ α.

Case (ii):−γ + Q̂r
i > 0. Then Ci = 1, Si = 0, and:

−γ + E[Q̂r
i+1|Q̂r

i ] ≥ −γ + Q̂r
i − (1− α) (5.26)

and −γ + E[Q̂r
i+1|Q̂r

i ] is strictly decreasing and −γ + E[Q̂r
i+1|Q̂r

i ] > −(1−
α).

Hence, when−γ + E[Q̂r
i+1|Q̂r

i ] is outside the interval [−(1− α), α] then
it is strictly attracted to this interval, and once it is within the interval, it
stays there. The latter holds regardless of the values of Q̂r

i and so we have
that −(1− α) ≤ −γ + E[Q̂r

i+1] ≤ α as claimed.
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Proof of Theorem 5.4. We have that

(Qr
i+1)

2 = ([Qr
i + Si − (1− Xi)]

+)2 ≤ ([Qr
i + Ŝi − (1− Xi)]

+)2 (5.27)

≤ (Qr
ki + Ŝi − (1− Xi))

2 (5.28)

= (Qr
i )

2 + 2(Ŝi − (1− Xi))Qr
i

+ (Ŝi − (1− Xi))
2 (5.29)

where Ŝi = 1− Ci and therefore, Si < Ŝi

Applying this recursively we have, (Qr
i+1)

2 ≤ (Qr
1)

2 + 2 ∑i
j=1(Ŝj− (1−

Xj))Qr
j + ∑i

j=1(Ŝj − (1− Xj))
2. That is,

1
i

i

∑
j=1

(Ŝj − (1− Xj))Qr
j ≥ −

1
2i
(Qr

1)
2 − 1

2
(5.30)

since 0 ≤ (Ŝj − (1− Xj))
2 ≤ 1. Adding and subtracting γ( 1

i ∑i
j=1 Ŝj − (1−

Xj)) to the LHS yields:

1
i

i

∑
j=1

((−γ + Qr
j )Ŝj − (1− Xj)(Qr

j − γ))+

+ γ(ŝj − (1− xj)) ≥ −
1
2k

(Qr
1)

2 − 1
2

(5.31)

where xi := 1
i ∑i

i=1 Xi.

The scheduler selects Ŝj ∈ arg minS∈{0,1}(−γ + Q̂r
j )S. When Q̂r

j ≥ γ

then Ŝj = 0 and otherwise Ŝj = 1. Hence, (−γ + Q̂r
j )Ŝj ≤ 0 for all j =

1, 2, . . . and so 1
i ∑i

j=1(−γ + Q̂r
j )Sj ≤ 0. Since |Q̂r

j −Qr
j | ≤ δ and Ŝj ∈ {0, 1}

then − 1
i ∑i

j=1(−γ + Qr
j )Ŝj ≥ −δ. Combining this with (5.31) and taking

expectation over the loss and arrival processes yields

γ(E[ŝj]− (1− α)) ≥ 1
i

i

∑
j=1

(1− α)(E[Qr
j ]− γ)− 1

2i
(Qr

1)−
1
2
− δ (5.32)

where we have used the fact that Xj is independent of Qr
j . By Lemma

5.1 and the fact that |Q̂r
j − Qr

j | ≤ δ we have that E[Qr
j ] − γ ≥ −1 − δ.

Combining this with (Eq. 5.32) yields

γ(E[si]− (1− α)) ≥ −(1 + δ)(1− α)− 1
2k

(Qr
1)

2 − δ− 1
2

(5.33)
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and the claimed result now follows by rearranging and using the fact that
1
2k (Q

r
1)

2 → 0 as i→ ∞.

Lemma 5.4 tells us that for γ large enough our scheduler is capacity
achieving, even where the feedback delay, d, is greater than zero. However,
this is not as comforting as it might seem at first sight, since Theorem 5.1
also tells us that large γ can lead to a large receiver queue and so large
decoding delays. By taking a different analysis approach, however, we
can obtain fairly good estimates of the capacity loss induced by prediction
errors when γ is small. These estimates indicate that the capacity loss is
moderate.

Recall that under transmission policy P, when Q̂r
i > γ then a coded

packet is transmitted. However, if Qr
i = 0 then this coded packet is not

useful, since there is no outstanding receiver queue, i.e. no outstanding
packet loss that would benefit from the coded packet. Defining random
variable Bi, which takes value 1 when Q̂r

i > γ and Qr
i = 0 and 0 otherwise,

then β̄ = 1
i limi→∞ ∑i

j=1 Bj is the transmission rate for redundant coded
packets (are linearly dependent from the previously received, and they do
not therefore help to recover any loss). We would like to estimate β̄.

To proceed we make the following simplifying assumptions: (i) feed-
back is only received every d slots, (ii) either an information packet or a
coded packet is transmitted in every slot, (iii) γ > 0, and (iv) Qr

i = 0 for
i = j · d + 1, j = 0, 1, . . . . Assumption (i) means that we have less knowl-
edge of the decoder status and so expect the number of redundant packets
transmitted to be larger i.e. we expect our estimate of β to be larger than
the true value.

By assumption (i), at slots i = jd + 1, j = 0, 1, . . . we perform update

Q̂r
i−d = Qr

i−d +
i−1

∑
j=i−d

(Sjα− Cj(1− α)) (5.34)

(a)
= Qr

i−d + dα−
i−1

∑
j=i−d

Cj ≤ Qr
i−d + dα (5.35)

where in step (a) we have used assumption (ii) that Sj + Cj = 1. By
assumptions (iii) and (iv), over the next d slots {i + 1, . . . , i + d} then at
most ddαe coded packets will be sent (fewer packets may be sent depend-
ing on the sample path Sj, Cj, j ∈ {i − d, . . . , i} and when the threshold
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γ > 0). Letting Ek = ∑i−1
j=i−d SjXj denote the number of erased infor-

mation packets then the number of redundant coded packets transmitted
over slots {i + 1, . . . , i + d} is upper bounded by max{0, ddαe − Ek}. Let-
ting ai = ∑i−1

j=i−d Sj denote the number of information packets sent over
slots {i− d, . . . , i} then Ek is distributed as P(Ek = e) = B (dak, α, e), where
B is the Binomial distribution. Approximating dai by bdāc then an esti-
mate of the number of redundant coded packets transmitted over interval
{i + 1, . . . , i + d}, normalised by the interval duration d, is

β̂ =
ddαe
∑
e=0

ddαe − e
d

B (bd · āc, α, e) (5.36)

Despite the assumptions made in deriving (5.36), empirical tests indi-
cate that the estimator is nevertheless quite accurate. For example, Fig. 5.15
compares estimate β̂ with the measured average number of redundant
packets transmitted β̄ as the feedback delay and loss rate α is varied. It
can be seen that β̂ is essentially an upper bound on β̄, and while it be-
comes less accurate as the loss rate α increases it stays reasonably close to
the true value. Observe also that in Figure 5.15c the mean rate a = 0.6 of
packet arrivals is significantly less than the path capacity 1− α = 0.9 and
so assumption (ii) (persistent queue backlog at the transmitter) is violated,
nevertheless the estimate β̂ remains accurate.

These results in Figure 5.15 indicate that the capacity loss due to the
transmission of redundant packets generally stays below 5%. However,
observe also that when the delay d is less than the reciprocal of the loss
rate 1/α then no redundant packets are sent i.e. β̄ = 0. This behaviour
is accurately captured by β̂ (since ddpe = 1 when d < 1/α in (Eq 5.36)).
Hence, on links with lower loss larger feedback delays can be tolerated
without incurring redundant packet transmissions e.g. for α = 0.01 (a
typical path loss rate in the Internet) feedback delays of up to 100 slots
yield β̄ = 0.

5.2.5 Performance Evaluation

We compare the performance of the transmission policies introduced here
with state of the art alternatives, namely (i) ARQ, (ii) random linear block
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Figure 5.15: Rate of transmitting dummy packets, simulation results and
analytical estimating.
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Figure 5.16: End-to-end delay vs feedback delay (d) for ARQ and various
coding approaches. Configuration parameters are a = 0.7, α = 0.2, and
γ = 1, block size k = 50. The data is for 104 slots repeated 100 times and
the figure also shows the 95% confidence intervals.

codes4 and (iii) the low delay code construction from [KLCM17]. Note that
the latter two are open-loop approaches, i.e. they do not make use of feed-
back to trigger transmissions of extra packets. Fig. 5.16 plots the measured
end-to-end delay Vs. the feedback delay for these schemes. As expected,
for the block code and low delay coding schemes, the end-to-end delay is
constant, and does not vary with the feedback delay. Furthermore, the end-
to-end delay with the low delay code construction is around half of that for
the block code (which is consistent with the results reported in [KLCM17]).
It can be seen that with ARQ the end-to-end delay increases linearly with
the feedback delay d, and for delays greater than 40 slots, the end-to-end
delay with ARQ is larger than with any of the other approaches. However,
for lower feedback delays the end-to-end delay with ARQ is lower than
for the two open-loop coding schemes. The class of transmission policies
introduced here provides a balance between ARQ and the low delay code
construction. Namely, when the feedback delay is low, its end-to-end delay
performance is similar to that of ARQ (which is known to be delay optimal
when the feedback delay is zero) and as the feedback delay becomes large,
its end-to-end performance is similar to that of the low delay code con-
struction. For intermediate values of feedback delay, the proposed class of
transmission policies offers lower end-to-end delay than any of the com-
peting approaches.

4Here, random linear blocks differ from the approach analysed in previous chapters. In
this case, we refer to a simplified scheme where the source transmits k information packets
first without coding and afterwards transmit N− k coded packets with the aim of recover-
ing the losses.
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Figure 5.17: Achieved transmission rate s̄ of information packets as the
arrival rate approaches capacity, ā = 1− α− µ. Configuration parameters
are, α = 0.2, d = 100, γ = 1, block size k = 50. The data is for 104 slots
repeated 100 times and the figure also shows the 95% confidence intervals.

As noted above, the use of prediction introduces a trade-off between
delay and rate, since prediction errors lead to transmission of redundant
coded packets. In comparison ARQ, which is purely reactive and involves
no prediction, is capacity achieving, but at the cost of increased end-to-end
delay compared to when prediction is used (see Fig. 5.16). The trade-off
between delay and rate seems like a fundamental once, since predictions
allow lower delay to be achieved, but prediction errors are inevitable when
losses are stochastic. Fig. 5.17 explores this trade-off in more detail. For a
fixed packet loss rate α this figure plots the achieved transmission rate s̄
of information packets as the arrival rate ā approaches capacity, namely
ā = 1− α− µ where µ is indicated on the x-axis of the plot. It can be seen
that when µ� 0, the achieved transmission rate equals the arrival rate for
all four schemes. However, as the arrival rate approaches capacity (µ→ 0)
the achieved transmission rate falls below the arrival rate for all schemes
besides ARQ. Since we use a fixed block size, the block code is not capac-
ity achieving and this behaviour is to be expected. Similarly, the low delay
code construction incurs an overhead at the end of a connection. Interest-
ingly, observe that the achieved transmission rate with the transmission
policy introduced here is higher than either of these schemes, that is, the
loss in capacity due to redundant coded transmissions is lower.

5.2.6 Connection with Convex Optimization

Recall the transmission policy followed:
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Ci ∈ arg min
C∈{0,1}

(−Q̂r
i + γ)C (5.37)

Qr
i+1 = [Qr

i + Si · Xi − Ci(1− Xi)]
+ (5.38)

Q̂r
i = Qr

i−d +
i−1

∑
j=i−d

(Sjα− Cj(1− α)) (5.39)

Ŝi = 1− Ci (5.40)

This is a natural threshold-based policy, namely a coded packet is sent
whenever the receiver queue is larger than γ, combined with use of pre-
dictor Q̂r

i to mitigate the impact of the feedback delay d. Now, we show
that it can also be viewed as an approximate dual-subgradient update for
an associated convex optimisation problem. As well as being of interest
in its own right, this connection allows the rich body of results on convex
optimisation to be brought to bear on analysis and design, and also leads
to the immediate generalization of policy P to networks of lossy links.

Consider the convex optimisation C,

min
s∈[0,1]

−s (5.41)

s ≤ 1− α (5.42)

where it will be helpful to think of s as the average rate of transmission of
information packets. Letting c = 1− s (which can think of as the average
rate of transmission of coded packets) the constraint s ≤ 1− α ensures that
sα ≤ c(1− α), so enough coded packets are sent to recover from packet
losses. Trivially, this optimisation has the solution s = 1− α, but this is not
where our interest lies. Rather, our interest is in the relationship between
this optimization and policy P.

Optimisation C is convex and provided 0 ≤ α < 1, then the interior
of the feasible set is non-empty i.e. the Slater condition is satisfied and so
strong duality holds. The Lagrangian is L(s, λ) := −s + λ(s− (1− α)) and
the standard dual subgradient update for solving the optimisation is:

si ∈ arg min
s∈[0,1]

L(s, λi)
(a)
= arg min

s∈{0,1}
(−1 + λi)s (5.43)

λi+1 =

[
λi +

1
γ
(si − (1− α))

]+
(5.44)
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where step size 1/γ > 0 and equality (a) follows by dropping the terms in
L(s, λ) that do not depend on s (and so do not affect the s that minimises
L(s, λ)) and noting that the solution must lie at an extreme point i.e. 0 or
1. Defining qk = γλk then this dual subgradient update can be rewritten
equivalently as:

ck ∈ arg min
c∈{0,1}

(−qk + γ)c (5.45)

qk+1 = [qk + sk p− ck(1− p)]+ (5.46)
sk = 1− ck (5.47)

The similarity of this update with transmission policy P is immediately
apparent, including the fact that sk and ci are {0, 1} valued. However, it
can be seen that there are also number of important differences: (i) the av-
erage loss rate α is used rather than the loss rate process {Xi}, (ii) scaled
multiplier qk is a real-valued quantity whereas packet queue Qi is integer
valued, (iii) feedback delay d is ignored. Nevertheless, despite these dif-
ferences, recent results on approximate convex optimisation in [VL17] can
be used to establish a strong connection between the update generated by
policy P and the optimal solution to optimisation C.

We proceed as follows. Letting εk = (Q̂r
i − Qr

i )/γ and δi = (Si · Xi −
Ci(1− Xi))− (Siα− Ci(1− α)) = Xi − α then we can write transmission
policy P equivalently as,

Ci ∈ arg min
C∈{0,1}

(−Q̂r
i + γ)C (5.48)

Qr
i+1 = [Qr

i + Siα− Ci(1− α) + δi] (5.49)

Q̂r
i = Qr

i + γεi (5.50)

SŜi = 1− Ci (5.51)

We recall the following, which corresponds to [VL17, Theorem 1],

Theorem 5.5. Consider the convex optimisation: minx∈X f (x) s.t. g(x)+ δ ≤
0, j = 1, . . . , m where f : X → R, g : X → Rm are convex functions, X
is a bounded convex subset of Rn and δ ∈ Rm. Let dual function h(λ, δ) :=
infx∈X f (x) + λT(g(x) + δ) and consider the update

λi+1 = [λi + α∂h(µi, δi)]
+ (5.52)

where µi = λi + εi with λ1 ∈ Rm
+ and {εi} a sequence of points from Rm such

that µi � 0 for all i. Suppose the Slater condition is satisfied and that δi is an
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ergodic stochastic process with expected value δ and E(‖δi − δ‖2
2) = σ2

δ for some
finite σ2

δ . Further, suppose that 1
i ∑i

j=1 ‖εj‖2 ≤ ε for all i and some ε ≥ 0. Then,

(i) lim
i→∞
|E( f (x̄i)− f ?(δ))| ≤ αM

2
+ 2εσg

(ii) lim
i→∞

E (g(x̄i) + δ) � 0

(iii) E

(
1
i

i

∑
j=1

λj

)
≺ ∞ i = 1, 2, . . .

where x̄i =
1
i ∑k

j=1 xj and M = σ2
g + σ2

δ .

Applying this to optimisation C and identifying (5.48)-(5.51) with per-
turbed update (5.52) we obtain the following:

Lemma 5.2. Suppose loss process {Xi} is ergodic. Then under policy P we have
limi→∞ |E[S̄i]− (1− α)| ≤ 1+2d

γ , where S̄i := 1
i ∑i

j=1 Ŝj, and E
(

1
i ∑i

j=1 Qr
j

)
<

∞ for all i.

Proof. To apply Theorem 5.5 we need to show for εi = (Q̂r
i − Qr

i )/γ and
δi = Xi − α that (i) 1

i ∑i
j=1 ‖εj‖2 ≤ ε and (ii) δi has finite variance σ2

δ ≤ 1.
Observing that γ|Q̂r

i − Qr
i | ≤ γd then (i) follows immediately with ε =

d/γ. Since Xi ∈ {0, 1} then |δi| ≤ 1 and it follows immediately that δi has
finite variance σ2

δ ≤ 1.

Observe that the bound on E[S̄i] in Lemma 5.2 is not especially useful
when γ is small, nor the bound on E

(
1
i ∑i

j=1 Qr
j

)
. It is for this reason that

it was necessary to derive the much tighter bounds in the previous section
that are specialised to the policy P. Nevertheless, the approach used to de-
rive Lemma 5.2 is of considerable interest because it can be used to show
that transmission policy P can be embedded as a building block within
solution updates for general convex optimisation problems, and not only
will behave sensibly, but can be analysed via Theorem 5.5 and related re-
sults from the area of approximate convex optimisation. We illustrate this
in more detail in the next section.
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5.2.7 Generalizing to Multipath Transmission

Current network protocols as TCP were designed in the 70’s, when net-
works were completely different to what they are now, the devices did not
integrate various network interfaces nor were mobile. In fact, TCP was de-
signed for wired single-path networks, i.e almost error-free and very strict
end-to-end policies.

Today’s networks are multipath, mobile devices incorporate multiple
wireless interfaces, and data servers are connected to several redundant
paths. However, this transport protocols have not evolved as much as the
actual networks and they are not able to fully benefit from the multiple
interfaces. For instance, TCP is very sensible to packet erasures, very com-
mon in wireless networks, and it can not be used over multi-path topolo-
gies due to reordering events, which would be interpreted as congestion
problem by TCP.

For this reason, the research community invest a lot of effort in devel-
oping new solutions. NC offers an efficient mechanism to hide losses to
the transport layer, as we have previously seen. MPTCP [FRHB13] is an
evolution of TCP that proves the ability to simultaneously use multiple
paths. Also, new transports protocol as QUIC [IT18] aims at easing the de-
velopment at the transport layer, by considering the implementation of the
transport layer in the use-space and, more recently efforts have been made
to consider multipath scenarios in QUIC [DB17].

In this section, we want to broaden the Policies P to consider multiple
paths and multiple flows. Suppose we have n paths available between our
source and destination nodes, and m flows. Each flow is divided into n
subflows, one corresponding to each of the possible paths. Let s f denote
the rate at which information packets from flow f are sent, α f ,h denote the
packet loss rate experienced by the subflow of flow f over over path h
and r f ,h denote the fraction of the capacity of path h allocated to flow f .
Formulate the utility fair optimisation,

min
0≤s f≤∑n

h=1 r f ,h,rh∈U
−

m

∑
f=1

s f (5.53)

s f ≤
n

∑
h=1

(1− α f ,h)r f ,h (5.54)
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where rh = [r1,h, . . . , rm,h]
T is the vector allocating the capacity of path h

amongst the flows and U = {rh : ∑m
f=1 r f ,h ≤ 1, r f ,h ≥ 0} is the unit

simplex. Letting s f = ∑n
h=1 s f ,h and c f ,h = r f ,h − s f ,h, the constraint

s f ≤ ∑n
h=1(1− α f ,h)r f ,h ensures that ∑n

h=1 α f ,hs f ,h ≤ ∑n
h=1(1− α f ,h)c f ,h, i.e.

that enough coded packets are sent to recover from packet loss.

The Lagrangian is L(s, r, λ) = −∑m
f=1 s f + ∑ f λ f (s f − ∑n

h=1(1 −
α f ,h)r f ,h) and the Frank-Wolfe variant of the dual subgradient update is

rh,i+1 ∈ arg min
rh∈U

m

∑
f=1

(−Q f ,i(1− α f ,h))r f ,h (5.55)

s f ,i+1 ∈ arg min
0≤s≤∑n

h=1 r f ,h

(−1/α + Q f ,i)s (5.56)

Q f ,i+1 = [Q f ,i + s f ,i −
n

∑
h=1

(1− α f ,h)r f ,h]
+ (5.57)

where f = 1, . . . , m, h = 1, . . . , n, Q f ,i = λ f ,i/γ. Since
s f ,i+1 and r f ,i+1 are the solutions of linear programs, their values
lie at an extreme point and so the updates can be equivalently re-
placed by rh,i+1 ∈ arg minrh∈E ∑m

f=1(−Q f ,i(1 − α f ,h))r f ,h and s f ,i+1 ∈
arg mins∈{0,∑n

h=1 r f ,h}(−1/γ + Q f ,i)s where E is the set of extreme points of
unit simplex U i.e. consisting of vectors in Rm with all elements zero but
from one non-zero element having value 1.

Replacing Q f ,i with an approximate scaled multiplier Qr
f ,i yields the

update

Rh,i+1 ∈ arg min
Rh∈E

m

∑
f=1

(−Qr
f ,i(1− α f ,h))R f ,h (5.58)

Ŝ f ,i+1 ∈ arg min
S∈{0,∑n

h=1 R f ,h}
(−1/γ + Qr

f ,i)S (5.59)

Qr
f ,i+1 = [Qr

f ,i + Ŝ f ,i −
n

∑
h=1

(1− X f ,h)R f ,h]
+

= [Qr
f ,i +

n

∑
h=1

Ŝ f ,h,iX f ,h,i −
n

∑
h=1

(1− X f ,h,i)C f ,h,i]
+ (5.60)

We can map this update onto the following physical setup. Ŝ f ,i is the num-
ber of information packets from flow f to be transmitted in slot i. Note that
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Ŝ f ,i+1 might take a value greater than 1 if multiple path transmit slots are
available to flow f . Selecting R f ,h,i = 1 corresponds to allocating transmis-
sion slot i on path h to a packet from flow f . When Ŝ f ,i = 0 (no informa-
tion packet is to be sent) then a coded packet is sent, C f ,h,i = 1, otherwise
Ŝ f ,h,i = 1). Qr

f ,i+1 is the occupancy of the receive queue for flow f , in-
creasing on loss of an information packet and decreasing on reception of a
coded packet, defining X f ,h,i = 1 when there is a packet erasure for flow f
on path h in slot i.

Ŝ f ,i+1 is selected according to a threshold rule, namely non-zero when
Qr

f ,i < 1/γ and a transmission slot is available (i.e. when ∑n
h=1 R f ,h > 0).

Element f of Rh,i+1 takes value 1 (corresponding to transmitting a packet
from flow f on link h in slot h + 1) when the backlog Qr

f ,i(1− α f ,h) for flow
f is the largest amongst the flows.

In Figure 5.18 we can see the performance of this multipath scheme for
a scenario with 3 information flows and 3 paths, m = n = 3. Flows sharing
the same path see the same loss probability and we vary the packet loss
rate from 0.0 to 0.4 over the first path, keeping the other two with a fixed
erasure probability of 0.1. We used a delay of 10 slots, but experiments run
with other delays yielded the same performance. Figure 5.18a shows the
individual rates for every flow as the loss rate in the first path is varied,
from which it can be seen that the capacity is equally shared. Figure 5.18b
also shows aggregate rate, which is obtained by summing the individual
flow throughputs. It can be seen that the rate of the proposed multipath
scheduler is close to the system capacity. Figure 5.19 plots the measured
end-to-end delay as the feedback delay is varied.

We now compare the application end-to-end delay of our proposed
scheme, with that exhibited by a legacy solution when the feedback de-
lay increases. In this case, we use again the prediction of the queue at
each flow: Q̂r

f ,i = Qr
f ,i−d + ∑i−1

j=i−d

(
∑n

h=1
(
S f ,h,iα f ,h − C f ,h(1− α f ,h)

))
, as

was done for the single link scenario. We still use three links and three
different paths (m = n = 3), but now fix the packet loss rate to be 0.2 over
all links (recall that all flows are equally affected by such erasures). We also
assume an arrival rate of a = 3

4 , again for the three flows. As a baseline for
comparison we also show data for a traditional ARQ scheme where the
scheduler uses a Round-Robin approach to distribute flow transmissions
across the paths. It can be seen that the behaviour is mostly the same as
that observed over a single path and, in particular, that as the feedback
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Figure 5.18: Performance of multipath system, with 3 information flows
over 3 different paths. The results are averaged after running the experi-
ment during 105 slots and the figure also shows the 95% confidence inter-
vals.
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Figure 5.19: Application (de2e) delay Vs. feedback delay (d f ) for an ARQ
scheme and our proposal. Configuration parameters are arrival rate a =
0.7, loss rate α = 0.2 for all paths and γ = 1. The results are averaged after
running the experiment during 105 slots and the figure also shows the 95%
confidence intervals.
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delay increases, the proposed scheme clearly outperforms ARQ, yielding
much lower delays.

5.3 Conclusions

We have broadened the analysis of the combination of TCP and NC. It has
been shown that NC hides losses to the upper layers, yielding a relevant
performance increase. However, we have also shown that block coding
schemes are not sufficient. To fully take advantage of NC techniques we
would need to use streaming coding schemes. Hence, we propose a joint
coding/scheduling solution to be used over packet erasure paths. We have
posed an optimization problem, which is solved by means of discrete deci-
sions, and the source node can decide: to send a native packet, to transmit
a coded packet, or to do nothing. We have shown that this discrete de-
cision method yields an optimum behaviour, ensuring in addition system
stability. We have assessed the validity of the model, by means of an exten-
sive simulation-based analysis, in which we have considered the impact of
having delayed feedback. Our solution achieve system capacity, while it
yields a much lower end-to-end delay.

Last, we have also studied the proposed model over a multi-path com-
munication scenario, where it again outperforms a legacy solution based
on ARQ.

The results shown in two previous sections were submitted to inter-
national conferences and journals. The reader can find the relationship
between such publications and the content in this chapter in Table 5.2.

Table 5.2: Summary of publications and their relationship with the sections
of this chapter

Section 5.1 5.2
[EW16] X
[TON18] X
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Chapter 6

Summary and Outline

It goes without saying that mobile communications have become one of
the main actors of the current networking realm.. The research community
is continuously seeking to address the challenges that networks should
face in the future: a massive amount of connected devices, and stringent
requirements in terms of delay and throughput. NC has been pointed out
by several works to be one of the key technologies to tackle such require-
ments in next network generations, RLNC standing out among other NC
solutions.

We have designed and developed two test-beds and a module within
the ns-3 simulator, which allow us to thoroughly assess the behaviour of
NC techniques over different wireless scenarios. We started with a direct
link communication and, later, we increased the complexity of the topolo-
gies considered. RLNC has been shown to increase the performance of-
fered by other legacy solutions, as TCP or RLSC. The results have shown
a reduction in the overall number of transmissions, and they have stressed
out the relevance of the recoding feature at the intermediate nodes.

However, the implementation of RLNC over low computational de-
vices has revealed the high computational cost caused by coding and de-
coding operations. Therefore, we introduced SNC techniques and we pro-
posed a semi-analytical model that accurate mimics their behaviour. The
mentioned model allowed us to define tuning functions for TSNC, one
of the most promising SNC techniques, offering a good trade-off between
computational cost and network overhead. It was taken into account that
keeping the sparsity the information is recoded at the intermediate nodes
is a complex problem. We thoroughly characterized this particular feature
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and we proposed some practical recoding algorithms.

Nevertheless, when considering end-to-end delay analysis, block cod-
ing approaches do not yield good solutions. Hence, we assessed the be-
haviour of streaming codes, which almost achieve channel capacity, but
with a lower end-to-end delay.

The main contributions of this Thesis are summarized hereinafter. W
also identify the research lines that remain open after the work carried out
in this PhD.

6.1 Conclusions

• Design and implementation of two evaluation environments for NC
schemes:

– Most of the results shown during this PhD have been obtained
by means of an extensive simulation campaign, using the ns-3
simulator. We start from an initial module, which implements a
combination of RLNC with UDP, extending to consider new NC
features: recoding, SNC, TSNC or opportunistic routing. Such
module has been made openly available to the research commu-
nity [PDR15].

– Despite the accuracy of simulation environment, we have
broadened the results through experimentation over a test-bed.
We deployed two test-beds, which comprise Raspberry-PIs, one
configured to experiment with multicast communications, and
a second one where we evaluated multi-hop scenarios.

• Design and analysis of RLNC as an end-to-end communication pro-
tocol. A theoretical analysis is validated and broadened by simula-
tion and experimentation. We started by analysing the performance
of RLNC over a direct wireless link, where we assessed the impact
of configuration parameters: generation size and length of the fi-
nite field. Afterwards, we analysed the proposal over multi-hop net-
works, where recoding and overhearing features play an important
role. It is worth emphasizing the analysis performed on the opti-
mization of intermediate nodes operations. After proposing a theo-
retical framework, we identified the optimum point from which the
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intermediate should start taking an active role (recoding). After un-
derstanding the benefits that RLNC yields over a wireless network,
we broadened the analysis to consider opportunistic wireless mesh
networks, where any node that listens a packet can support in its
transmission. The results showed an important performance gain
compared to legacy approaches. Finally, we considered two topolo-
gies: (i) multicast network, where RLNC allows a higher scalability,
yielding an important signalling reduction, compared to protocols
based on retransmissions; and (ii) multi-source networks, where sev-
eral transmitters collaborate in the dissemination of the same infor-
mation, and where RLNC is able to aggregate the capacity offered
by multiple sources, highly reducing the transmission time. The re-
sults show that RLNC brings a remarkable enhancement, compared
to legacy approaches.

• Design and analysis of SNC techniques to reduce the computational
cost of RLNC. Such techniques yield a trade-off between computa-
tional cost and network overhead. We proposed a semi-analytical
model that accurately mimics the behaviour of SNC. Such model
evaluates the impact of the coding density over network overhead.
We considered TSNC schemes which, increasing the density as the
transmission evolves, yield a similar performance to RLNC, albeit
reducing the computational cost. First, we proposed and evaluated
the performance offered by different tuning functions, advocating a
novel tuning function based on the aforementioned semi-analytical
model. It outperforms state-f-the-art tuning functions.

• Analysis of TSNC as an end-to-end communication protocol. We
evaluated TSNC by means of simulation and experimentation over:
(i) a direct wireless link, (ii) multi-hop and (iii) multicast topology.
The results show that TSNC yields a similar performance to RLNC,
but it highly reduces the computational cost. This is of utter rel-
evance to use NC techniques over low computational devices, or
where energy efficiency is a critical factor.

• Design and analysis of recoding algorithms for SNC. It was shown
that keeping the density level as the information traverses the net-
works might be come rather cumbersome. We characterized the pos-
sibilities of the intermediate node to perform recoding, and we pro-
pose a practical recoding algorithms.
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• We have analysed alternatives to reduce the overhead caused by the
coding vector. A first approach, based on the transmission of the seed
used by the PRNG, instead of the full coding vector showed good
performance. However, it makes recoding at intermediate nodes not
possible. On the other hand, we proposed sliding window approach,
which allows an efficient coding vector representation. Although re-
coding at the intermediate nodes would be possible with this solu-
tion, keeping the coding vector representation is not possible. The
sliding window approach can be seen as a particular SNC technique
and, it thus offers a lower computational cost.

• Finally, since coding approaches based on generations are not
enough to offer a low end-to-end delay, we evaluated streaming
codes. Opposed to previous coding schemes, the encoder has to de-
cide whether to transmit a native or an information packet, with the
aid of delayed information coming from the receiver. We propose
an optimized joint scheduling and coding scheme, which yields a
performance close to network capacity, offering a lower end-to-end
delay. The results show a performance loss lower than 5%, while
we reduce the end-to-end delay 8×, compared to legacy approaches
based on ARQ.

The research carried out during this PhD has been published in rep-
utable journals, as well as presented in international and national con-
ferences1. A complete list is given in Annex D . It is worth highlighting
that part of this work have been done in collaboration with other univer-
sities: TU Dresden, Aalborg University and Trinity College Dublin and
a research centre: Simula, in all cases having research visits longer than
three months. We would also like to highlight that this PhD is part of
two research national projects: COSAIF, “COnnectivity as a Service: Ac-
cess for the Internet of the Future” (TEC2012-38754-C02-02) and ADVICE:
“Dynamic provisioning of connectivity in high density 5G wireless scenar-
ios” (TEC2015-71329-C2-1-R). Last, but not least, we would like to recall
that the simulation environment has been made available to the research
community in a public repository [PDR15].

1One of the conference papers received the best paper award, in European Wireless
2017
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6. Summary and Outline

6.2 Future Research Lines

In the following we enumerate some research lines that remain open after
the work carried out during this PhD:

• Exploitation of the test-beds:

– Evaluation of more complex topologies. It would be inter-
esting to consider multicast topologies, where the destination
does not have a direct link with the transmitter, and having
heterogeneous characteristics: error rate, number of hops. Al-
though RLNC promotes a best effort approach, where we trans-
mit enough coded packets to ensure the reception by the node
having the worst link quality, with TSNC there is not a straight-
forward solution for the optimum coding density. Other topolo-
gies that we would like to consider are collaborative D2D com-
munications.

– Evaluation of real services, such as, streaming video. The in-
tegration of NC techniques with streaming video services over
a multicast platform, where each device suffers from different
link conditions will be assessed. A recently proposed proto-
col for reliable unicast and multicast communication over UDP,
SCORE 2, could be an initial step for such analysis. Other real
applications worth studying would be distributed storage or
caching.

– Evaluation of energy efficiency. It would be really interesting to
assess the energy consumption os the proposed techniques, es-
pecially with TSNC. Although they are expected to reduce such
consumptions due to the fewer transmissions, coding and de-
coding operations spend CPU resources and, therefore, energy
resources. With TSNC, we have seen a large computational cost
reduction, at the expense of transmission redundancy. Consid-
ering energy consumption would be thus crucial over scenarios
having energy constraints.

• A new transport protocol, QUIC, proposed by Google is currently
in the standardization process. We already started in this line of re-
search. by adding FEC algorithms at the transport layer to hide losses

2Simple Coded Reliability (SCORE), http://steinwurf.com/products/score.html
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to the congestion control algorithms, and initial results look rather
promising. The next step might involve including the scheduler pro-
posed in 5.2.

• The integration of NC techniques is expected to simplify the imple-
mentation of multipath protocols, since it would mitigate the or-
dering issues. During this PhD we started working with MPTCP,
analysing its behaviour over wireless networks with the ns-3 sim-
ulator. We have indeed some initial publications with these analy-
sis [GRGA13; WMNC17]. It would be interesting to analyse NC over
MPTCP or MPQUIC, a multipath proposal for QUIC.

• Distributed storage systems provide reliable access to data, exploit-
ing redundancy spread over individually unreliable nodes. Using
NC to storage data reduced the required redundancy compared to
simple replication, for the same level of reliability. Other contribu-
tions have shown that it also provides a way to reduce the storage
costs, and to increase the download speed.
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Annex A

Coding Libraries

There exists different libraries that perform operations with finite fields,
providing efficient implementation of addition, subtraction, multiplication
and division operations. We are particularly interested on those that ef-
ficiently implement matrix operations, such as rank and inverse calcula-
tions. All the results shown in this Annex are obtained with an Ubuntu
Machine, having a 3.50 GHZ Intel Processor, and 16 GB of RAM memory.

As a starting point, we used the library used by David in [GRAM14b],
IT++ [Boe07]. It is a C++ library of mathematical, signal processing, and
communication classes and functions. The kernel of the library consists
of generic vector and matrix classes, and a number of accompanying rou-
tines. In fact, IT++ is similar to MATLAB, GNU Octave or SciPy, which
makes its use very intuitive. However, it is limited to binary field, and it
shows a very poor performance. Hence, we decided considering other two
libraries: M4RIE [Alb12] and KODO [PHF11].

M4RI, and its extension for generic finite fields, M4RIE, implement
efficient algorithms for linear algebra operations with dense matrix over
GF(2q), for 1 ≤ q ≤ 10. On the other hand, KODO is a C++ library for im-
plementing erasure correcting codes, in particular Network Codes. KODO
is limited to a set of finite fields: GF(2), GF(24), GF(28) and GF(216).
While, M4RIE is a generic library design to efficiently implement many
linear algebra operations, KODO stands out as specific library for erasure
correcting codes, with RLNC as one of them.

Although the simulation bases analysis could assume coding and de-
coding time to be zero, it is anyway important to efficiently perform such
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Figure A.1: Time required to obtain the matrix rank as it grows.
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Figure A.2: Time required to inverse the decoding matrix for different gen-
eration sizes.

operations over real devices, as will be shown later.

First, we start by considering the binary case. In Figure A.1 we show
the time required by the different libraries to obtain the rank of the de-
coding matrix when it has already reached rank r. We evaluate the per-
formance with a generation size of 255, which corresponds to the greatest
value used during this PhD. Note that the time required by the KODO li-
brary is considerably lower. However, it is important to highlight that, af-
ter receiving a coded packet the KODO based decoder performs Gaussian
Elimination over the decoding matrix and, therefore, obtaining the rank is
much faster than with IT++ or M4RIE, which do not modify the decoding
matrix.

The most expensive operation that needs to be performed is the inver-
sion of the decoding matrix. All libraries use different Gaussian Elimina-
tion algorithms. In Figure A.2 we can see the time required to invert the
decoding matrix as we increase the generation size. We do not consider the
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Figure A.3: Maximum decoding throughput achieved over a Ubuntu Ma-
chine with a 3.50 GHz processor for different generation sizes.

KODO library, since it is not possible measuring the actual matrix inver-
sion time, as every time it receives a coded packet, it reduces the matrix,
using Gaussian Elimination.

The maximum decoding throughput is the most representative result
of the performance offered by the different libraries. In this case, we gen-
erate a bunch of coded packets, more than the generation size. Then, we
measure the actual time required to read the needed coded packets and de-
code the generation. The maximum decoding throughput is defined as the
amount of information bits in the generation, k · 1500 · 8, divided by the
measured time. The maximum decoding throughput offered by each li-
brary is shown in Figure A.3 for different generation sizes. Despite M4RIE
a better behaviour for small generations, it is strongly affected by the gen-
eration size and it is quickly surpassed by the KODO library.

Last, we compare the maximum decoding throughput with larger
fields, as can be seen in Figure A.4. We do not consider IT++ library, since
it is restricted to the binary case, and we only consider q = 4 and q = 8,
which are the ones supported by KODO. Note that KODO outperforms
M4RIE library for any generation size when we use large fields.

We can therefore conclude that KODO yields better performance than
the other two libraries. Moreover, its use is simple, providing a coding
and decoding abstraction, where both encoder and decoder can be treated
as a black box where we injected coded packets and we receive decoded
generations.
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Figure A.4: Maximum decoding throughput achieved over a Ubuntu Ma-
chine with a 3.50 GHz processor for different generation sizes. Dashed
lines correspond with q = 8, while regular lines correspond with q = 4
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Annex B

Network Coding and the ns-3
framework

Many of the results shown during this work have been carried out over
a simulation environment. We have used the ns-3 framework, which is a
discrete event network simulator, started in 2006 as an open-source project.
It has been developed to provide an open extensible network simulation
platform, for networking research and education. The ns-3 simulator pro-
vides models of how packet data networks work and perform, allowing
analysis and assessment that are difficult, if not impossible to perform with
real systems. The simulator provides a highly controlled and reproducible
environment, which allows to learn about how networks and protocols
work over many different configurations1.

The modules available in ns-3 focus on modeling how Internet pro-
tocols and state of the art networks work. However, there is a large
user/developer community that enlarge the number of available modules
to include novel technologies or network protocols. However, to the best
of our knowledge, there exists only one module that implements NC over
the ns-3 framework despite the interest shown by the community, which
was presented in [GRAM14b]. There is the possibility of using the KODO
library, which was discussed in Annex A, and some guidelines and exam-
ples to implement different topologies can be found in [MPV+16]. In these
examples, NC is placed at the application layer, offering multicast commu-
nications to different number of users, with or without intermediate nodes
acting as a recorders. In any case, this last approach is less attractive for

1The ns-3 network simulator, http://www.nsnam.org/
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our objectives, due to its limitations. It is not fully integrated within the
ns-3 frameworks, and the NC operations are performed with KODO as an
external library.

Therefore, we start from the module presented by Gomez et al. in
[GRAM14b]. It offers a generic NC implementation of Inter-session or
Intra-session NC techniques. Only pure RLNC was implemented, i.e the
encoder or recoder always transmit re/coded packets. Since we are not
interested on Inter-session NC techniques we leave its implementation out
of this description. We re-designed the implementation of Intra-session
NC to include not only different RLNC approaches, but also sparse coding
techniques. In fact, we decouple the communication protocol functionali-
ties from the coding schemes, so more advanced coding schemes could be
easily included by other researchers.

In the following we will depict such module. It is important to
highlight that the it is available and open to the research community
in [PDR15].

B.1 Internet stack on ns-3

It is important to understand the ns-3 structure to fully understand the
NC development done. The simulator is entirely implemented in C++ ,
having optional Python bindings. Hence, its implementation is object ori-
ented. To have a precise idea of the structure of ns-3, Figure B.12 shows
the main group of modules. The core part is in charge of running the
different events generated during the simulation, controlling the execu-
tion. The basic classes are defined in the network group, where we can
find the basic definition of Sockets, Queues, and many other basic network
components. Those definitions are “abstract” since they only define the
common parameters and functionalities. A specific queue or socket im-
plementation should derive from those abstract classed and support the
basic functionalities. The NC implementation registers a new module in-
side the protocols group, strongly connected with the classes defined in-
side the Internet group (IP, UDP). The different device classes we can find
are: CSMA, Aloha, Wifi, Wimax, LTE, etc. Every node in the network can
follow different mobility patterns, defined in the mobility groups and ev-

2The Figure was taken from in https://www.nsnam.org/docs/manual/ns-3-manual.

pdf
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Figure B.1: Group of modules that defined the different classes in the ns-3
simulator.

ery device can use different propagation models. Within the applications
group we can find BulkTransfer, PacketSocket, OnOffApplication, Ping,
Echo, Client/Server, etc. It is worth mentioning the helper group, which
are special classes that support the definition of the different classes from
a specific technology.

As a starting point for every ns-3 script, we need to call the class
ns3::Node, which usually represents a connected node in the network (com-
puter, mobile, sensor, ...). The bare class Node is not very useful by itself,
and additional objects must be included to provide full node connectiv-
ity. We should include the respective protocols: transport (UDP/TCP),
network (IP), MAC layers and the corresponding technology (Ethernet,
802.11, LTE). The basic part of the node will be the Internet-stack, which
includes IPv4, UDP/TCP.

Figure B.2 shows how packets flow through the Internet stack in ns-33.
The application has previously created a socket, UdpSocket, and packets
are sent calling the function Socket::Send(). Any socket in ns-3 must follow
the socket API 4 and, it must thus implement the functions ::send(), ::con-

3Figure can be found in https://www.nsnam.org/docs/models/

ns-3-model-library.pdf
4https://www.w3.org/TR/tcp-udp-sockets/
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Figure B.2: Path follow by a data packet through the Internet Stack in the
ns-3 Framework

nect(), ::bind(). UdpL4Protocol is where socket-independent protocol logic
for UDP is implemented. Hence, the UdpSocket::Send() method adds the
UDP header, initializes the checksum, and sends the packet to the network
layer, by means of a callback called ::m_downTarget, which in this case is in-
side IPv4L3Protocol, which adds the IP header, and sends the packet to an
appropriate Ipv4Interface instance, which looks up for the MAC address,
sending the packet to the corresponding device, in this case WifiNetDevice.

At the receiver side, WifiNetDevice calls the function registered at re-
ceiveCallback. Such function stores a set of callbacks, based on protocol
number and device. In this case, the corresponding lookup will result in
Ipv4L3Protocol::Receive() being called. Ipv4L3Protocol removes the IP header,
checks the checksum and passes the packet to the corresponding proto-
col, UdpL4Protocol. Then, the UdpL4Protocol::Receive method removes the
UDP header and looks up the per-flow contest state, which is one or
more Ipv4EndPoint objects stored in an Ipv4EndPointDemux (indexed by
the source address and port and the destination address and port). It then
calls the Ipv4EndPoint::ForwardUp() when done. Ipv4EndPoint has a call-
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B. Network Coding and the ns-3 framework

back, where a Socket object is able to register a receive method, in this
case, UdpSocketImpl::ForwardUp(). Last, the application can call the socket
UdpSocket::Recv() or UdpSocket::RecvFrom() methods to read data from the
socket.

B.2 Network Coding entity

There does not exist a common understanding about where NC must be
placed in the Internet Stack. Some authors have considered to include NC
at the physical layer [MKLS15], at the MAC layer [KRH+08], transport
layer [SSM+09] or even at the application layer [MPV+16]. We consider
that placing the NC entity between transport and network layers is the
more appropriate option. We aim to offer a reliable end-to-end service, and
take advantage of NC to hide losses to the upper layers, increasing robust-
ness over error-prone networks. With this implementation decision we
can offer a more transparent NC service inside the Internet Stack. In fact,
the NC entity is placed between ns3::UDPL4Protcol and ns3::Ipv4L3Protocol,
as can be seen in Figure B.3. It is worth mentioning that we have imple-
mented also cross layer interactions between the NC entity and the physi-
cal layer:

• ns3:YansWifiPhy:PhyTxBegin is a traceable value, allowing us to dy-
namically inject packets from the NC entity, i.e we can ensure satu-
rated conditions at the channel.

• ns3::WifiMacQueue::SelectiveFlush() allows to flush the buffer of the
wireless interface, This is important functionality, to avoid transmit-
ting packets of generations already acknowledged.

• ns3::WifiNetDevice::ReceivePromiscuous() is the key to enable recoding
and overhearing features at intermediate nodes. Otherwise, packets
that are not addressed to a specific node but are “listened” would not
reach the NC module.

In transmission, the NcL4Protocol instance intercepts the downstream
UDP flow, which is originally headed to the ns3::Ipv4L3Protocol::Receive()
function. The NC entity handles the packets by storing them at the encoding
buffer. The transmission scheduling policy of the NC entity depends on the

207



UdpL4Protocol

NL4Protocol

Ipv4L3Protocol

WifiNetDevice

YansWifiPhy

::Send()

::SendDown()

P
h
y
T
x
B
e
g
i
n
(
)

S
e
l
e
c
t
i
v
e
F
l
u
s
h
(
)

(a) Transmitter

UdpL4Protocol

NL4Protocol

Ipv4L3Protocol

WifiNetDevice

WifiMacQueue

YansWifiPhy

::ForwardUp()

::LocalDeliver()::IpForward()

P
h
y
T
x
B
e
g
i
n
(
)

S
e
l
e
c
t
i
v
e
F
l
u
s
h
(
)

R
e
c
e
i
v
e
P
r
o
m
i
s
c
u
o
u
s
(
)

(b) Receiver

Figure B.3: Modified Internet stack protocol to include NC entity, placed
between the transport and network layers

particular approach used. With pure RLNC, the transmitter waits: (i) until
the encoding buffer has stored k native packets (a whole generation), or
(ii) a coding time-out expires, in which case the generation size is reduced
to the number of packets at the encoding buffer. Then, the encoder starts
transmitting coded packets until the decoder transmits the corresponding
acknowledgement.

For the reception process, the operation is more complex, since the
NC entity captures the packets from a number of points: (i) the de-
fault reception keeps its traditional operation up to the network level,
where Ipv4L4Protocol::LocalDeliver() function is hooked to the NC stack. (ii)
In a standard reception scheme, a packet does not reach the transport layer
unless its IP header destination address belongs to the particular node that
is parsing it. In such cases, it is the routing protocol (Ipv4RoutingProtocol)
that takes the decision of whether forwarding or dropping the packet. This
led us to tamper the legacy ns3:Ipv4L3Protocol::IpForward() function source
code, in order to give, the NC layer the responsibility to decide whether
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B. Network Coding and the ns-3 framework

forwarding or dropping the packet. (iii) Last, when overhearing is ac-
tive, every node shall enable a promiscuous reception mode to allow the
NC entity receiving every packet. This promiscuous reception is done
through the function WifiNetDevice::ReceivedPromiscous(). In any case, re-
ceived coded packets are stored in the decoding buffer after removing the
NC header. The coding vector, which is within the NC header, is stored
in the decoding matrix, at the i-th row, which corresponds with the rank
level. Once the decoding matrix is of full rank, the generation is decoded
and all the native packets are forwarded up to the upper layers, by means
of the rxCallback->ForwardUp()

To fully understand the ns-3 implementation, we illustrate the events
that take place at the source and at the destination during the transmis-
sion of two consecutive generations in Figure B.4. The first generation is
transmitted under a ideal situation, where all transmitted packets are lin-
early independent, and are received without errors. In this case, the matrix
rank increases after each reception. Once the destination has finished the
decoding process, it sends the corresponding acknowledgement back. The
source, after receiving it, starts with the transmission of the next genera-
tion. In this second generation, which illustrates a more realistic situation,
a number of negative events happen: (i) the transmission of linearly de-
pendent coded packets, (2) loss of coded packets, or (3) loss of acknowl-
edgements. In any case, the transmitter keeps sending coded packets from
the same generation. When the destination receives a coded packet be-
longing to a generation already decoded, it will automatically send a new
acknowledgement back to the transmitter.

Last, it is worth highlighting that all the Galois Field operations (i.e vec-
tor multiplication, matrix rank and inverse calculation) needed to code and
decode the information were performed with the FFPACK library [DGP04]
for q > 1, and IT++ for the binary case, q = 1. A further discussion regard-
ing the coding libraries can be found in Annex A.

B.3 Module development

The NC module presented in [GRAM14b] considers inter-session and
intra-session NC techniques. In our case, we are only interested on intra-
session NC, and we have thus broadened RLNC analysis. Hence, we have
re-designed the network module, by enhancing functionalities of RLNC
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Figure B.4: Illustrative example of the RLNC scheme in the source and
destination

and introducing new approaches, as TSNC.

As was already said, ns-3 is object oriented and written in C++. Fol-
lowing the ns-3 philosophy we have an abstract class, ns3::NcL4Protocol,
derived from the ns3::IpL4Protocol, replacing the class UdpL4Protocol (as il-
lustrated in Figure B.5). Such class holds all the methods for the NC mod-
ule. Two classes derive from the NcL4Protocol: InterFlowNCProtocol, which
is discarded in our implementation and IntraFlowNCProtocol. Opposed to
the original module by Gomez et al. module, where all RLNC implementa-
tion was done here, we create two additional classes: rlncAcknowledgments,
which implements the functionalities described in the previous section and
rlncRedundant, which simplifies the NC operation and is specifically con-

210



B. Network Coding and the ns-3 framework

IpL4Protocol

NcL4Protocol UdpL4Protocol

InterNCProtocol IntraFlowNCProtocol Map<ncScheme>

rlncAcknowledgments rlncRedundant

Figure B.5: ns3 class inheritance diagram

ceived for multicast communications.

rlncRedundant class does not use acknowledgements to notify the de-
coding event. In this case, the encoder transmits N coded packets: k plus
an extra redundancy. Afterwards, it continues with the next generation.
This implies that the redundancy value has to be properly designed to en-
sure that all the destinations decode the generation with high probabil-
ity. If a decoder has not received enough packets, the transmission would
be mark as unsuccessful. Following this approach, we can study reliable
communications over multicast networks, where acknowledgments highly
jeopardize network performance.

Besides, we have decoupled the NC communication protocol function-
alities from the coding/decoding schemes. Hence, an IntraFlowNCProto-
col implements a map of a new class, NetworkCodingScheme. It allows the
NC entity handling several sessions, which correspond with an informa-
tion flow between the transmitter and different receivers. Every session
is identified by the tuple source-destination IP address/UDP port. Net-
workCodingScheme holds all the basic functionalities and parameters that a
encoder/decoder needs to implement. We have two different classes that
derive from it: (i) NetworkCoding_rlnc_scheme, which implements RLNC
scheme, and (ii) NetworkCoding_tsnc_ scheme, for TSNC techniques. In Fig-
ure B.5 we can see the inheritance diagram of the different classes imple-
mented within the NC module.

As earlier mentioned, the coding vector has to be included in the pro-
prietary header, which is illustrated in Figure B.6. The header fields are:

• Type of message (1B): This field indicates the packet type: data packet
(’0’) or acknowledgment (’1’).
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• Block size, k (1B): Generation size. The maximum value is restricted
to 255.

• Galois Field length, q (1B): The linear combination coefficients are
randomly obtained from the Galois Field GF(2q).

• Generation ID (2B): This field identifies the generation that is being
transmitted by the source. It allows identifying spurious transmis-
sions of already decoded generation.

• UDP source and destination ports (4B): A flow is identified by means
of the tuple source-destination IP address/UDP port. Since the UDP
header goes within the payload at the NC level, it will be encoded,
and we therefore need to include them “in clear” in this header.

• Coding vector, −→ci , (1-256B): Contains each of the coefficients ci,j used
to generate the coded packet p′i. Each coefficient has a length of q bits
and the header must include the k coefficients.

Below we depict the implementation followed within the NC module
to evaluate all scenarios consider in this PhD. We modified the coding li-
brary used for the coding and decoding operations, based on the analysis
discussed in Annex A.

• RLSC and Multihop RLNC: Pure RLNC is implemented combining
rlncAcknowledgmenets and NetworkCoding_rlnc_scheme classes. The
protocol details where presented in [GRAM14b] and were depicted
in Figure B.4. We have added some additional configuration param-
eters: recoding threshold and overhearing capabilities.

• Opportunistic RLNC: With the objective of analyzing NC techniques
over wireless mesh networks, we implemented MORE protocol
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B. Network Coding and the ns-3 framework

within the ns-3 framework. MORE was described in Section 3.3 and,
since the source node needs information about the whole network
to generate the list of forwarding nodes, we created a singleton ob-
ject. Such object is a unique instance that is seen by the NC entities
of every node. When the scenario is initially generated, each node (i)
stores the loss probability of the links towards the remaining nodes
(j 6= i) in the singleton object, which can be later accessed by the
source node.

• Sparse Network Coding: Instead of using NetworkCoding_rlnc_scheme
to define the encoder and decoder, we define a new class NetworkCod-
ing_tsnc_scheme, which implements the TSNC functionalities. This
class incorporates different tuning functions, which were described
in Section 4.3: Step-by-Step, Gradual1, Gradual2. We also considered
a pure SNC approach, where the density is fixed during the whole
transmission, operation that was used to assess the semi-analytical
model.

• Multicast communications: As was mentioned in Section 3.4, the
source follows a best-effort approach, i.e it transmits N coded pack-
ets to ensure high decoding probability. Since the protocol procedure
is different from the initial NC module, we created the rlncRedundant
class.
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Annex C

COTS Platform

Besides the theoretical analysis and the simulation campaigns, we have
also considered the importance of conducting some of the performance
assessments over commercial devices. When it comes to the real imple-
mentation of NC techniques some problems arise. To fully understand
the potential of NC and its possible limitation over real devices, we have
deployed two experimental platforms, comprising dozens of low compu-
tational devices, which allow us to build different wireless topologies. We
have used Raspberry-PI v3, due to its versatility and relatively low cost.
In the following we will depict the design of the two platforms that were
used, to obtain some of the results shown in this dissertation.

Both platforms can be seen in Figure C.1. Every Raspberry-PI has a
wired interface (Ethernet), which is used to monitor, configure and man-
age the platform and the experiments. All the devices are connected to a
Switch, and then to a router, to manage the wired network. The local wired
network statically assigns an IP address to every device, which facilitates
the later identification of each one. Besides, every device has a wireless
interface, configured to build another local network, which is used for car-
rying out the experimentations. All the coding and decoding operations
are performed with the KODO library [PHF11].

The first platform comprises 20 Raspberry-PI, which are placed in a
matrix of 5 × 4 devices. The wireless network is configured in Ad-hoc
mode, following the 802.11g standard, with a maximum data rate of 54
Mbps. We configure all the devices to work at a fixed data rate, and every
device is assigned with a static IP address.
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(a) Multihop platform (b) Multicast platform

Figure C.1: Platforms deployed for testing the NC techniques over COTS
devices

This first panel, shown in Figure C.1a, is exploited to perform unicast
experiments. Any node in the panel can be configured to be a source or
destination, and by means of static routing tables we can force the packets
to go through different number of intermediate nodes. We exploit the ipta-
bles framework for the configuration of such routing tables. Besides, those
intermediate nodes process the packets before forwarding them. Such pro-
cessing implies that a packet is forwarded, discarded, or substituted by a
recoded one. Furthermore, we also exploited the iptables framework, to set
up an erasure rate (besides the inherent losses due to collisions or interfer-
ences).

The second platform, shown in Figure C.1b, comprises 31 Raspberry-
PIs, which create a multicast topology: one transmitter, placed at the top of
the platform, and 30 receivers, deployed as an array of 6× 5 Raspberry-PIs
v3. Every device has a wireless network interface (802.11), which is used
to conduct the experiments, configured in infrastructure mode, taking the
node at the top of the platform the access point role. Due to firmware
restrictions of the broadcast transmission mode, the maximum throughput
at the wireless interface is 1 Mbps. In order to reduce the amount of control
packets (beacons, probe requests and responses), the devices operate only
in a unique wireless channel, and the frequency at which beacons are sent
is also restricted to this wireless channel. Besides, we limit the number of
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C. COTS Platform
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Figure C.2: Expected number of transmissions as the generation size in-
crease, for different channel conditions.

clients that can be associated to the access point, so that it ignores searching
processes from other devices within the coverage are of the panel.

A first limitation that was identified when we use the Raspberry-PI is
the high computational cost of the coding and decoding operations. Until
then, in the simulation, we did not take into account the time spent in
generating coded packets or decoding a generation, since the NC module
assumes that the coding and decoding operations have a negligible cost.

In Figure C.2 we can see the maximum throughput that can be offered
by different devices as the generation size increases. For these experiments,
several coded packets are loaded in memory, and we trace the time needed
by the decoder to read, as fast as possible, the require packets to decode the
generation. The decoding throughput depends on the generation size, the
field length and the amount of information payload1. In order to stress out
that the decoding throughput depends on the device, we show the result
offered by different possibilities:Raspberry-PI v2, Raspberry-PI v3 and a
more advanced machine, with a 3.50 GHZ Intel Processor, and 16 MB of
RAM memory. The maximum decoding throughput with the Raspberry-PI
is very limited, much lower than the one that would be possible with more
advanced machines (note that in this case we are plotting the throughput
divided by a factor of 10).

From these the results in Figure C.2 we can see that the decoding pro-
cess might limit the system performance. The wireless interface can work
up to a maximum of 54 Mbps, so we should limit our generation size to 100
packets, to ensure that the decoding process is not the system bottleneck.

1We assume a constant payload size of 1450 bytes, so to respect the legacy MTU size
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Annex D

Publications

We provide herewith a list of the publications that were made based on the
results obtained during the research carried out within this PhD.

International journals

1. Garrido P., D. Gomez, R. Agüero, and L. Munoz, “Perfor-
mance of random linear coding over multiple error-prone
wireless links,” IEEE Communications Letters, vol. 19, no. 6,
pp. 1033–1036, 2015. DOI: 10.1109/LCOMM.2015.2421448.

2. Garrido P., D. Gómez, J. Lanza, J. Serrat, and R. Agüero,
“Providing reliable services over wireless networks using
a low overhead random linear coding scheme,” Mobile Net-
works and Applications, vol. 22, no. 6, pp. 1113–1123, 2017.
DOI: 10.1007/s11036-016-0731-7.

3. Garrido P., D. E. Lucani, and R. Agüero, “A markov chain
model for the decoding probability of sparse network cod-
ing,” IEEE Transactions on Communications, vol. 65, no. 4,
pp. 1675–1685, 2017. DOI: 10.1109/TCOMM.2017.2657621.

4. Garrido P., D. Leith, and R. Agüero, “Joint scheduling and
coding over lossy paths with delayed feedback,” Arxiv,
vol. abs/1804.04921, 2018, Submitted to the IEEE/ACM
Transaction on Networking. [Online]. Available: http : / /
arxiv.org/abs/1804.04921.
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cots platform,” in Proc. of the IEEE Wireless Communications
and Networking Conference, 2018, pp. 1–7.
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2015, pp. 1692–1696. DOI: 10.1109/PIMRC.2015.7343571.

3. Garrido P., D. Gómez, R. Agüero, and J. Serrat, “Com-
bination of intra-flow network coding and opportunistic
routing: Reliable communications over wireless mesh net-
works,” in Proc. of the 8th International Conference on Sim-
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“When TCP and network coding meet wireless links,” in
Proc. of the 22th European Wireless Conference (EW), 2016,
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List of Acronyms

ARQ Automatic Repeat-reQuest

cdf Cummulative Distribution Function

COTS Commercial Off-The-Shelf

CS Candidate Selection

dof degree of freedom

DP Distance Progress

D2D Device to Device

EDP Expected Distance Progress

ETSI European Telecommunications Standards Institute

ETX Expected Transmission

HMP Hidden Markoc Process

IEEE Institute of Electrical and Electronics Engineers

IETF Internet Engineering Task Force

IoT Internef of Things

ITU International Telecommunication Union

LT Luby Transform

LTE Long Term Evolution

MORE MAC-independent opportunistic routing protocol
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MSS Maximum Segment Size

MTU Maximum Transmission Unit

M2M Machine to machine

NC Network Coding

NORM NACK-Oriented Reliable Multicast

QoS Quality of Service

pdf Probabilty distribution function

PRNG Pseudo Random Number Generator

P2P Peer-to-Peer

RLNC Random Linear Network Coding

RLSC Random Linear Source Coding

SCORE Simple COded REliability

SNC Sparse Network Coding

STR Successful Transmission Rate

TSNC Tunable Sparse Network Coding

UHD Ultra High Definition

USRP Universal Software Defined Radio
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